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Abstract 
Modern motion capturing technologies are capable of collecting quantitative, biomechanical 

data on golf swings that can help to improve our understanding of golf theory and facilitate 

the establishing of new, optimized swing paradigms. 

This study explored the possibility of utilizing Microsoft’s Kinect sensor to analyse the 

biomechanics of golf swings. Following design-science research principles, it presents a 

software prototype capable of capturing, recording, analysing and comparing movement 

patterns using three-dimensional vector angles. The tracking accuracy and data validity of the 

software were then evaluated in a set of experiments in optimal and real-world conditions 

using actual golf swing recordings.  

The results indicate that the software is providing accurate data on joint vector angles with a 

clear profile view, while visually occluded and frontal angles are more difficult to determine 

precisely. The employed position detection algorithm demonstrated good results in both 

optimal and real-world environments. Overall, the presented software and its approach to 

position analysis and detection show great potential for use in further research efforts. 

 

Keywords: Kinect ∙ Movement Pattern Analysis ∙ Movement Comparison ∙ Motion 

Capturing ∙ Golf ∙ Predictive Modelling 
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1 Introduction 
Golf is undoubtedly one of the favourite sports and pastimes in Sweden, both in a competitive 

and recreational capacity. According to a study published by KPMG in 2011, the Swedish 

golf sector has the highest participation percentage in Europe at about 5.2% of the entire 

population. This also makes Sweden the third biggest golf market in Europe with roughly 

491.000 overall registered players (KPMG, 2012). 

 

Golf is a complex and technically demanding sport. Teaching methods in golf have usually 

been a very individual affair, with a professional golf player serving as the mentor and 

observing players at their golf swings to give real-time feedback and advice. More 

professional mentorship usually includes high-framerate video recordings of swings for later 

analysis by the teacher. While this is a very qualitative approach to teaching, it requires 

considerable amounts of time and effort, and is often subject to the teachers understanding 

and interpretation of golf theory. 

 

Only during the last decade has modern technology allowed to start analysing golf swings in a 

more quantitative way. With the emergence of products such as the TrackMan Pro, which 

tracks ball flights and club angles using Doppler radar principles, the availability of 

quantitative data allows for a different approach to golf research and learning techniques 

(TrackMan Golf, 2014). 

Recently, a surge in motion tracking and capturing technology also allowed tracking of 

human movements on a detailed, computer-readable level. Professional systems, such as the 

GEARS Golf system, offer high-framerate, three-dimensional recordings and analysis golf 

swings (GEARS Golf, 2014). While being very advanced research and training instruments, 

these motion capturing systems only have limited application potential due to their specific 

setup requirements and high price point.  

 

Using these modern technologies for golf swing analysis can improve the relevance of both 

qualitative and quantitative studies. Qualitatively, golf pros can use motion capturing data and 

ball flight analysis to further refine swing techniques, while golf mentors can use them as 

tools to visualize areas of improvement to their trainees. In a quantitative analysis, the detail 

and depth of the available data can help to identify and establish generalized golfing 

paradigms, such as optimal swinging techniques. However, to extract these generalizable 

results, a large amount of data needs to be collected and analysed accordingly. 

 

With the sheer amount of quantitative data that is produced in an extensive empirical study, it 

becomes important to find ways to extract and analyse the relevant information and identify 

meaningful relationships. To cope with the information, predictive modelling approaches can 

be employed to find generalizable proof about the effectiveness and efficiency of different 

golf swinging techniques. Predictive modelling constitutes a subset of data mining techniques 

that is used to predict a certain outcome based on previous observations (König, 2014). 

Usually trained by a known data set, the model utilizes a score function to evaluate the 

probability of a result based on the attributes.  

 

One of the studies in this direction is done in a larger joint research effort into golf swing 

analysis between the universities of Borås and Skövde. As part of their “Golf Data Analysis” 

(GOATS) project, one of the empirical studies utilizes the TrackMan Pro to draw conclusions 

about the skill-level of players based on their swing profile. Using machine learning, their 

predictive model estimates handicap levels based on hit detection and ball flight data analysis.  
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However, limited by the used technology, their approach is only tracking the club and golf 

ball, and neglects other possible input variables such as the biomechanical movements during 

the swing motion. Although the technology exists to gather the specific three-dimensional 

movement data of a golf swing, current motion capturing software implementation is omitting 

the possibility to collect this data for predictive modelling purposes.  

 

When using predictive modelling to analyse the data of different golf swings and their 

efficiency, a ground truth about effective golf swings can be established. With these results, 

new, innovative, and automated training methods can be developed to help bring this 

knowledge to the green. 

 

Therefore, developing a software solution that is focussed on providing relevant data for 

qualitative and quantitative studies in golf swing analysis can help to further refine predictive 

models and open up new research opportunities in related sport science domains. 

1.1 Thesis outline 

This thesis is aimed to deliver a software prototype that uses modern motion capturing 

technology to be used in predictive modelling approaches. 

 

Chapter 2 will explain and define the stated problem in further detail. It will also outline the 

research objectives for this thesis. 

 

Chapter 3 offers an in-depth look into the theoretical background of golf theory, an 

introduction to predictive modelling, as well as a short history on motion capturing 

technology. Additionally, the motion capturing hardware used for this study and its tracking 

algorithms will be presented in more detail.  

 

Chapter 4 will offer a brief synopsis of the related literature in the field of golf research and 

motion-capture aided training methods. 

 

Chapter 5 will delineate the methodological approach to the development and testing of the 

software prototype. Additional approaches are presented and weighted against each other. 

 

Chapter 6 will describe how the chosen methodological approach has been translated into this 

study. It will cover the solutions employed by the developed software, as well as the 

experiment designs. 

 

Chapter 7 will present the results of the software prototype and the conducted field 

experiments. 

 

Chapter 8 will follow-up with a discussion about the achieved results and the software’s 

applicability in empirical research and its support of predictive modelling approaches. 

Additionally, the chapter will cover alternative solutions to specific problems that were 

uncovered due to the iterative approach taken to development. These alternatives will be 

explained and discussed. 

 

The final chapter will conclude this thesis with a summary of the conducted research and its 

results. It will also offer recommendations for future research and development paths for the 

software prototype presented as part of this study 

.  
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2 Problem Statement 
Current motion tracking software is not specifically designed for the purpose of extracting 

data for predictive modelling purposes. Especially in golf swing analysis, modern motion 

capturing technology is used in a more qualitative manner by helping to refine swing 

techniques or visualize improvement potential on a biomechanical level. Due to their 

complicated setup and cost factor, the applicability of such technologies in vast, empirical 

studies is limited. 

 

However, recent technological advances have led to hardware that is capable of providing 

skeletal tracking data without the need for a meticulous recording setup, making it ideal for 

deployment in empirical studies. In order to use this new hardware in biomechanical research 

and prepare the data for predictive modelling, a specific software solution has to be developed 

which is focussed on this use case. Therefore, this thesis aims to design and develop a 

specialized software prototype for motion tracking hardware that is capable of extracting and 

generating quantitative data used for predictive modelling in golf swing analysis. 

 

This software would allow extending current research into golf swings by providing 

additional biomechanical data. By adding more information to the predictive algorithms, the 

accuracy of estimations and results can lead to more efficient and viable predictive models. 

 

On top of that, the software would provide additional qualitative and quantitative feedback for 

further research and studies. By focussing on the golf swing motion in particular, the software 

can make use of the vast available knowledge base on golf swing theory and adapt its 

approach accordingly. 

2.1 Research Objective 

This thesis aims to develop a software prototype that is capable of tracking, analysing and 

comparing the biomechanics of movement patterns, particularly golf swings, and evaluate its 

applicability for predictive modelling purposes. 
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Figure 1: Eight unique golf positions (Anderson, 2009) 

3 Theoretical background 
This chapter will introduce the theoretical background to the research study presented in this 

thesis. It will cover basic golf theory, delineate Predictive Modelling and briefly present the 

history of motion capturing technology. Additionally, the Kinect sensor and its skeletal 

tracking algorithm will be discussed in further detail, as well as a short delineation of the 

development process for the Kinect SDK and the included joint smoothing parameters. 

3.1  Basic golf theory 

In order to understand elemental motion capturing goals for golf swings, movement theory 

and biomechanics need to be studied to evaluate the requirements on the motion capturing 

software. 

 

Golf is a very technically demanding sport, in which a stationary golf ball has to be hit from a 

stationary stance, making it a very good experimental sport to test position analysis and 

comparison with. Since the observed user only moves within a very limited range during the 

golf swing, it is also ideal to be tested with current motion capturing hardware. 

 

In basic golf theory, the swing movement is commonly divided into a number of unique 

positions. This number varies from five to nine, but usually the positons hold similar 

characteristics. Following a basic golf instruction piece from Golf Digest, the swing can be 

divided into eight unique positions (Anderson, 2009). Figure 1 below shows a graphical 

representation of all eight positions, from left to right. 
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Each of these positions has a its own biomechanical characteristics to track, especially 

regarding joint positions and bone angles, which makes them ideal for analysis and 

comparison with suitable motion capturing hardware. Extracting these positions and using 

them as the comparison benchmark can thus be seen as the main aim for the software. 

Additionally, a consultation with the projects golf teacher for this thesis yielded four distinct 

biomechanical principles of a golf swing which offer a high degree of distinction between 

different swings and can thus be used as data inputs for predictive modelling. As a golf 

teacher with over 10 years of professional experience and tournament participations on a 

national level, Peter Brattberg proved to be a useful and reliable resource on golf theory and 

knowledge application (Golfdata AB, 2014). He recommended the tracking of four 

biomechanical principles:  

 

1. Bending and straightening of arms and legs. 

2. Spatial movement of spine, including rotation, tilt/side bend – right/left or 

towards/away from target – and flexion (forward bend) / extension. 

3. Acceleration and deceleration of turning speed of body segments (pelvis, thorax, arms, 

and wrists) throughout the swing 

4. Linear movements (towards/away from target / left/right) primarily of knees, hips, 

spine and head. 

 

With some basic knowledge about standard golf positions and theory, coupled with the 

insights of a golf teacher, the developed software prototype tried to track as many of these 

principles as technically possible and feasible, based on its position analysis approach.  

3.2 Predictive Modelling 

In order to cope with of the vast amount of quantitative data produced by an extensive 

empirical research study, specific methods and techniques have to be employed to extract 

essential and meaningful information and relationships. Data mining in particular is used in 

these situations to identify patterns in large data sets and transform that information into 

useful, relevant knowledge. 

 

Predictive modelling constitutes a specific branch in data mining. The core principle of a 

predictive model uses a set of input data to estimate the probability of a certain outcome. 

Common use cases for predictive modelling include the categorization of email, in which a 

classifier runs through a set of keywords and other input variables to determine the probability 

of spam mails. 

 

In general terms, predictive modelling is making predictions on (usually one) dependent 

variable describing a certain phenomenon, based on a set of observations of a number of 

independent variables defining the same phenomenon (König, 2014). It uses mathematical 

techniques to find relationships between these independent and dependent variables. To 

achieve a high probability rating, predictive models are trained with a known data set, in 

which the values for both dependent and independent variables are known. Once trained, the 

algorithms can then take in new, unclassified data and assign a value to the dependent 

variable based on the independent variable input. 

 

The precision of the predictive model is evaluated by a score function, which forms the 

central element of the model. After training the model with a known data set, the model is 

evaluated on unknown data using the score function, which determines the dependent variable 

out of a given input of independent variables. The result of the score function may concern 
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classification, estimation or ranking of the data, depending on the model and observed 

phenomenon (Freitas, 2002). 

 

Predictive modelling is additionally hampered by the introduction of data noise, which most 

models have to deal with due to measurement errors of the independent variables. Predictive 

models have to find ways to filter out this randomness to accurately portray the underlying 

relationships between the variables. To test against the inclusion of data noise in predictive 

modelling, test sets are prepared to judge the accuracy of the score function (Freitas, 2002). 

Similar to training sets, the values for both dependent and independent variables are known. 

The score function and classification algorithm are evaluated by providing the predictive 

model with the input variables and comparing the output of the model to the real data. 

 

Predictive modelling has the ability to form mathematical relationships between dependent 

and independent variables. By using training data to prepare a scoring function to capture the 

relationship between the available data, they are able to predict the output of the dependent 

variable by only observing the independent inputs, thus being useful for new, unknown data. 

 

The applicability of predictive modelling in empirical research of golf includes, among other 

use cases, the determination of player handicap (the dependent variable) on the basis of their 

swing (independent variables). The use of motion capturing hardware and specifically 

designed software to capture biomechanical data can therefore improve the predictive model 

by making more quantitative and independent data points on golf swings available.  

3.3 Motion capturing 

The process to capture human movement and motions patterns on camera to make them 

computer-readable has been steadily developing and advancing for the last two decades. From 

biomechanical research to life-like movie and videogame character animations, the 

technology to track complex human movements and translate them into three-dimensional 

models in software has had an immense impact on many different areas. 

 

The process of this so-called ‘motion capturing’ (or ‘Mo-cap’ for short) is usually a very time-

consuming and resource-intensive process. Actors have to wear specialized suits equipped 

with infrared reflectors, performing on a specifically rigged stage that is captured by a 

multitude of cameras from different angles. The movement data is then captured by recording 

the special markers on the actor, and fed to the computer using specialized software to 

combine all camera angles into a single, unified capture frame. This data can then be used to 

animate a character in a videogame or movie, or further processed for research and other 

purposes. The amount of time, effort and financial resources required to realize this are 

substantial and usually not very feasible on a large scale. 

 

Lowering the cost and effort for accurate motion capturing has been a big focus in related 

research. The need for a very meticulous setup was mainly hamstrung by the absence of a 

feasible depth-sensing technology that allows for the translation of three-dimensional space to 

the computer in real-time. Further research was also trying to remove the need for a multiple 

camera set-up and the necessity for specialized markers on actors. 

 

It was not until the release of Microsoft’s Kinect technology in 2010, when basic motion 

capturing technology became commercialised and affordable. The dual-camera sensor 

allowed for three-dimensional body tracking without the need for multiple cameras or a 

meticulous marker setup for the users. Initially designed to work with Microsoft’s Xbox 360 
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console, it was developed as an alternative way to interact with games without the need to 

hold a controller. It was designed to work in a lot of different environments and distances. Its 

functionality was later expanded to work with any Windows PC; enabling access to the 

sensor’s data using a specifically designed Kinect Software Development Kit (SDK). This 

step made it economically feasible for developers, gamers, researchers and hobbyists alike to 

tap into a fully new way of interacting with computers and applications, as well as gathering 

data and conducting research. 

 

The unique functionality of the Kinect sensor, coupled with a fast and uncomplicated setup, 

an easy development framework, and access to a large amount of online learning resources 

made a huge impact in the research community. Many different applications for its 

technology were found, ranging from physiotherapeutic enhancements (Bo, et al., 2011) to 

remote UAV controls utilizing Kinect (Asiimwe & Anvar, 2012).  

3.4 The Kinect Sensor & Joint Tracking Technique 

Microsoft unveiled its Kinect sensor for the Xbox 360 in November 2010. The technology, 

coming from Israeli-based tech-company PrimeSense, was bundled with Microsoft’s 

successful console to attract a new segment of gamers and allow for a new way of interacting 

with software and games.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

At its technical core, the Kinect sensor is a combination of an RGB camera, an infrared (IR) 

emitter and an IR camera (see Figure 2). Both cameras are capable of recording 640x480 

pixels at 30 frames per second. Additionally, the Kinect comes equipped with a four-

microphone- array for audio-recording and voice recognition, as well as a tilt motor to control 

the vertical tilt of the sensor, allowing for a 57° degree horizontal and 43° degree (± 27°) 

vertical field of view. 

 

At the heart of Kinect’s software lies its skeleton recognition and body-tracking capabilities. 

The sensor is capable of fully tracking the skeletons of two users in real-time, plus the 

positions of four more people standing in the sensor’s field of view. The skeletal tracking 

combines the data from the RGB picture and the depth sensor to recognize and track the 

human body by identifying 20 unique joint positions. For a full list of the tracked joints and a 

comprehensive overview, refer to appendix A. 

 

The approach to the fast and reliable skeleton recognition of Kinect is described by Shotton, 

et al., 2013. As one of the major research teams and software developers behind Kinects 

Figure 2: Kinect sensor features (Microsoft, 2014) 
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Figure 3: Three steps of skeletal tracking algorithm (Shotton, et al., 2013) 

skeletal tracking ability and specifically funded by Microsoft specifically for their 

contributions to Kinect’s technology, their paper describes a new method to “quickly and 

accurately predict 3D postions of body joints from a single depth image, using no temporal 

information” (Shotton, et al., 2013).  

 

Their paper defines the goal of the employed tracking algorithm to be efficient and robust, 

while running on consumer-available hardware. They achieve this goal in three parts First, 

they break down the human body into 31 distinct parts. As a second step, they employ a per-

pixel classificiation of probablistic body part labelling to estimate which body part each pixel 

belongs to. They then merge several body parts together to achieve the final joint proposals 

for every single depth image coming from the Kinect sensor. To achieve the desired accuracy 

for joint propositions in 3D space, they use a large database of real and synthetic motion 

captured positions to refine their estimations.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Due to the availability of a depth image, this approach greatly cuts down on the computational 

effort to estimate joint positions, but also allows to circumvent the downsides of other, colour-

based recognition approaches. The latter were usually influenced by a huge variety of 

differences in colours of clothing, hair and backgrounds, which hampered usability and 

robustness (Shotton, et al., 2013). However, correctly proposing joint positions using depth 

images still has to deal with differences in shapes and sizes. This issue was solved by creating 

a large training set for the algorithm consisting of both real and synthetic motion capture data 

across many different poses, body shapes and camera angles. Synthetic poses in this context 

consist of algorithmically created body shapes, postures and angles to mimic real data and 

was made to enhance the training sets. They then use a randomized decision forest for each 

pixel of a depth image to assign a final classification of which body part it belongs to, based 

on the training set consisting of real and synthetic frames. 

 

The engineered technique allows for skeletal tracking capable of running at up to 200 frames 

per second (Shotton, et al., 2013). Due to the sole reliance on a frame-by-frame breakdown of 

a single depth image, the algorithm is also not bound to perfrom an analysis on temporal data 

sets. Their use of a highly varied training set allowed for deep decision forests proves the 

viability of synthetic poses, which in turn prevent overfitting the model on specific body 

shapes and sizes.  
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3.5 Kinect SDK & Joint prediction smoothing parameters 

As of February 2012, Microsoft provided an official Kinect SDK (Software Development Kit) 

for the Windows platform to facilitate easier development for the sensor. The SDK gives 

access to all important functionalities of the Kinect and, coupled with a lot of online learning 

materials, makes initial development very intuitive. The SDK currently supports different 

languages for Kinect programming, including C++, C# and Visual Basic. The development of 

the software for this thesis was done in C#, due to its high-level nature and familiarity.  

 

The Kinect SDK offers a lot of functionality and information to read and transform the sensor 

data in code. It automates skeletal recognition for up to two players and has built-in functions 

to project the 3D perception field of the Kinect sensor onto a 2D plane, thus giving the ability 

to easily display spatial joint positions on the screen, or overlay skeleton data with the RGB 

camera stream.  

 

On top of that, the implementation of skeletal and joint tracking is very data-friendly. Every 

skeleton object consists of an array of 20 joints, each of which can be accessed separately to 

retrieve spatial information. A joint prediction model is built in with the SDK, which gives 

estimated joint positions in case body parts are visually obscured for the sensor. In case a joint 

position is only estimated versus being tracked by the Kinect, the joint is tagged as ‘inferred’. 

This is an important functionality, as these’ inferred joints’ can be differentiated by code. This 

allows treating inferred joints differently to tracked ones from an implementation perspective. 

 

Additionally, the Kinect SDK offers smoothing parameters that increase the accuracy of the 

joint prediction model and decrease ‘joint jitter’, a phenomenon in which Kinect is unsure 

about the exact joint location and jumps between several positions in the course of a few 

frames. 

 

The downside of the smoothing parameters is an increase in latency, which creates a visible 

‘lag’ in the real-time presentation of the skeleton model. Since real-time presentation is not a 

focus for this particular study, and joint tracking accuracy is one highest priority items for the 

research objectives, the smoothing parameters were set to a high precision value. 

 

In summary, the Kinect SDK made it considerably easier to set up the sensor from a code 

perspective. The ease-of-use of the skeletal tracking combined with inferred joint tagging, 

smoothing parameters and a joint prediction model helped to quickly set up the first testable 

software prototype. 
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4 Related literature 
This thesis is closely linked to Kinect-centred literature that has skeletal and movement 

recognition and comparison as its goal. Although being based on relatively new hardware, 

research on stance recognition and comparisons is prevalent in Kinect-related research. 

 

The academic literature is generally focused on specific areas and environments for Kinect’s 

applicability. Ranging from dancing performance analysis and golf aids to online martial arts 

teaching platforms and improved physical rehabilitation, there are many different sources and 

use cases to be found for this new technology, some of which will be briefly presented and 

their importance for this thesis discussed in this chapter. 

 

One of the main constraints for this thesis is the extraction of accurate, relevant biomechanical 

data that can be used for predictive modelling purposes. In order to gain valid readings, the 

sensor data has to give accurate joint estimations. 

 

Research into this area was done by Clark, et al., (2012), who conducted an in-depth study 

about the validty of Kinect’s postural control. This was done by comparing Kinect’s sensor 

data and skeletal tracking with an established kinematic assessment tool using 3D camera-

based motion analysis. In total, they compared 20 different subjects performing three unique 

and distinct movements. 

The results of their study show that Kinect is indeed capable of providing valid anatomical 

displacement data, compared to the 3D camera-based motional analysis system. They 

conclude that the Kinect sensor is thus an effective, reliable and marker-less alternative to 

more elaborate marker-bound 3D camera-based systems for conducting potential anatomical 

positioning research. One drawback Clark, et al., (2012) found with the Kinect sensor was the 

displacement of the central shoulder joint, but surmised that due to its systematic rather than 

random displacement to only have minor effects on applicability. 

 

Similar research about the feasibility of Kinect as a replacement technology for more 

expensive and complicated setups was done by Chang, et al., (2012). The authors also 

compare Kinect’s performance against a professional multi-camera setup, with a focus on 

applicability for rehabilitational purposes in clinical and home environments. Their results 

evaluate Kinect as a viable alternative to more expensive and restrictive systems. While they 

note that the limitation to one camera angle puts certain limitations on the Kinect sensor, it 

fares remarkably well in most experiments and movement comparisons. 

 

Both studies strengthen the claim that Kinect is a potential technology to provide accurate 

joint data for predictive modelling purposes on par with more expensive and elaborate 

systems, which warrants the use of the hardware in an experimental reasearch study in this 

field. 

 

Another interesting research field for the applicability of the Kinect hardware is focussing on 

its ability to detect, compare and analyse different movement patterns. While these studies are 

mostly aimed at providing software that supports automated teaching and training methods for 

a certain set of movements, these studies give valuable insights into different movement 

comparison and segmentation techniques. 

 

In an experimental research study done by Bo, et al., (2011), the authors are linking Kinect’s 

skeletal tracking and intertial sensors to improve the precision and quality of unsupervised 

physical therapy and rehabilitation. They are using the combination of both systems to 
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balance out the sometimes significant estimation errors of the inertial sensors. These sensors 

consist of accelerometers and gyrometers attached to a patients knee and ankle, but require 

constant re-calibration. Therefore, the authors want to use Kinect’s easy setup and joint 

tracking capabilites for calibration reference of these sensors, by including three-dimensional 

joint angle calculations in the initial setup and initialization process. 

Their results show that the combination of internal sensors (acceleromenters, gyrometers) 

with external motion capturing hardware (Kinect) yields easier and more reliable initialization 

procedures and better visualization capabilites. However, they note some inconsistencies in 

Kinect’s joint tracking qualities in non-ideal environments. 

The study done by Bo, et al., (2011) was of special significance for this thesis, as their 

approach to joint angle calculations was mimiced in the process of finding reliable ways to 

extract and compare positional data from the Kinect sensor. 

 

A study by Alexiadis, et al. (2011) employs the skeletal tracking capabilities of the Kinect 

sensor to automatically compare and evaluate dance performances in real-time. One of the 

main aims of their research was to find soft computing methodologies that allow for 

temporally aligning the recording data. In order to do a basic comparison, they record a gold-

rated performance that they use as the benchmark scoring performance, meaning that dancers 

should try to emulate the performance as close as possible for a good rating. 

Since no recording starts and ends at the exact frames as the comparison performance, they 

fill up the shortest recording with placeholder frames in a preprocessing step to get the 

performances to the same temporal length. They then use the quaternionic cross-covariance 

for the actual performance evaluation itself, a commonly used technique in signal processing 

to measure similarity of two temporally asynchronous patterns. The performance score is 

broken down into three parts – joint positioning, joint velocities and 3D flow error – and 

calculated for configurable time intervals, allowing to real-time feedback for the performers. 

Their limited experimental results show a promising aptitude of the presented approach to 

real-time dance performance evaluation. 

While temporal alignment is not a priority for the thesis at hand, the research done by 

Alexiadis, et al. (2011) presents a detailed and robust example for the use of quaternions as a 

comparison model. While ultimately not used as part of this study, they shows tremendous 

potential for future research. 

 

Another experimental research study conducted by Lin, et al., (2013) utilizes Kinect as a golf 

training tool for beginners. They use the Kinect sensor to detect six different types of 

commonly made mistakes during the golf swing motion.  These positional mistakes range 

from shoulder- and knee dispostion to shifts in the center of gravity of the golfer. In order to 

detect and analyze these mistakes, Lin, et al., (2013) propose a purely mathematical, two-

dimensional coordinate system evaluation method that is specificially trained to detect these 

six dispositions. By comparing the x,y-coordinates of specific joints (such as left and right 

shoulder), they draw conclusions about the misplacement. They identify the anatomical 

equivalent joint placements co-insiding with each of their observed positions and compare 

swings based on this system. Their initial experiments compares the system’s results on all six 

mistakes with the analysis of the movement by professional  Their results show that the 

system is reasonably accurate in detecting errors in stance and position of novice players. 

The experimental study done by Lin, et al., (2013) is of importance for this thesis as it 

provides an alternative approach to movement comparison and analysis. The proposed 

solution of a two-dimensional coordinate system has a lot of mathematical implications, and 

its usablity for extracting valid data for predictive models will be discussed later. 
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Futher research to improve and enhance Kinect’s viability for golf swing analysis was done in 

great length by Zhang, et al. in several studies. Their aim was to create an automated system 

using the Kinect sensor that segments golf swing recordings and grade them using a cusom-

developed scoring system (Zhang, et al., 2012). First, they adapt a Gaussian Mixture Model 

(GMM), a probabilistic pattern recognition model, to segment the golf swing from a 

continuous recording in chronological order. For this, they extract the angle and velocity data 

from the Kinect sensor for certain joints during a golf swing motion. The GMM then 

identifies the five sub-motions, each several frames long, for the scoring algorithm.  

Using the extracted positional information, they employ a Support Vector Machine to analyse 

and classify the postion in four different categories based on a classification dataset. 

Results show that their approach is fairly accurate in extracting and grading test swings 

accordingly, with an average accuracy of 84%. 

Their research demonstates the use of advanced, automated segmentation methods that allow 

for the separation of continuous recordings into short, relevant intervals that can be used to 

analyse golf swing data. 

 

Other golf research tries to find ways to improve Kinects ability to estimate joint positions. 

One such research, done by Shen, et al., (2012), aims to refine Kinect’s tracking algorithm to 

increase joint prediction accuracy specifically during the golf swing motion. Due to the nature 

of the technology and the golf swing positons, the sensor is faced with severe occlusion of 

several body parts during the motion, especially related to shoulder, arm and hand joints. To 

counteract this phenomenon, Shen et al. (2012) propose a training system, in which joint 

estimation errors are reduced by introducing a random forest regression function to remove 

systemic errors. Using the joint prediction output obtained by the Kinect sensor and 

enhancing its predictability by comparing and cross-referencing the joint estimations from the 

Kinect with other motion-captured data points, their algorithm yields much more precise joint 

estimations in situations of high occlusion. To function properly, however, their exemplar-

based approach requires a normalized skeleton joint coordinate system – they achieve this by 

using the central hip joint as an anchor point. Their results show significant improvement of 

their joint estimation model, but show a measurable impact on runtime performance. 

The research done by Shen, et al., (2012) shows that further improvement potential for joint 

prediciton is not necessarily bound to hardware, but can instead be achieved by tweaking the 

software interpretation of the data. While their research did not directly influence the outcome 

of this thesis, this is an important point of consideration for future research. 
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5 Methodology 
The central contribution of this thesis is the software developed for the Kinect sensor, 

enabling the comparison between two movement patterns and allowing data to be extracted 

for predictive modelling purposes. As such, the study closely follows the design-science 

paradigm and tries to extend human or organizational capabilities by providing a new and 

innovative artefact. 

As defined by Hevner et al. (2004), design-science research is an inherent problem solving 

process with a clear contribution to the knowledge base in form of an artefact. Its core 

principle states that knowledge and understanding about a design problem are acquired by the 

building and application of said artefact. Their premise states that knowledge is built up by 

iteratively solving problems around the core research objective. 

 

In their framework it is important to underline the difference between system design and 

design research. Routine system development and design usually focuses on applying existing 

knowledge to an organizational or technical problem. System development uses best practice 

approaches to solve problems, and as such do not contribute to the knowledge base. 

Design-science research on the other hand either finds solutions to unsolved problems or new 

and innovative ways to solved problems that are more effective or efficient (Hevner, et al., 

2004). Therefore, design-science research contributes to the knowledge base of a new or 

given problem. 

 

Given an expanded timeframe and scope for this thesis work, other methodologies could have 

been considered, both of a quantitative and qualitative nature. The study would have benefit 

from an in-depth empirical study with the created software artefact, which could yield a more 

holistic understanding of its use and viability in related golf research and establish firm 

scientific findings in golf swing analysis. 

Other research methodologies could include a qualitative element by using the software 

artefact to measure its impact as a teaching and visualization aid in golf mentoring. Even a 

mixed approach, as described by Bryman & Bell (2011), could see a combination of these two 

methodologies and study the impact on individual learning acceptance and improvement 

when presented with a detailed quantitative golf swing analysis. 

 

The design-science methodology was ultimately chosen for its very hands-on approach to 

problem solving and research contributions. This thesis is aimed to be a first foray into the 

applicability of newly available technology for a specific research purpose. As such, the study 

and its conducted field experiments represent a dynamic search process into viable practices 

and should be considered a proof-of-concept approach. While further quantitative and 

qualitative studies are necessary to validate the conclusions from this thesis, they are beyond 

the scope of this paper. 

 

In order to qualify as a design-science in IS research study, Hevner et al (2004) propose a set 

of seven distinct guidelines that need to be satisfied. The following sub-chapters are dedicated 

to each of these guidelines, and explain how this thesis follows them. 

5.1 Design as an Artefact 

Successful design-science research needs to result in a ‘viable IT artefact’. An IT artefact is 

defined by Hevner et al (2004) as the core subject matter of information systems, and can 

have different forms. The most obvious one is the ‘instantiation’, which can either be a piece 

of hard- or software aimed at solving a certain problem. In this case, design research envelops 



 

[14] 

the process of creating and developing the instantiation artefact, and goes into detail about the 

different problems and solutions encountered in its development.  

Other artefacts according to Hevner et al. (2004) include constructs, models, and methods 

used in the development and use of information systems.  

 

This thesis aims to provide custom-build software that allows for human movement analysis 

comparison using the Kinect sensor, with a focus on providing biomechanical data on golf 

swings that is usable for predictive modelling purposes. This IT artefact allows for in-depth 

analysis of movement patterns, using available, consumer-priced hardware.  

As such, the IT artefact of this thesis can be defined as a software instantiation, aimed at 

delivering a novel way of conducting movement pattern comparisons and analysis in an easy 

and economical way. With a focus on gathering and preparing data for predictive modelling, 

it paves the way for qualitative golf swing analysis and in-depth empirical studies in golf 

research and helps to supplement biomechanical data. 

5.2 Problem Relevance 

An elemental part of design-science research is the use of technology to overcome and solve 

important business problems. Problems in this context are defined as “the difference between 

a goal state and the current state of a system” (Hevner, et al., 2004, p. 85). As such, the 

system under considerations imposes certain goal criteria and constraints that need to be met 

by the design-science research. Since the resulting IT artefact is aimed to be used in an 

organizational environment, development of such artefacts needs to take into account and 

address the problem with that environment in mind. 

 

The problem that this thesis and the resulting software artefact are trying to solve is the 

absence of specifically-designed software for biomechanical data collection on golf swings 

for predictive modelling purposes. With newly-available and consumer-priced technology, the 

use of this software to record and analyse movement patterns for educational and scientific 

purpose, specifically its addition of new data gathering techniques for applicability in 

predictive modelling. The problem is relevant as the technological foundation for motion 

capturing has evolved dramatically. New, end-consumer-oriented, and reliable hardware has 

been introduced that is capable of achieving skeletal tracking without the need for 

complicated setups, specialized gear or harshly limited environmental conditions. 

Investigating the use of this hardware and developing specialized software for movement 

pattern comparison and analysis can help bring this technology to a wider audience and 

facilitate new research opportunities. Supporting this research effort with parameterised and 

modifiable software that allows extracting relevant biomechanical data accurately can 

improve the quality and accuracy of predictive models. 

5.3 Design Evaluation 

Evaluating designs during the artefact construction phase is one of the key activities to gather 

feedback for the iterative circle of design-science research. Hevner et al. (2004) state that the 

integration of the artefact within the given technical infrastructure and environment needs to 

be part of design-science research and will give additional design impulses and feedback. 

Design evaluation thus includes the definition of appropriate feedback metrics and gathering 

of relevant data for the use of the IT artefact. 

 

Hevner et al. (2004) offer several methods for design evaluation, ranging from observational 

(case and field studies), to descriptive methods (scenario description, informed arguments) 

that show the use of the artefact in a qualitative environment. More quantitative methods are 
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of analytical and experimental nature, proving the artefact in a controlled environment or 

performing functional or structural testing. 

 

The design evaluation for the movement comparison software using Kinect developed as part 

of this thesis can best be classified as an experimental field study. In order to prove the 

viability and usability of this artefact, controlled experiments were conducted. The 

experiments were designed to mimic the use case of the software in a real-world environment, 

using a setup as close to the user scenario as possible. The results of these field tests helped 

improve the software, narrow down errors and gave new design impulses.  

 

These field experiments used the expert knowledge of a golf teacher to analyse the output of 

the hard- and software, and compared them with simultaneous swing recordings to validate 

the readings. On top of that, the advisor helped to improve and point out important tracking 

points during the golf swing, which have then been translated into the software algorithm. 

All conducted experiments and their evaluation are explained in more detail in chapter 7. 

5.4 Research Contributions 

As mentioned before, the central difference between system development and design-science 

research is the contribution to the knowledge base. Following Hevner et al. (2004), there are 

three distinct types of research contributions possible. 

The IT artefact itself represents the first type of contribution. If it enables the solution of a 

new problem, allows for more efficient solution to a known problem, or apply existing 

knowledge in a new and innovative way, it may extend the knowledge base on this quality 

alone.  

 

Other contributions defined by Hevner et al. (2004) include foundations and methodologies. 

The former includes new ways to improve basic understanding and representation of design-

science problems, such as the entity-relationship model, whereas the latter comprises new 

evaluation methods and metrics for information systems and their organizational impact. 

 

This thesis aims to contribute to the knowledge base by providing a unique software approach 

to human movement pattern comparison and analysis and new ways to improve predictive 

models by providing biomechanical data on golf swings. The IT artefact itself represents a 

new way of applying existing hardware and knowledge in a different environment with the 

goal to enhance educational and academic opportunities for further studies in this field. While 

the artefact itself will be field-tested as a proof-of-concept, it builds a stepping stone for future 

in-depth empirical and qualitative research in golf swing analysis and other research areas 

with the use for biomechanical data. 

5.5 Research Rigor 

Design-science research, much like any other research, needs to be rooted in scientific 

evidence. This evidence must be proven with rigorous methods, for both the construction and 

the evaluation of the IT artefact (Hevner, et al., 2004). This means that theoretical foundations 

for evaluating the artefact must be chosen appropriately and carefully.  

 

The software application in this thesis has clearly defined requirements and constraints 

(compare chapter 6.1). In order to be considered successful, a number of tests and 

experiments were run to prove the viability of the artefact.  

In total, four different experiments were conducted to establish the viability of the prototype 

software and its applicability in a real-word scenario. These included tests to determine the 
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optimal setup for the hardware in relation to the recorded test subject, as well as identifying 

optimal and sub-optimal joints for tracking and analysis purposes during the golf swing 

motion. Further tests were aimed to compare the tracking data provided by the hard- and 

software to standard camera footage of the same golf swing to establish the accuracy of the 

data. The evaluation of this data was performed with the support of a golf trainer to allow for 

maximum precision. 

 

These experiments and their setups are described in more detail in chapter 6.6, while their 

results are discussed further in chapter 7. 

5.6 Design as a Search Process 

This guideline can be considered one of the core principles for design-science research. As 

Hevner et al. (2004) put it: “Design-science is inherently iterative” (p.88). It underlines the 

necessity to constantly re-think solutions and find new ways to overcome obstacles. In design-

science research, there is a constant Generate/Test cycle to implement, test, and refine new 

alternative ways to solve problems in the given framework of requirements and constraints 

(Hevner, et al., 2004). 

 

The key to this is decomposing a larger problem into smaller, simplified sub-problems to 

solve individually. Using smaller solution steps, the design artefact becomes more relevant 

and valuable for the overall problem incrementally. Hevner, et al. (2004) proposes the use of 

heuristic search strategies to narrow down the solution spectrum for a specific class of 

problems, which includes limiting the environment in which the artefact is working. Only 

then can additional steps being taken to gradually lift the specific problem constraints 

gradually and to achieve a more generalized solution. 

 

The IT artefact discussed in this thesis was developed in much the same way as described by 

Hevner et al (2004). While the desired goal state was clearly defined from the beginning, the 

solution was reached in a very dynamic and iterative way. The Create/Test cycles for the 

software were repeatedly field-tested, granting new insights and further refining the problem 

space. While finding a generalized solution to the problem of movement comparisons and 

viable biomechanical data extraction for predictive modelling is almost impossible given the 

amount of different movement patterns, a sub-set of motions was narrowed down to analyse 

the feasibility and viability of the employed solutions – which is why the research was 

focused on comparing golf swings first and foremost. This had the additional benefit of being 

able to elicit the help and expertise of one of the university’s golf advisors, who was brought 

onto the project from the very beginning. He helped to narrow down the theory behind golf 

biomechanics and the needs and requirements for the software to conduct proper motion 

comparison and analysis. On top of that, a number of software requirements and limitations 

were introduced to provide a basis for subsequent evaluations of the artefact. 

 

Chapter 6 gives a more detailed look into the iterative search for solutions to certain sub-

problems with the software, such as determining key frames and deciding on a workable 

solution for the actual position analysis and detection. Chapter 8 will also present alternative 

approaches to the solutions employed in this study and discuss their viability.  
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5.7 Communication of Research 

A last constraint for design-science research is its presentation. Since information systems are 

handled by both technical and organizational audiences, research in this area must appeal to 

both. This requires enough detail for management-oriented readers to understand the business 

implications of an artefact, while providing sufficient technological background to prove its 

usefulness in the problem context. 

 

This thesis tries to cover both technical and organizational impact of the artefact. With the 

main aim to develop a software that is capable of being used in many different use cases, 

ranging from academic to educational, this study not only strives to give technical insights, 

but tries to put them in a larger organizational context. 
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6 Method 
The following chapters will go in-depth into several areas of the development process of the 

artefact and explain how the chosen methodology was realised as part of this study. Given the 

constraints defined in the research objectives, this will cover the imposed software 

requirements and the solutions employed in the iterative approach taken to development. 

6.1 Software requirements 

To use motion capturing hardware for extracting valuable data that contributes to predictive 

models, the software must be specifically designed for this purpose. In order to fulfil the 

research objective to provide useful and applicable biomechanical data for predictive 

modelling, a set of requirements and criteria has to be defined for the software prototype: 

 

The key requirement for the motion capture hardware is to provide robust and accurate data 

on joint positions and skeletal tracking. While deviations are expected, they should either be 

negligible or counteracted by the software to prevent skewing the results too much – this is to 

prevent too much data noise to influence the predictive model.  

 

Once the joint positions are tracked accurately, the software needs to be able to translate the 

information on spatial joint positions into clearly distinguishable poses. That means to find a 

way to analyse and extract unique features that can describe a position reliably .This 

interpretation represents a key requirement for the software, as all subsequent steps rely on the 

accuracy of the position analysis. 

 

In order to provide data on position comparisons, the software also needs to be able read and 

compare recordings reliably. This means that the software is capable of extracting the correct 

positions and features from recordings and automatically separate relevant data in comparison 

with other recordings. This is especially useful for golf swing analysis, as the theory provides 

a number of pre-defined positons that present themselves as obvious candidates for position 

detection and comparison (see chapter 3.1). Finding and extracting these positions reliably 

across recordings, is another important requirement for the software that is closely linked to 

the quality of the position analysis algorithm.  

 

While the use of this software prototype is clearly tailored towards an application in the golf 

research domain, its applicability should be expandable to other use case scenarios. Thus, a 

generalized approach for recording, extracting and comparing movement pattern data has to 

be integrated in the software that allows for a wider applicability of the software prototype 

and its use in predictive modelling. 

 

In order to support usability and applicability for other use cases, the software needs to be 

modular enough to allow for different recording parameter inputs. While the core comparison 

engine may be set to work with the hardware, the choice on which data to track and its output 

should be interchangeable. This will also improve the interlocking with different predictive 

modelling approaches, as the quantitative data output from the software can be selectively 

configured. 

 

Given the above description of different requirements, this study defines a set of criteria, 

which the software will be tested and evaluated against: 
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1. Accurate joint tracking data 

2. Robust position analysis and detection algorithms 

3. Adaptability to variable movement patterns 

4. Modularized measurements and parameterisation for data mining and predictive 

modelling purposes 

6.2 Basic development 

The artefact produced for this study was developed over the course of 7 weeks. Given the aim 

to create software that was capable of recognizing and comparing movement patterns at the 

example of golf swings, a golf pro was brought onto the project in an advisory role, helping to 

understand the biomechanical concepts of the sport and evaluating the results of the soft- and 

hardware output. 

 

The general approach to development was taken very iteratively. The software was split up 

into several sub-tasks, which have then been tested and evaluated separately. Several field 

tests helped to uncover improvement potential for the software, which will be covered in 

detail later. 

 

Following the delineated software requirements above, the software prototype had to fulfil a 

number of constraints to yield valuable data for predictive modelling purposes. These 

requirements can be split into a number of overarching topics, which will be treated 

individually in the following sub-chapters. They will also cover the design of the conducted 

field experiments, which were used to evaluate the viability of the produced software artefact. 

 

1. Position analysis 

2. Position detection 

3. Data parameterisation and modularization  

4. Field experiment design 

6.3 Position analysis 

One of the core functionalities of the software prototype is to extract spatial joint information 

to be able to compare two different movements reliably. Being the key part of this thesis, 

movement pattern recognition and comparison was the centrepiece of the literature research. 

Similar to the joint recognition approach by Shotton, et al., (2013), the idea was not to focus 

on the entire temporal length of the movement, but instead to analyse the recording on a 

frame-by-frame basis. 

 

This decision led to two different sub-problems, which ultimately directly affected the 

research objectives of this study. In order to provide the software with robust position analysis 

and detection algorithms, the positional analysis had to be as accurate and profound as 

possible. ‘Position analysis’ in this context refers to the most viable way of extracting as 

much information out of single skeleton frame as possible to describe that position. The 

skeleton frame itself is represented by a list of 20 different body joints and their spatial 

positions, which in and of itself does not give any information about the actual position the 

skeleton is in. To remedy that, a solution had to be found that relates the 20 joint positions in a 

way that gives an indication about the pose the skeleton is in. Once a viable solution for the 

position analysis problem was found, the detection algorithm could use this data as a viable 

foundation to find and compare different positions of different skeletons. 
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Therefore, two sub-problems were identified, which will be treated separately in this and the 

next chapter: 

1. Viable and effective frame-by-frame position analysis technique 

2. Correct position detection in a recording of variable temporal length (i.e. differing 

number of frames per recording) 

 

The first question that needed to be answered for position analysis of a recording was the 

approach to examine and extract relevant information from the spatial information received 

by the Kinect hardware. Chapter 4 introduced several techniques in related literature to 

compare movement pattern and achieve position recognition based on joint data. Given the 

nature of the golf swing movement and its reliance on stance and relative rotation to the golf 

ball, this thesis decided for a joint vector angle analysis, which is a similar approach taken by 

Bo, et al., (2011) to enhance and calibrate the readings for physical rehabilitation equipment. 

 

The joint vector angle analysis approach uses the three-dimensional information of two joints 

to create a vector between them – thus creating something akin to bone-like structures. For 

example, the vector between the left shoulder joint and the left elbow joint would therefore 

create a vector that represents the upper left arm structure. For an overview of all 20 available 

joints tracked by the Kinect sensor, refer to appendix A 

 

With the spatial joint information from the Kinect sensor, this approach relies on basic 

trigonometry to calculate the angle between two vectors. With this, it becomes rather 

straightforward to analyse the elbow angle by calculating the two vectors made up from the 

shoulder to the elbow joint, and the elbow to wrist joint. 

 

There are obvious advantages to using vector angles compared to actual 3D point positions. 

Due to the fact that Kinect’s build-in algorithms detect the spatial positions of skeletal joints, 

using the angles between joint vectors yields the same results independent of positioning of 

the subject in front of the camera (obviously excluding tracking errors and joint occlusion). 

This means that using vector angles, the recording setup does not have to be meticulously 

prepared – as long as Kinect can track the joints accurately, the vector angles will stay 

unaffected. This also means that there is no need to normalize joint positions for movement 

comparisons, as compared to other approaches. 

 

However, after the first few field experiments, only tracking the angles between joint vectors 

soon turned out to be insufficient to capture all biomechanical intricacies of a golf swing, 

especially regarding rotational movements of the upper body. All else equal, the rotational 

movement of the hips or shoulders is only partially reflected in the relational joint-angles 

towards of each other. Additionally, it proved difficult to model a tilted spine angle by only 

using body joints. Therefore, the position analysis approach had to be refined and extended to 

capture the rotational changes of knees, hips and shoulders, as well as spinal tilt and sway. 

 

The solution to this problem was found in the use of unit vectors. These vectors allowed to 

record vector angles against constants, especially the x-, y- and z-axis. Rotational angles of 

the hips, knees and shoulders could thus easily be tracked by comparing their vector to the 

unit vector along the x-axis, while spinal tilt could be measured by calculating the angle 

difference between the spinal vector made up of shoulder and hip joints and the z-axis unit 

vector.  
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While this solution improved the readability and accuracy in capturing the biomechanics of 

golf swings, it also had the downside by introducing the need for calibration to the recording 

setup. Since the unit vectors are a fixed constant in this model, they inhibited the recording 

setup freedom of the Kinect: instead of being able to capture data from any angle, the subject 

now had to be positioned perpendicular to the sensor to now skew angle results, as an angled 

recording would misread the position to the unit vectors. 

However, as later experiments will show, positioning the subject at a 90° degree angle to the 

Kinect sensor is the optimal setup for recordings in regards to joint tracking accuracy, so 

beyond the prohibitions on setup freedom, this restriction had no negative impact on the 

results itself. Additionally, as long as the same setup is used for all swing recordings, an error 

in the sensor positioning can be regarded as a systemic error that will be prevalent in all 

subsequent recordings. However, eliminating these measurement errors and reducing the data 

noise is important for the accuracy of the predictive model, so it should be prevented 

whenever possible. Therefore, a calibration light was included in the visual user interface, 

giving users direct feedback if they are positioned off-angle. 

 

Beside the addition of unit vector comparisons, the implementation of vector angles in the 

software prototype was enhanced by the enabling vector angle comparisons of non-connected 

joints. This allows tracking the parallelism of joints, such as legs and arms, or perpendicular 

angles between the spinal and arm vectors. 

 

When comparing this approach to the biomechanical principles presented in the theoretical 

background (see chapter 3.1), certain limitations become apparent. Due to the frame-by-frame 

breakdown of joint positions and vector angles, the technique is removing the ability to 

analyse the temporal sequences, which surmounts in an inability to compare vectorial speed 

and acceleration/deceleration of the different joints. While unfortunate, this feature had to be 

omitted for the software prototype presented in this thesis. 

6.4 Position detection 

With a viable position analysis technique found in the described joint vector angle approach, 

the next step was to find a robust solution to determine similar positions in a recording of 

variable temporal length. 

 

While the literature suggests several automated processes for extracting segmented positions 

(compare Zhang, et al., 2013), this thesis is relying on a semi-manual approach for selecting 

key comparison positions. The reason for this was twofold: first, it allows for greater 

transparency in the selection process of comparison material. Second, the short timeframe for 

development did not allow for the inclusion of an adequately sophisticated automated system. 

Instead, the system included in this software is similar to the approach taken by Alexiadis, et 

al., (2011), in which they record a gold-standard dance performance recording that is then 

used to evaluate and score subsequent performances automatically. This study relies on the 

footage of a benchmark golf swing to compare subsequent recordings with. In contrast to 

Alexiadis, et al., (2011), however, only single frames are used for the comparison, as opposed 

to the entire recording. 

 

The software prototype of this thesis realizes this technique by including a keyframe selection 

feature. The use case for golf swings includes the recording of an ‘optimal’ benchmark swing 

to establish a ground truth, which is then used to compare and analyse subsequent recordings 

with.  
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Once the swing has been captured with the software, the user interface allows for dynamic 

frame-by-frame browsing through the entire recording, with both visual and quantitative 

vector angle data at display. Once the desired comparison position has been found, it can be 

added to the list of keyframes. This permits for a dynamic approach to motion comparison, as 

there are no boundaries to the number of keyframes in the array, allowing for as much or as 

little detail in the analysis as desired. For the purpose of this thesis and closely linked to the 

basic golf theory research, usually around 6-8 keyframes were selected for the different 

positions during a golf swing (compare chapter 3.1). Usually, the data until the  

 

Once the ground truth has been established using the manual keyframe selection through the 

software, other recordings can be compared and analysed. Since the keyframes give us an 

idealized representation of the desired biomechanics, comparisons can be automated by 

finding the closest-match position when comparing recordings to keyframes.  

 

The mathematical approach used to find the closest-match position to the keyframe is the 

minimal root-mean-square deviation (RMSD). Mathematically, this is translated as follows: 

 

RMSD = √
∑ (�̂� −  𝛼)²𝑛

1

𝑛
 

  

Whereas 𝛼 represents the specific joint vector angle in the keyframe, �̂� indicates the angle for 

the same joint vector in the compared recording and 𝑛 stands for the total number of vector 

angles observed.  

By calculating the RMSD for every frame in a recording against every keyframe, the 

algorithm automatically selects the recorded position with the minimal deviation to the 

keyframe position. 

 

This approach has two immediate advantages. For one, it is directly bound to the vector angle 

method, thus meaning that the accuracy of the comparison is correlated to the quality of the 

position analysis. The more vector angles are (reliably) tracked, the more precise the position 

detection algorithm becomes. Additionally, the approach is easily comprehensible and 

transparent in its selection method.  

 

However, there are also downsides to this technique. First, the entire system becomes very 

dependent on the selected keyframe motion. The keyframe recordings used for this thesis 

were coming from a PGA golf expert, and as such can be considered reliable in their 

technique. Other research would require a similar professional motion capture to establish a 

benchmark recording to compare against. 

 

Furthermore, even if a specialist is performing the desired ground truth motion capture, hard- 

and software limitations might falsify the data. Especially when using a one-camera system 

such as the Kinect, visually obscured joints make their prediction unreliable and might skew 

results. 

 

The problem of unreliable joint data will be highlighted in one of the conducted experiment as 

part of this thesis. However, pro-active steps were taken in the software prototype to prevent 

inaccurate data due to partially obscured or inferred joints to influence the results too heavily. 

Therefore, a weighting system was introduced, which analyses all joints included in a vector 
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Figure 4: UML implementation of ‘Bone’ object in code 

angle comparison. In case one joint of the comparison set is inferred, their influence on the 

overall result is decreased. Thus, the weighting parameter 𝜆 is introduced: 

 

RMSD = √
∑ λ ∙ (�̂� −  𝛼)²𝑛

1

𝑛
 

 

The value of 𝜆 can be defined individually. For the test purposes in this thesis, angle vectors 

with inferred joints were considered to contribute double of their error to the overall deviation 

results (𝜆 = 2.0). If there was no inferred joint present, their influence remained unaltered 

(𝜆 = 1.0). This meant that all else equal, the position detection algorithm would always prefer 

a position with no inferred joints over a position that included inferred joints in the tracked 

vector angles. 

 

With this position detection algorithm in place, selecting and analysing different swing 

recordings became rather straightforward. Using an optimal swing recording, the keyframes 

are manually extracted. Once established, all subsequent recordings can be compared against 

the optimal swing. 

6.5 Data parameterisation & modularization 

Another very important requirement for the use of the software in predictive modelling was 

parameterisation and modularisation of the captured data. This is a necessary requirement to 

adapt the software for individualised parameters and attributes for different predictive models, 

based on the type of quantitative analysis done. It also allows the modification of the position 

analysis setup, which is a convenient feature when the software is used for the biomechanical 

analysis of different movement patterns. 

 

Therefore, the software prototype implemented the observed joint vector angles as a separate 

object in the code to make them easily interchangeable. The list of comparable vectors is read 

into the software at application start-up. Figure 4 depicts the ‘Bone’ object class 

implementation in the code base, as well as its inclusion in the ‘bonesList’ array list of vectors 

to be used in the position analysis and detection. 
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The ‘Bone’ object has a wide number of different constructors to allow for every possible 

joint vector comparison. In total, the system allows for three different joint vector angles, 

which will be explained by a short example and the actual joints used to form them: 

1. Connected bones, e.g. the left arm: Shoulder Left  Elbow Left  Wrist Left 

2. Disconnected bones, e.g. the angle between the legs: Hip Right  Knee Right versus 

Hip Left  Knee Left 

3. Unit vector comparisons, e.g. Spinal sway: Shoulder Center  Hip Center versus z-

unit vector (0,0,1) 

 

To further refine and modularize the data analysis and extraction for predictive modelling, the 

software also introduced a weight parameter for the individual joint vector angles. This 

parameter works exactly the same as the 𝜆 parameter introduced for inferred joints, but can be 

chosen individually for each joint vector angle. The introduction of this parameter has the 

advantage that position analysis and detection can be tailored to the requirements of the 

movement pattern. If certain body parts need to be emphasized for the position detection 

algorithm (e.g. in a case when the arm angles are the most important part of a position), the 

individual weighting parameters for joint vector angles allow to adapt the model for this 

emphasis. 

 

On top of that, the software enables extracting all vector angle information for a recording in a 

compact, human-readable, comma-separated value file (.csv), which allows the data to be 

converted and re-used in machine learning software such as WEKA (University of Waikato, 

2014). 

6.6 Field experiment design 

In order to follow the guidelines for design evaluation and research rigor, several controlled 

field experiments were conducted to establish the validity of the results from the hard- and 

software. In total, four experiments were designed and prepared to evaluate different aspects 

of the software prototype and its viability in a real-life situation and applicability in predictive 

modelling. Each experiment had a different focus to validate aspects from the research 

objectives. The experiments, their setup and results will be presented and discussed in detail 

in chapter 7. 

 

The first experiment was conducted at a driving range in Borås with a dual-purpose: 

1. Evaluating the best recording angle for the Kinect setup 

2. Analysing the most unpredictable joints for golf swings 

 

Given that the sensor struggles with visually obscured joints, which can heavily skew the 

positional pattern analysis and detection, the first test was meant to find the best angle in 

which the users should position themselves to the sensor for the golf swing. The results would 

then give information about which hardware setup would yield the most accurate tracking. 

The test was performed by having the test subject face the sensor in increments of 22.5° 

degree steps and taking test swings, while recording and saving the movement with the 

software for later analysis. 

 

The analysis was done by writing specialized code to count the amount of inferred joints per 

recording. Two measurements were taken here – one for the entire recording (usually between 

200-300 frames) and once for the keyframes only (5 per recording). This was done to prevent 

the inaccuracies of the test subject walking out of the sensor’s perception range to skew the 

results. 
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The second test purpose of the first experiment was designed to get a better understanding 

which joints are usually inferred or obscured during normal golf swings. This information was 

important as it has very crucial implications for the positional analysis and detection 

precision. It was meant to provide a comprehensive list of joints which are unfit to be tracked 

accurately during a golf swing, either due to visual obfuscation or tracking errors (as the 

Kinect struggles with fast movements due to its 30 frames per second limitation). 

 

The analysis of this test was done similarly to the first one. By using the same recordings 

from the field experiment, all inferred joints over the given set of recordings were extracted in 

a comma-separated value file and imported into Excel. The information was then parsed for 

each individual joint and the amount of inferred occurrences counted. The results then gave 

detailed information which joints were the ‘worst offenders’. 

 

A second experiment was conducted with the project’s golf advisor, Peter Brattberg, at a 

driving range in Göteborg. The test was designed to get an idea on the accuracy and precision 

of the hardware’s recording capabilities, as well as to validate the position analysis and 

detection algorithms. Given the status as a professional golf teacher, Peter Brattberg was 

recorded taking a number of golf swings in front of the Kinect sensor. The data of his swings 

was then compared to each other to find evidence that the detection algorithm is working 

correctly under the assumption that his golf swings are fairly similar to each other. The 

analysis was done by comparing two different recordings and measuring the mean angle 

difference over all recorded data points.  

 

The third and final field experiment was designed to gather more data on the actual tracking 

accuracy and precision of the hard- and software as a whole. It was conducted at a driving 

range in Bollebygd, together with the project golf advisor. With the results of the first three 

experiments in place, an improved tracking algorithm and a better understanding of the 

biomechanical requirements to properly capture golf swings, the test was supposed to validate 

the data collection for applicability in predictive modelling.  

 

In order to do so, several test subjects were recorded taking golf swings multiple times in 

front of the Kinect sensor. On top of that, the same swings were recorded with a standard 

camera, both from the same frontal angle as the Kinect and at a 90 degree angle behind the 

test subject. The recordings from the Kinect and the camera were then individually compared, 

utilizing special software that allowed extracting the joint angles from the camera recordings. 

 

The analysis was conducted by comparing the camera footage and resulting angles with the 

data collected by the Kinect sensor, the experiment was trying to draw conclusions about the 

usability of the data in predictive modelling and its absolute biomechanical validity when 

capturing golf swings with the Kinect sensor. 
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7 Results 
The following chapter will present the results of the conducted experiments in detail. In total, 

three different field-experiments were prepared, with the aim to test the software against the 

research requirements. Additionally, a number of tests were conducted in an optimal indoor 

setup to establish some baseline results for the software.  

 

All performed tests were aimed to evaluate the software against the research objective 

requirements and as such had differing focusses. Mostly, the aim was to systematically define 

and probe the joint tracking accuracy and precision of the software during golf swings. 

 

The following categories were tested during these experiments, which will be covered 

individually. Parentheses show which research objective these tests try to evaluate: 

 Optimal setup & recording angle  

 Joint accuracy 

 Position analysis & Joint vector angle accuracy 

 Position detection 

7.1 Optimal setup & recording angle 

As established in chapter 6.2, the initial position analysis algorithm of the software was based 

on only using joint-based vector angles for comparison, allowing for a certain freedom in the 

capturing setup. Therefore, this experiment was designed to find out how much the setup was 

affecting the joint tracking capabilities of the hardware during a golf swing. 

 

This was tested by placing the Kinect camera in a set position, and then angling the test 

subject in 22.5° degree increments to the sensor while taking test swing recordings. Figure 5 

gives an overview of the experiment setup, with the black arrow indicating the swing 

direction and red arrows depicting recording angles. Degree increments were performed 

clockwise: 0°  22.5°  45°  67.5°  90°. These angles were chosen for the specific 

significance during a golf swing. The hypothesis was that a steeper recording angle might be 

able to track the backswing of the motion more accurately, as it gave the Kinect sensor a 

direct look on the profile of the golf player during the motion. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 
Figure 5: Experimental setup for optimal setup angle 
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Fortunately, the data analysis was supported by the Kinect SDK, which provides detailed 

information on every single joint per frame. Amongst this information is the binary 

classification between a ‘tracked’ joint (i.e. a joint visually locked onto by the sensors 

cameras) and an ‘inferred’ joint (i.e. a joint in which Kinect estimates the joint position). 

 

The analysis of this data was done using specialized code to count the number of inferred 

joints per recording - by comparing this number for all recording angles, the most viable setup 

with the least amount of inferred joints could be determined. To make sure that the code is 

working correctly, sample frames were also visually analysed to compare the output from the 

code to the actual number of inferred joints in the frame. In total, 3882 frames were analysed. 

 

 

 

Figure 6 shows the results of the analysed data, with the angle in degrees on the x-axis and the 

average number of inferred joints per frame on the y-axis. As it clearly indicates, the further 

the setup was removed from a perpendicular recording angle (in the graph referred to as the 0-

degree position, in accordance to the above experimental setup sketch), the worse joint 

accuracy got. These results are not necessarily unexpected, as the hardware setup guide for 

the Kinect states similar requirements for optimal skeleton tracking results. With the optimal 

angle for the sensor determined, all future tests were conducted using this setup. 

7.2 Joint accuracy 

The second set of tests was focussed on determining the accuracy of the individual joints 

during the golf swing motion. In some test recordings for golf swings it could be observed 

that the sensor lost track of the faster moving joints in arms and hands, especially during the 

down-swing phase,. Getting rigorous results on the traceability of individual joints would help 

narrow down position analysis and detection errors and gave valuable information on which 

joints could be used for reliable comparisons. 

 

The test was performed by examining a total of 21 golf swing recordings, totalling 6294 

frames. The setup had three test subjects perform several golf swings in front of the Kinect 

camera, which was angled perpendicular to the swing direction in order to achieve the highest 

tracking accuracy. 
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Figure 6: Number of inferred joints per frame for different recording angles 
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Figure 7: Distribution of inferred joints for golf swing recordings 

 

The analysis was performed by writing another code function, which counted the number of 

inferred instances per joint. By extracting this data, the amount and distribution of individual 

inferred joints could be analysed. Again, visual sample checks ensured that the data coincided 

with the actual tracking realities from the recording. 

 

For a detailed overview of the results for individual joints, including the actual numbers, refer 

to appendix B.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

As Figure 7 indicates, the most common joints to be inferred during the golf swing motion are 

both hand joints, by a huge margin. Together, they account for 37% of all inferred joints, with 

a combined 5621 inferred instances over all 21 recordings. This comes hardly as a surprise, as 

they are by far the smallest and fastest-moving joints during the entire golf swing motion. The 

hand joints are closely followed by the connected wrist and elbow joints, and with a bit of 

distance, both shoulders. Again, this is not unexpected, as both arm structures, consisting of 

the joint structure between shoulder-elbow-wrist-hand, are not only moving by far the most 
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during the golf swing, but also are closely held together and in parallel during a golf swing, 

making it harder for the Kinect to differentiate between the two arms. 

Interesting to note is the spike of inferred joints of the left knee. This can be traced back to the 

rotation of the lower body towards the end of the golf swing (compare position 8: ‘Finish’ in 

chapter 3.1), which naturally occludes the left leg from the Kinect sensor. 

 

The results also show that the rest of the tracked joints are almost never inferred during the 

golf swing. The right knee, ankles and foot joints only have a small number of inferred joints 

throughout the swing, with a combined total of only 975 inferred instances across all 

recordings. However, it should be noted that left-sided joints were slightly more affected than 

right-sided ones. The simple explanation for this phenomenon lies again in the counter-

clockwise body rotation during the later stages of the swing movement, which obscure the left 

side of the body to the sensor. 

On top of everything, it is worth noting that a number of joints were never inferred: 

ShoulderCenter, Spine, HipCenter, HipLeft and HipRight, showing a strong tracking ability 

for the entire torso. 

 

In total, these results give a valuable overview of the tracking accuracy for individual joints. 

They show that especially during high-velocity movements, the sensor is losing track of the 

respective joints – for the golf swing motion, this holds especially true for the arms. On the 

other hand, both the torso and lower body joints prove to have a high traceability rate during 

swings. The conclusion drawn out of this meant that future experiments concentrated on 

mainly using angles derived from leg and torso joints, to guarantee reliable readings from the 

Kinect sensor.  

7.3 Position analysis & Joint vector angle accuracy 

In a further series of tests, the software was evaluated for its position analysis algorithm 

robustness and joint vector angle accuracy, both in a controlled and real-life golf environment. 

These experiments were of importance to check whether or not the chosen position extraction 

and comparison approach can be used as a viable solution (see chapters 6.3 & 6.4). 

 

This first test was done in an optimal in-door setup with little visual noise. To test the viability 

of the position analysis and accuracy of the vector angles, a number of easily detectable poses 

were performed in front of the Kinect sensor. The data was compared by using the camera 

footage from the Kinect sensor and calculating the angles from the video stream, utilizing the 

special image analysis software GIMP (GIMP, 2014).  

 

Figure 8 shows the experiment setup that was used for the comparison. Note that the angle 

comparison in the static image on the right was trying to emulate the positions of the joints as 

closely as possible to the ones from the Kinect (see appendix A). In total, 9 picture-by-picture 

comparisons were made for different, unique positions to establish the ground accuracy and 

precision of the joint data provided by Kinect. 
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Figure 8: Test setup for position analysis in optimal conditions 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Table 1 shows the results of several different pose comparisons. Almost all of the recorded 

angles were made with a clear line of sight for the Kinect and no inferred joints to skew the 

results – this meant that the Kinect was always provided with a ‘profile view’ on the angle, as 

shown in Figure 8.  

However, the test also included the comparison between a frontal and profile view on the 

same knee angle. This was done to evaluate the software’s ability to correctly detect the joint 

vector angle in a non-profile view. The setup for this test can be seen in Figure 9. As can be 

concluded from the test results, the discrepancy between actual and recorded angle went up 

considerably, hinting at the limitation of the software to successfully estimate absolute angle 

values based on depth data alone.  

 

Position Actual Kinect Difference 

Angled arm 81,75 82,33 0,58 

Stretched arm 178,10 177,55 -0,55 

Both arms stretched 166,86 165,69 -1,17 

Upper body tilt 88,20 87,97 -0,23 

Left arm wave 75,10 73,69 -1,41 

Elevated left knee 87,07 85,97 -1,10 

Right arm wave 53,18 53,98 0,80 

Crouched Knee (profile) 147,98 150,33 2,35 

Crouched Knee (frontal) 147,98* 159,32 11,34 

Table 1: Actual vs Kinect joint vector angle comparison in optimal conditions 

*Note: The actual knee angle from the frontal view could not be measured with 100% 

reliability, but was considered to be similar to the knee angle in profile view. 
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While this first test used an optimal environment for the Kinect sensor, some small deviations 

can be observed – however, these could be attributed to a number of things, from 

measurement errors in the camera recordings to a slight difference in latency between the 

skeleton detection and camera feed. In summary, these results establish a baseline that – in 

absolute ideal conditions - the joint angle readings from the Kinect provide accurate absolute 

angle readings in the deviation range of ± 3° degrees, as long as the angle profile is visible to 

the Kinect sensor. Once the observed angle is presented in a non-profile view and the 

software has to rely on depth data alone to calculate the angle, the variance of the absolute 

angle values increases considerably.  

 

To test the angle accuracy in a real-world environment, a second test was conducted together 

with the study’s golf advisor in an effort to evaluate the quality, accuracy and precision of the 

software readings during the actual golf swing motion. As one of the most crucial research 

objectives for this thesis, the joint vector angle accuracy can be considered the key element of 

the software, as all subsequent steps (position analysis and detection) rely on accurate and 

precise data from the Kinect sensor. The test was therefore used to get a realistic idea on the 

base validity of the data in a real-world scenario. 

 

The field experiment was designed to collect comparison material to the data captured by the 

Kinect sensor and judge whether Kinect’s readings match the realities of a golf swing. In 

order to get reliable data, both the sensor and a standard video camera were utilized to record 

golf swings simultaneously. Using both a perpendicular recording angle for the camera and 

the Kinect (in accordance to the findings of the first field experiment), and an in-line view of 

the golf swing for the camera footage by positioning the camera at a 90° degree angle to the 

test subject, the recordings could be used to establish a ground truth about the actual joint 

angles and compare those with Kinect’s joint readings. 

 

In order to extract joint angles from the video footage, specialized software was used to 

calculate the angles between certain joints: V1 Home 2.0 (Interactive Frontiers, Inc., 2014). 

Figure 9: Difference in knee angle estimation based on Kinect angle - Left: frontal view, Right: profile view 
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To do this, the closest match between the Kinect and camera frames was visually identified 

with the help of the golf advisor, and then analysed for their difference in angles. This was 

done systematically for joint angles that the Kinect was tracking reliably, especially torso- and 

leg-centred joints. The reason why arm angles were widely ignored in this test was based on 

the findings of the former field experiments, which showed a great percentage of tracking 

inaccuracies for the arm joints (Shoulder – Elbow – Wrist – Hand) during the golf swing, 

especially during high-velocity movements such as the downswing. 

 

Ultimately, three very distinct positons were chosen for the base comparison test: Setup, 

Halfway back and Finish (see Figure 10). These positions provided very unique data on 

certain angles and had a good readability on both the Kinect and the camera footage: 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Given the different positions, a small set of angles was chosen because of their good 

comparability in both recordings and their overall tracking accuracy throughout a golf swing. 

In total, six recordings of two different test subjects were chosen for a detailed data 

comparison on joint angles. Figure 10 shows a representation of the test setup: On the left is 

the Kinect data including all measured angles, the middle picture shows a 90° degree camera 

shot with right knee angle drawn, on the right is the same position from a frontal angle and 

measurements for the spinal sway. The angles used for the final comparison were the 

following, with used joints in parenthesis. 

 

1. Knee angle on both legs (HipLeft/Right  KneeLeft/Right  AnkleLeft/Right) 

2. Spinal tilt (ShoulderCenter  HipCenter versus z-Axis unit vector) 

3. Spinal sway (ShoulderCenter  HipCenter versus x-Axis unit vector) 

4. Parallelism of legs (HipLeft  KneeLeft versus HipRight  KneeRight) 

 

 

 

Figure 10: Joint vector angle extraction using camera footage 
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Figure 11: Test setup for angle comparison - Left: Kinect, Middle: in-line view, Right: frontal view 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

The analysis was repeated for three separate recordings of two different test subjects, totalling 

six individual angle comparisons. The results for each test subject were then summarized and 

the mean values for each subject calculated. 

Table 2 and Table 3 show the results of the average calculated angles from both the Kinect 

and the camera footage per test subject for each of the three positions. The data is delineating 

some clear trends: 

 

First, the Kinect shows remarkable absolute accuracy for angles in a profile view. Spinal sway 

against the x-axis is mostly accurate throughout all three positions, with an average of less 

than 3° degree difference. The same can be said for the right knee angle in the third position, 

which receives a huge boost in accuracy once the Kinect has a profile view on it (see Figure 

10). 

 

A second observation concerns the angles that do not present a profile view, such as the knee 

angles in the first two positions or spinal tilt against the z-axis. These angle calculations rely 

mostly on the depth data received by the Kinect and as such show certain inaccuracies. This is 

especially obvious for both knee angles in the first two positions, which show angle 

discrepancies of up to 33° degrees. This trend is less observable for the spinal tilt, as it also 

uses a constant unit vector for comparison, which does not suffer from tracking inaccuracies. 

However, it can also be observed that while the absolute angle values show rather large 

deviations, their relative angle estimations are still accurate. At the example of both knee 

angles in the first two positions, it can be noted that the software correctly tracks which one of 

the knees is bent more. This means that while the absolute angle values might be skewed by a 

frontal line-of-sight to the Kinect, they still retain relative accuracy towards each other. 

On top of that, visually occluded angles, such as the left knee in the third position, also show 

huge variances in their absolute values. This can mostly be attributed to the inaccurate data of 

inferred joints with no direct line-of-sight to the Kinect sensor. 

 

A third trend concerns the angle measuring the parallelism of both legs, using the Hip and 

Knee joints. A notable deviation can be observed here, which is surprising given that the 

angle presents a profile view to the Kinect. However, it could be theorized that the angle 

difference is estimated greater by the Kinect because it is using the actual three-dimensional 

position of both these joints, which can easily lead to a larger angle between both vectors. The 
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comparison footage by the camera on the other hand was calculating using a simple two-

dimensional angle, enforced by the limitation of the technology used. This could mean that 

the  

 

In total, these results show the potential and limitations of a single camera system. Joint 

angles that are presented in a profile view to the sensor offer accurate and precise absolute 

readings. Angles that only provide a frontal view to the Kinect or are otherwise visually 

obscured provide less accurate and precise absolute data, but retain relative accuracy in 

relation to each other. 

 

Position / Source Knee Right Knee Left Spine / z-axis Spine / x-axis Left Leg / Right Leg 

Pos 1 / Kinect 172,80 169,03 106,40 93,95 22,91 

Pos 1 / Camera 150,67 150,67 108,67 92,00 17,33 

Difference Pos 1 22,13 18,37 2,26 1,95 5,58 

Pos 2 / Kinect 177,53 161,01 111,81 92,06 26,24 

Pos 2 / Camera 169,00 128,33 116,33 91,67 16,00 

Difference Pos 2 8,53 32,68 4,53 0,39 10,24 

Pos 3 / Kinect 129,30 153,48 105,23 82,64 24,42 

Pos 3 / Camera 133,00 167,33 112,33 81,33 10,67 

Difference Pos 3 3,70 13,85 7,11 1,31 13,75 

Table 2: Average actual vs Kinect joint vector angles for test subject 1 

 

Position / Source Knee Right Knee Left Spine / z-axis Spine / x-axis Left Leg / Right Leg 

Pos 1 / Kinect 172,62 158,52 120,28 90,70 23,96 

Pos 1 / Camera 156,00 156,00 126,33 88,33 17,67 

Difference Pos 1 16,62 2,52 6,05 2,36 6,29 

Pos 2 / Kinect 170,14 156,21 119,73 88,83 25,40 

Pos 2 / Camera 163,67 139,00 119,67 83,33 16,33 

Difference Pos 2 6,48 17,21 0,06 5,50 9,07 

Pos 3 / Kinect 129,39 150,93 112,64 86,21 23,07 

Pos 3 / Camera 129,00 172,00 112,33 80,00 9,00 

Difference Pos 3 0,39 21,07 0,31 6,21 14,07 

Table 3: Average actual vs Kinect joint vector angles for test subject 2 

7.4 Position detection 

A final set of tests was performed to evaluate the robustness of the position detection 

algorithm in both optimal and real-world conditions. 

 

Under optimal conditions, this was tested by recording a specific move (in this case a 

modified waving gesture) several times, and then comparing the different recordings against 

each other. The first test was meant to provide an understanding on the actual baseline 

accuracy of the position detection algorithm. In order not to skew the results due to inferred 

joints, the first test refrained from using the actual golf swing motion and opted for an easy to 

distinguish, unique movement pattern instead. The second, real-world test used the actual 

golf-swing motion to evaluate the robustness of the position detection algorithm. 
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Figure 12: Used keyframes for the controlled position detection setup 

For the controlled test in the optimal environment, a slightly altered wave motion was 

recorded four times, with the recordings varying in different temporal lengths and the 

different key motions performed in different orders.  

One of the recordings was then used to extract a set of four keyframes, which formed the 

basis for the detection algorithm. (see Figure 12). 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

For the position comparison, a total of 8 angles were chosen because of their applicability and 

overall biomechanical fit to the performed movement gesture. The following joint angles were 

used, with the corresponding connected Kinect joints in parenthesis – arrows represent the 

beginning and end of vectors: 

 

1. Left/Right arm (Shoulder Left/Right  Elbow Left/Right  Wrist Left/Right) 

2. Left/Right leg (Hip Left/Right  Knee Left/Right  Ankle Left/Right) 

3. Spine angle (ShoulderCenter  Spine  HipCenter 

4. Upper body (ShoulderCenter  HipCenter) versus x-axis and z-axis unit vector 

5. Arm parallelism (Shoulder Left  Elbow Left versus Shoulder Right  Elbow Right) 

 

The evaluation of this test was done by first identifying the set of keyframes (see Figure 12) 

from the first recording. In a second step, three separate recordings with similar movements 

were analysed on a purely visual basis for the closest-matching pose for each keyframe. These 

three recordings varied in temporal length, ranging from 337 to 442 frames. The visual 

identification was done without knowledge of the recorded angles and as such without any 

mathematical ground. Once the closest-matching pose was determined, its root-mean-square 

difference to the keyframe was calculated and noted. 
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After visual determination of the closest matching position to the keyframe for each of the 

three recordings, the algorithm was primed to perform the same task automatically. Therefore, 

the software was prepared by selecting the above mentioned angles as the comparison angles. 

Although further parameterisation of these angles would have been possible (for example by 

increasing the weights on the arm angles, see chapter 6.4), the option was omitted to observe 

the algorithms performance in a standard setup (standard weight for each joint vector angle 

was set to 𝜆 = 1.0) 

 

Once the software was set up, the same three comparison recordings were then analysed by 

the position detection algorithm using the root-mean-squared deviation taken from the eight 

different joint angles. Once the algorithm found the mathematically closest matches in the 

recordings, the results were compared to the keyframe image and a visual check determined 

the validity of the found positions. 

 

Recording / RMSD Keyframe 1 Keyframe 2 Keyframe 3 Keyframe 4 

Rec 1 Visual 5,67 3,17 5,20 4,60 

Rec 1 Algorithm 5,52 2,96 3,64 4,60 

Rec 1 Position Match Yes Yes Yes Yes 

Difference Rec 1 0,15 0,21 1,56 0,00 

Rec 2 Visual 7,72 3,49 11,98 4,02 

Rec 2 Algorithm 7,48 3,32 8,41 3,80 

Rec 3 Position Match Yes Yes Yes Yes 

Difference Rec 2 0,24 0,17 3,57 0,22 

Rec 3 Visual 4,75 5,53 3,56 5,34 

Rec 3 Algorithm 3,70 4,47 3,13 5,34 

Rec 3 Position Match Yes Yes Yes Yes 

Difference Rec 3 1,05 1,06 0,43 0,00 

Table 4: Difference in RMS error between visual- and algorithm-based position detection in controlled environment 

Table 4 shows the results of the conducted test. As can clearly be seen, the difference in root-

mean-squared errors is minimal, considering that they represent the mean difference of 8 

different joint angles. On top of that, not only was the visual match positive every single time, 

the visual findings sometimes lined up exactly with the algorithm’s findings. 

Unsurprisingly the algorithm performs very well under optimal conditions in this experiment, 

as there is no noise in form of inferred joints present at any time. Also, the keyframes were 

chosen that the different positions were as unique as possible to give the algorithm ample 

differentiation points. However, this test proved that the algorithm can successful in detecting 

correct positions from a recording. 

 

The second, real-world test included the recording of actual golf swings. It was designed to 

evaluate the robustness of the position detection algorithm in a real-world example using 

actual golf swings. Therefore, the above experiment was repeated for the analysis of real golf 

swing recordings taken at a driving range. Similar to the first test, one of the golf swing 

recordings was used to select a set of five keyframes, which were then used to compare five 

subsequent golf swing recordings of the same test subject  

The keyframes were selected based on five separate positions of the golf swing movement 

because of their unique biomechanical profile: Setup, Halfway back, Top, Impact and Finish 

(compare chapter 3.1). The software was then set up to track a total of 11 different angles, 
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which were selected for their ability to capture the specific biomechanical principles of the 

golf swing, such as rotational angles and spinal sway. 

 

Contrary to the controlled environment of the first test, the real-world data on golf swings had 

the additional burden of being hampered by inferred joints. As the previous experiments on 

joint accuracy during golf swings have shown, the arm joints are especially prone to 

inaccuracies during the swing motion. To counteract the influence of the resulting false joint 

positions, a weight parameter 𝜆 was introduced to the software setup that would change the 

impact of joint vector angles that consisted of inferred joints. 

 

The implementation for this countermeasure was very straight forward: For every frame, the 

position analysis algorithm checked whether or not a joint vector angle included an inferred 

joint. If this was not the case, the respective joint vector angle would contribute to the root-

mean-square deviation at its standard weight of 𝜆 = 1.0. This value is the same for all joint 

vector angles, meaning that under perfect tracking circumstances, all joint vector angles 

would have the same impact on the root-mean-square deviation. 

However, once the algorithm detected that an angle included an inferred joint, its contribution 

to the root-mean-square deviation was doubled, thus the weight set to 𝜆 = 2.0. This meant 

that it would increase the deviation by double its value, and thus decreasing the probability 

that this specific position would become the lowest-scoring comparison to the keyframe 

position. In practice, this meant: all else equal, the algorithm would always prefer a position 

with no inferred joints to a position that included inferred joints. 

 

The following list denotes the chosen angles with respective joint vectors in parenthesis: 

 

1. Arm angles at the elbow (Shoulder Left/Right  Elbow Left/Right  Wrist 

Left/Right) 

2. Leg angles at the Knee (Hip Left/Right  Knee Left/Right  Ankle Left/Right) 

3. Upper body angle at spine (Shoulder Center  Spine  Hip Center) 

4. Arm parallelism (Shoulder Left  Elbow Left versus Shoulder Right  Elbow Right) 

5. Leg parallelism (Hip Left  Knee Left versus Hip Right  Knee Right) 

6. Spinal tilt (Shoulder Center  Hip Center versus z-axis unit vector) 

7. Spinal sway (Shoulder Center  Hip Center versus x-axis unit vector) 

8. Hip rotation (Hip Left  Hip Right versus x-axis unit vector) 

9. Shoulder rotation (Shoulder Left  Shoulder Right versus x-axis unit vector) 

 

The analysis was done similar to the first test: the chosen five recordings were first visually 

analysed for closest-match positions and their root-mean-square error noted. The same 

recordings were then parsed by the algorithm and the difference in deviation calculated. Once 

the algorithm found the closest matching frames with the least deviation, the resulting 

positions were analysed for a visual match. 
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Recording / RMSD Setup Halfway back Top Impact Finish 

Rec 1 Visual 2,55 10,07 25,69 10,59 9,58 

Rec 1 Algorithm 2,55 8,02 13,29 6,72 8,76 

Rec 1 Position Match Yes No Yes Yes Yes 

Difference Rec 1 0,00 2,05 12,40 3,87 0,82 

Rec 2 Visual 3,02 6,27 6,93 20,31 36,89 

Rec 2 Algorithm 2,78 6,27 6,93 8,30 19,08 

Rec 2 Position Match Yes Yes Yes No No 

Difference Rec 2 0,24 0,00 0,00 12,01 17,81 

Rec 3 Visual 4,48 7,73 29,24 8,24 21,76 

Rec 3 Algorithm 3,59 6,63 21,89 8,24 19,31 

Rec 3 Position Match Yes Yes No Yes No 

Difference Rec 3 0,89 1,10 7,35 0,00 2,45 

Rec 4 Visual 3,30 6,67 7,05 9,82 16,67 

Rec 4 Algorithm 2,45 6,67 7,05 9,17 13,33 

Rec 4 Position Match Yes Yes Yes No Yes 

Difference Rec 4 0,85 0,00 0,00 0,65 3,34 

Rec 5 Visual 4,76 10,58 22,50 13,05 13,07 

Rec 5 Algorithm 3,88 9,13 17,58 8,60 10,09 

Rec 5 Position Match Yes Yes No Yes Yes 

Difference Rec 5 0,88 1,45 4,92 4,45 2,98 

Table 5: Difference in RMS error between visual- and algorithm-based position detection in real-world environment 

Table 5 shows the results of the second test of the field experiment. They demonstrate the 

algorithms’ aptitude to detect the correct position in some cases, but also show the limitations 

of the position detection approach when it comes to the golf swing motion. One observed 

mistake made by the algorithm is false positive detections for positions mirrored on the y-

axis. This is due to the fact that the calculated angles are always positive, meaning that the 

algorithm does not differentiate between a left-sided or right-sided spinal sway of 5° degrees. 

For the algorithm, these two angles would be identical when comparing the position. Figure 

13 shows one instance of this error happening. 

 

 

  

Figure 13: Position detection error - Left: Keyframe, Right: algorithm closest match position 
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8  Discussion 
The following chapters will discuss the results of the conducted experiments and evaluate the 

software in regards to the posed research objectives and criteria. Where appropriate, it will 

highlight alternative approaches to certain techniques utilized in the software and debate their 

usability as substitute methods.  

 

The following subchapters will discuss the findings on these topics, based on the imposed 

criteria of the research objectives:  

1. Accurate joint tracking data 

2. Robust position analysis & detection algorithms 

3. Adaptability to variable movement patterns 

4. Modularized measurements and parameterisation for data mining and predictive 

modelling purposes 

8.1 Accurate joint tracking data 

One of the main aims of this thesis was to develop a software prototype that was capable of 

collecting and analysing spatial joint data provided by the Kinect hardware, and evaluate its 

applicability for predictive modelling. 

 

The Kinect sensor provides data on 20 different joints at 30 frames per second, using a single 

image to calculate their positions. These joint positions are estimated by feeding the depth 

image data into a random forest decision algorithm, which compares the pixel positions to a 

database of thousands of comparison images. 

 

The experiments in this study that were designed to evaluate the joint accuracy involved 

controlled tests in optimal environments, as well as real-life scenarios on a golf course. The 

data from these experiments was analysed to answer two main questions, including the ideal 

recording setup and measuring the most inaccurate joints during a golf swing motion. 

 

According to the results presented in chapter 7.1, Kinect performs at its most accurate at a 

perpendicular recording angle, which showed the least amount of inferred joints per frame. 

This is hardly a surprising fact, as the setup guide for the sensor states that its skeletal tracking 

works best when the subject stand directly in front of it.  

However, later experiments also showed that joint vector angles that are in the ‘profile field of 

view’, i.e. a perpendicular view, of the Kinect are tracked more precisely, as the sensor does 

not have to rely solely on the joint depth information to calculate these angles, as would be 

the case in the non-profile view. At the example of the knee joints, it could be observed that 

an obscured knee angle was much less accurate compared to the angle Kinect recorded when 

it was looking at the ‘angle profile’. 

 

A second series of tests was focused on the tracking capabilities of the Kinect for the 

individual joints during a golf swing (see chapter 7.2). By analysing the data of 6294 frames 

on individual joint accuracy, generalized conclusions could be drawn on which joints are most 

(in)accurately tracked during the golf swing motion. The results showed that mainly arm 

joints were affected by inaccuracies, especially the ones that had the highest velocity during 

the golf swing, i.e. hand and elbow joints. Other, more static joints in torso and legs were 

tracked accurately throughout the swing, with only minor spikes during positions that covered 

joints from the field of view of the sensor. 
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In order to address the software’s specific shortcomings on joint tracking and accuracy 

uncovered by these experiments, especially in non-optimal setups and high-velocity 

movement patterns such as the golf swing motion, several improvement opportunities could 

be explored. 

 

A first obvious choice is the move to improved hardware. As of July 2014, a new version of 

the Kinect sensor has been introduced to the market, which improves the original version in a 

number of ways. While still being locked at 30 frames per second, both the depth and camera 

sensor have seen a considerable boost in fidelity (see Table 6). Combined with the ability of 

tracking even more joints (26 compared to the 1st generation’s 20 joints), the improved 

accuracy of this new hardware version could already present a major improvement to the 

software’s joint tracking capabilities. 

 

Feature Kinect v1 Kinect v2 

Colour Camera 640 x 480 @30 fps 1920 x 1080 @30 fps 

Depth Camera 320 x 240 512 x 424 

Horizontal Field of View 57° degrees 70 degrees 

Vertical Field of View 43° degrees 60 degrees 

Skeleton Joints Defined 20 joints 26 joints 

Table 6: Feature differences between Kinect v1 and v2 (Ashley, 2014) 

A second argument can be made for the use of multiple sensors in the capturing setup. By 

using more than one sensor to track a golf swing from two different angles, the readings on 

both inferred bones and line-of-sight angles could theoretically be improved. This, however, 

would require alterations to the software prototype so that it can combine both data streams 

into one unified skeletal model. On top of that, it is unclear how much the infra-red sensors of 

both Kinects would interfere with each other, as the Kinect SDK is not directly supporting a 

multi-Kinect setup (Microsoft, 2014). 

 

A third and last consideration could be the use of software-based tracking improvement 

algorithms, much like the one presented by Shen, et al., (2012). They are using a specialised 

random forest algorithm that is trained specifically for the golf swing movement. By using 

Kinects depth image and enhancing its skeletal tracking algorithm with training data on joint 

positions during a golf swing, they demonstrated considerable improvements on joint 

accuracy during this special motion pattern. However, their algorithm improvements are very 

specialised on the use case of golfing, and would thus eliminate a certain generalizability from 

the system. Nevertheless, their approach shows huge potential to improve the accuracy from a 

software-based perspective. 

 

In summary, the 1st generation Kinect sensor, as used in this thesis, shows very good joint 

tracking potential, with certain weaknesses especially during fast movements. This can mainly 

be traced back to the Kinect’s 30 frames per second limitation. 

Several improvement suggestions can be made, both from a hardware- and software-

perspective.  

On the hardware side, the use of a next-generation Kinect could already lead to an enhanced 

tracking accuracy on individual joints. Also, a multi-sensor system could be considered to 

track movements from several angles, which could greatly improve the data precision. 

Software-based options could explore the possibility to enhance the skeletal tracking 

algorithm with specialized movement prediciton algorithms that are tailored to golf swing 

motions, similar to the approach presented by Shen, et al., (2012). 
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8.2 Robust position analysis & detection algorithms 

The second major focus for this thesis was the actual use of the joint data provided by the 

Kinect sensor. The process of utilizing the spatial joint information to extract and analyse 

relevant information represents the core added value proposition of the presented software 

prototype, and as such was analysed and evaluated thoroughly. 

 

The first step of the software was to analyse the spatial joint information for their unique 

composition. As explained in chapter 6.3, the software uses joint angle vectors to identify and 

analyse a given skeletal position. The composition of the different angles between joint pairs 

provides a unique analysis setup that allows for the comparison of different poses and 

positions. The use of an appropriate and accurate position analysis technique is of great 

importance, as it also forms the basis for the subsequent position detection and comparison 

algorithms. 

 

The quality of the chosen position analysis approach was tested in two separate experiments: 

an optimal setup with few, vastly different keyframe positions, and a real-world setup 

analysing golf swing positions (see chapter 7.3.) 

 

The controlled experiment was conducted to establish the baseline accuracy of the position 

analysis by comparing camera footage of specific poses to the simultaneously tracked Kinect 

joint data. By comparing the specific angle values of both the camera footage and the 

software, generalized conclusions about the baseline validity of the position analysis could be 

drawn. 

The results showed that under optimal conditions, the position analysis was remarkably 

accurate in absolute terms. As long as the Kinect had a direct line-of-sight on the angle, i.e. 

giving it a perpendicular ‘profile view’ on the angle, the values between the Kinect data and 

the comparison camera footage were matched with an accuracy of roughly ± 3° degrees.  

However, as soon as the Kinect had no clear profile view on the measured angle, accuracy 

dropped considerably. In the first experiment, this can be observed especially in the difference 

at the knee angle of both crouched positions (see Figure 9), which were measured once 

standing straight towards the sensor, and once at a perpendicular angle, allowing for both a 

‘frontal’ and ‘profile view’ on the knee angle. 

 

In an attempt to explain and generalize these results, the conclusion can be drawn that 

Kinect’s spatial joint positions do not provide sufficiently accurate depth data to precisely 

track ‘hidden’ angles, i.e. angles that are not directly visible to the Kinect sensor. However, 

once the sensor gets a perpendicular, ‘profile view’ on the considered angle, the 

measurements are remarkably accurate in their absolute values. 

 

The second field experiment then evaluated the joint angle accuracy in a real-world 

environment at the example of golf swings. Again, both Kinect and camera footage of a golf 

swing were directly compared to find discrepancies in the joint vector angle calculations (see 

chapter 7.3.). 

 

The results from the real-world field experiment proved to be relatively similar to the 

outcomes in a controlled environment. ‘Visible’ angles were generally tracked with a high 

absolute accuracy. This can especially be seen in the angle of the spinal sway, which 

compares against the x-axis, or the knee angle in position 3, which at this point offered a 

profile view on this respective joint vector angle. 
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Once the angle was ‘hidden’ from the sensors clear field of view and the angle calculation 

was relying on depth data, a high variance can be observed again. This could be observed in 

the results for both the knee angles and the spinal tilt against the z-axis. However, while the 

absolute data proved a high discrepancy to the actual angle, it still showed a relative accuracy 

compared to other ‘hidden’ angles: in the observed test results, the Kinect sensor data still 

correctly detected which one of knees was bent more, although the absolute angle reading was 

slightly inaccurate. 

A special discussion point should also note the discrepancies in the angles between both legs. 

Given the nature of this angle, the Kinect should theoretically have a ‘profile view’ on it, 

allowing it to be tracked accurately in absolute terms. However, a rather large discrepancy 

between the actual angle and the angle provided by the Kinect data can be observed. This 

could have a number of reasons: for one, extracting the actual angle between two bent thighs 

based on a two-dimensional picture proved to be difficult and contain a high degree of 

measurement error. The second explanation is that the Kinect angle might be a bit higher 

because of the fact that it has access to the relative three-dimensional spatial position of the 

hip and knee joints, and thus the vector angle might indeed be even more accurate than the 

camera-based counterpart. 

 

Following the position analysis evaluation, a second series of tests was performed to 

determine its applicability in the used position detection algorithm. As described in chapter 

6.4, position detection is performed on the basis of benchmark keyframes and uses a three-

step process to find the closest matching position in a separate recording: First, the pre-

determined joint vector angles are calculated for each keyframe. Then, the comparison 

recording will be parsed frame-by-frame and the same joint vector angles are calculated. In 

the third and final step the position detection algorithm calculates the root-mean-squared 

deviation of the sum of joint vector angles for every frame in the recording against the 

keyframe and extracts the position with the minimal deviation. 

 

The experiments designed to evaluate the software’s position detection quality were 

conducted in two different circumstances: an optimal setup with few, vastly different 

keyframe positions, and a real-world setup analysing golf swing positions (see chapter 7.4.) 

 

The results showed that the algorithm proved robust for position detection in an optimal setup. 

Using a set of four very distinct keyframe positions and eight unique tracking angles, the 

algorithm had no issues detecting the correct positions from three different recordings of 

variable temporal length. 

In the real-world scenario using recordings of a golf swing, the algorithm had a bit more 

difficulty finding the correct positions. Using a set of five keyframes that were chosen based 

on their proximity to golf theory positions, the algorithm succeeded in correctly detecting 

72% of all positions over five different recordings. However, these results were obtained by 

only partially utilizing the software’s data modularisation and parameterisation features, 

which are discussed in greater detail in chapter 8.4. A thorough study on the impacts of 

different parameter configurations could very likely yield improvements on the correct 

position detection rate. It can also be observed that the position detection greatly relied on the 

difference in the selection of keyframe positions – due to the nature of the used joint vector 

angle approach, mirrored or similar positions (such as Setup and Impact positions) could get 

mixed up in the position detection algorithm. Preventing this from happening greatly relies on 

the used keyframes, as well as on the tracked angles and parameter configuration. 
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Besides the ability to tweak the software parameters to improve the detection of different 

positions in a recorded movement pattern, the use of fundamentally different position analysis 

and detection approaches should also be discussed. This thesis is using an expanded set of 

vector angles as its main comparison variable, which has proven to deliver accurate readings 

from the Kinect on angles that do not solely rely on depth data. Its implementation was 

similar to the system described by Bo, et al., (2011), who have also been using the Kinect 

sensor to calculate joint vector angles for calibration of gyrosensors in physical rehabilitation. 

 

Other related literature has also presented different approaches for position analysis and 

detection on a frame-by-frame basis. One of these approaches is presented by Lin, et al., 

(2013), who used a two-dimensional coordinate system to track the x,y-positions of different 

joints during a golf swing. The joint coordinates were then used to draw conclusions about 

false positioning of the test subject. As an example, they used the two-dimensional y-

coordinates of both shoulder joints to extract the relational height difference between them. 

Using this information, they draw generalized conclusions whether the upper body was tilted 

too far in one direction. 

 

The approach by Lin, et al., (2013) is used to detect common errors in basic golf swing 

positions and present a Kinect-enabled learning aid for golf beginners. For this purpose, their 

system is accurate enough, as there is no direct comparison to other golfers involved. Instead, 

they use mathematical principles derived specifically for golf theory and use the two-

dimensional spatial information from Kinect to judge the test subjects performance against 

these principles. 

The main drawback of their approach is the reliance on these clearly formulated mathematical 

principles against which to compare the swing movements. While these can be defined for 

basic golf theory, it will be hard to express more intricate parts of the golf swing in a 

mathematical formula. On top of that, Lin, et al (2013) omit the availabilty of depth data in 

their system, which prohibits  the measurement of certain biomechanics that are important in 

golfing, such as hip- and shoulder rotations. 

 

Another approach to position detection and comparison analysis was presented by Alexiadis, 

et al., (2011), who use the Kinect to compare and score dance performances in real-time. They 

use a set of three different attributes to evaluate dancers, using an ‘optimal' performance 

recording as their comparison benchmark. Of special relevance to this study is the use joint 

positions as a comparison attribute, which Alexiadis, et al., (2011) calculate by considering 

the modulus of the quaternionic correlation coefficient for each joint pair. While this is a very 

similar approach to the vector angle comparison used in this study, the quaternionic 

correlation coefficient also includes bone rotation in its calculations, which can be considered 

an additional tracking dimension for position analysis and detection. The implementation of 

this measurement in the current studies could theoretically yield an improvement in position 

detection accuracy.  

 

In summary, the results of the conducted experiments gave valuable insights into the accuracy 

of the software’s position analysis and detection algorithms, based on the chosen joint vector 

angle approach. 

When presented with a perpendicular ‘profile view’ on the joint vector angle, the position 

analysis algorithm successfully provides precise, absolute angle data based on the Kinect’s 

spatial joint positions. In case the angle is ‘hidden’ from direct line-of-sight of the sensor and 

angle calculations rely solely on Kinect’s joint depth information, the data becomes partially 
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incorrect: while absolute values show a high variance, they do demonstrate a correct relative 

tendency in relation to comparable joints. 

Further tests on the position detection algorithm showed that  100% accurate in sub-optimal 

capturing conditions. Using standard values for angle weights and decreasing the impact of 

inferred joints, 72% of the positions were correctly detected. However, a number of variables 

are affecting the ultimate accuracy of the algorithm. Finding the right balance between an 

optimal selection of keyframes and joint vector angles, as well as tweaking the impact of 

individual joint vector angles could help to improve the algorithm’s probability of detecting 

the correct positions. 

Different approaches to position analysis and detection in the related literature also provided 

material for future considerations. The approach chosen by Lin, et al. (2013) to use Kinect’s 

two-dimensional joint coordinates and compare them to derived mathematical principles to 

detect common errors during the golf swing might not fit the objectives and framework of this 

study, but other techniques such as the quaternionic correlation coefficients used by 

Alexiadis, et al., (2011) could prove to be useful alternatives to the joint vector angle system 

employed in this study. 

8.3 Adaptability for different movement patterns  

Another requirement for the software was its applicability for different movement patterns 

and environments outside of golf swing analysis. Therefore, a system was needed that allowed 

to capture movements, and compare them to other recordings. 

 

This study has engineered a keyframe capturing approach, which can be classified as a semi-

automated system that allows for the manual selection of several key positions out of a pre-

recorded benchmark movement. In case of this thesis, this was done by recording a golf 

teacher take swings in front of the Kinect camera. These recordings would then be parsed 

frame-by-frame, and key movement positions extracted based on basic golf theorems. For the 

golf swing comparison, an average set of 3-6 keyframes was usually identified based on the 

requirements of the conducted tests and experiments. 

These keyframes would then be used as a benchmark for automated movement comparisons. 

Using the joint vector angles for analysis, the keyframe provided the ‘optimal’ angles for the 

observed positions. These angles were then used to detect and analyse other recordings for 

similarities and differences, using a root-mean-squared deviation algorithm. 

 

The advantage of the keyframe system is its applicability on virtually any movement pattern. 

As long as there is a benchmark recording of the movement available, it can be used to extract 

the optimal positions and get the appropriate angle readings from the position analysis 

algorithm. With a sufficiently accurate detection algorithm, these can then be used to analyse 

and compare any subsequent movements. Using benchmark recordings for comparison has 

also been used in related literature, such as Alexiadis, et al., (2011), who used benchmark 

recordings to score dance performances. 

 

While the keyframe system proved useful for this study, other options could be explored. The 

main problem the keyframe approach solved was the detection of similar positions in 

recordings of variable temporal length. The keyframes helped to identify central positions, 

which could then be used to parse a recording of varying length for the closest match and 

extract an equal position.  

 

Other, more automated approaches have been developed to solve that same problem. Zhang, 

et al., (2013) presented a way of segmenting golf swings in smaller pieces that could be 
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compared to each other. They utilize a Gaussian Mixture Model to find several positions in a 

golf recording and use these to compare different swings to each other. Their approach has the 

added bonus that they are extracting several frames per position (as opposed to a single frame 

per position in the keyframe system), which also allows them to calculate joint velocities per 

individual position. 

While Zhang, et al., (2013) propose a highly advanced system on segmenting and comparing 

golf swings, the use case of their technique is heavily tailored towards golf swing analysis, 

which removes the immediate possibility to re-use of their approach for different movement 

patterns without the need to re-calibrate the system. However, their position detection 

algorithm shows great promise and could provide a useful addition to software.  

 

In the conducted experiments for this thesis, the keyframe selection process has been very 

suitable in finding the optimal positions in recordings, and was used successfully in 

conjunction with the proposed position analysis and detection algorithms. However, this study 

was narrowly focussed on golf swing analysis, and as such may be more appropriate for 

manual keyframe selection. Further studies would be required to compare the usability of the 

chosen keyframe approach to more automated systems for other use case scenarios and 

research domains. 

8.4 Modularized measurements and parameterisation for data 
mining and predictive modelling purposes 

The developed software prototype for this study aimed to deliver a technological solution to 

enable the use of biomechanical data for predictive modelling purposes in golf swing 

research. As such, a strong emphasis in the research and development of this thesis was put on 

the quality of the data output, as well as on parameterisation and modularisation options of the 

software to adapt the data collection to individual research setups. 

 

The software was specifically designed to enable a wide variety of modifications to its core 

analysis and comparison models. In total, three separate systems are hooked into the analysis 

& detection algorithms, which can all be adapted based on the requirements for predictive 

modelling.  

 

First, the software allows for free selection of tracking angles, including: 

 Connected joints (e.g. used to track the angle at the elbow) 

 Disconnected joints, (e.g. used to track the parallelism of limbs) 

 Unit vector comparisons (e.g. used to track spinal sway in relation to the ground). 

 

The implementation of these objects in the software was specifically designed to easily swap 

them in and out, based on the requirement of the movement pattern. This allows for highly 

individualised tracking setups, in which only angles are tracked that provide useful 

information on a specific movement pattern. 

 

Second, the software allows assigning individual weights to the tracked joint vector angles, 

increasing or decreasing their impact on the position detection algorithm. This also extends to 

a specific function that checks whether a joint in the selected angle is inferred and assign a 

different weight based on this information. This feature allows emphasizing certain joint 

angles that are of high importance during a specific movement pattern. 

 

Third, the keyframe system used in this software allows for full control over the comparison 

positions. By using an ‘optimal’ benchmark recording to manually select the most important 
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positions of the observed motion, the software sustains usability across many different 

movement patterns. The manual keyframe selection process also allows for a high degree of 

analysis customization. As there is no upper limit for the number of used keyframes, varying 

the amount of keyframes will influence the degree of precision of the position detection 

algorithm. However, the generous use of keyframes can also lead to additional data noise, as a 

high degree of similarity in the different positions can lead to a rising number of false 

positives of the position detection algorithm. 

 

The modularized system of the software was extensively used, tested and adapted throughout 

numerous experiments. Many of its functionalities and features, such as the unit vector 

comparisons, have been added as a direct result of feedback from the field experiments. The 

conducted test series of this thesis have also been making extensive use of these 

customization features, as can be seen in the adaptation of the experimental setup for the 

position detection tests (see chapter 7.4) 

 

With three configurable attributes in place, the software and its algorithms can be sufficiently 

tweaked to extract individualized biomechanical data for specific movements. To further 

enhance the software’s use in predictive modelling, it also allows the export of all of its 

comparison data in a human-readable CSV file, which can be used for further analysis in 

commonly used data mining software such as WEKA (University of Waikato, 2014). 
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9 Conclusion & Future research 
This thesis set out to develop a software prototype capable of tracking, recording and 

analysing biomechanical data utilizing Microsoft’s Kinect sensor and prepare it for predictive 

modelling purposes. Following the design-science in information systems research 

methodology, the study was focused on golf swing analysis.  

 

Therefore, the research objective of this study was to develop and evaluate a software artefact 

usable for predictive modelling. Deducted from this main objective, a number of requirements 

and criteria were formulated that the software would be evaluated against: 

1. Accurate joint tracking data 

2. Robust position analysis and detection algorithms 

3. Adaptability to variable movement patterns 

4. Modularized measurements and parameterisation for data mining and predictive 

modelling purposes 

 

The proposed software prototype uses the Kinect sensor to track the spatial information of 20 

individual body joints. Utilizing the recording of a benchmark golf swing, a manual keyframe 

selection process was employed to determine key positions during the swing motion, based on 

common golf swing theory. The selected keyframe positions were then analysed by 

calculating the angles between two joint vectors.  

 

To compare different golf swings, the position detection algorithm uses the keyframe 

positions and their joint vector angle data of the benchmark golf swing as a comparison 

foundation. It then extracts the closest-match positions in the golf swing recording based on 

the minimum root-mean-square deviation across all tracked joint vector angles. The 

advantage of using the keyframes approach for position detection lies in its generalizability, 

thus ensuring the required adaptability for variable movement patterns. 

 

To fulfil the constraint for modularized measurements and parameterised values, the software 

features interchangeable data collection capabilities, allowing for an individualised analysis 

setup depending on the observed movement pattern. This includes easily configurable joint 

vector angles and a parameterised weight system to modify the influence of individual angles 

on the position detection algorithm.  

 

Following the initial development effort, a number of experiments were designed to evaluate 

the viability of the software against the imposed requirements both in an optimal and real-

world use case scenario. A series of tests was conducted to determine the optimal recording 

setup and evaluate the accuracy and robustness of the software’s joint tracking and position 

detection capabilities at the example of golf swings 

 

The results showed that the software provides precise data for clearly visible joints and angles 

under optimal setup conditions, and the chosen position analysis and detection algorithm work 

accurately given a specific enough set of keyframes. 

The field experiments exposed some limitations of the employed technology. Capturing and 

analysing real golf swing recordings, the results showed that tracking accuracy for arm joints 

were considerably lower, due to a combination of a high-velocity movement and the imposed 

hardware limitation of 30 recorded frames per second. Tracking of leg and torso joints 

remained almost unaffected during the golf swing motion. 
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The employed root-mean-square based position detection algorithm fared well faced with the 

real-world golf swing data. With only minor tweaking of the software parameters, it achieved 

a 72% success rate on the tracked positions. 

A final test evaluated the validity of the joint vector angle data by comparing the measured 

angles against real-world data extracted from separate camera footage. The results showed 

that Kinect was relatively precise in the calculation of the absolute angle values as long as the 

sensor had a ‘profile view’ on the observed angle, i.e. a perpendicular line of sight. Once the 

software had to rely on depth data alone to extract the joint vector values, the absolute data 

became somewhat imprecise, but retained a relative accuracy. 

 

The main research objective of this thesis was to develop a software prototype that could be 

used for predictive modelling purposes. Based on the results of the conducted field 

experiments, the software should be evaluated against the question whether it succeeds in 

presenting a viable solution for predictive modelling data collection.  

Coupling the absolute accuracy of the position analysis algorithm on profile view angles with 

the relative accuracy of angles that rely on Kinect’s depth accuracy, the data used for 

predictive modelling should be selected carefully to prevent the introduction of additional 

data noise to the model. Given the fact that the position detection algorithm is already 

producing good overall results in its un-optimized configuration for this study, further 

parameter modification can easily improve the algorithms’ success rate. 

 

Provided that the software is optimally calibrated and configured for the observed movement 

pattern, it should definitely be considered for predictive modelling purposes. However, in its 

current instantiation, it is not advisable to use the software prototype to collect data in 

isolation. Instead, it would be recommendable to couple the software with other data 

collection methods, such as the TrackMan Pro hardware (TrackMan Golf, 2014), to provide 

additional data from other sources for the predictive model. 

As such, the conclusion can be drawn that the presented software prototype is indeed 

applicable for predictive modelling, with certain constrains. Given the limited scope of the 

field experiments of this study, it is also recommended to validate the findings of this study in 

a more in-depth, empirical study. 

 

Based on the opportunities and restrictions that have been uncovered during the conducted 

experiments, future research could investigate the possibility of using more than one Kinect 

sensor to track golf movements. Given the fact that the joint vector angle readings were 

comparably precise and coherent with real-world values when the sensor had a profile view 

on the respective angle, using two Kinect sensors might improve the accuracy during the 

complex golf swing motion. Other hardware-based improvements could see the utilization of 

the next-generation Kinect sensor that has been released as of July 2014. 

 

From a software-based perspective, enhancing the base skeletal tracking algorithm of the 

Kinect with specific golf swing motion data, as presented by Shen, et al. (2012), could 

provide an increase in joint tracking accuracy.  

Further research could also compare the impact of alternative position analysis and detection 

algorithms on the software. The use of quaternionic correlation coefficient, as used by 

Alexiadis, et al. (2011), could be a viable substitute for the joint vector angle approach 

employed by this study. 
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11 Appendix 

11.1 Appendix A: Kinect Joint list overview 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

  

Figure 14: Joints tracked by the Kinect sensor (Microsoft, 2014) 
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11.2 Appendix B: Individual joint tracking accuracy results 

 

Total number of frames analysed: 6294 

 

JointType # of occurences 

HandRight 2815 

HandLeft 2806 

WristLeft 2033 

ElbowRight 1936 

ElbowLeft 1485 

WristRight 1481 

KneeLeft 637 

ShoulderRight 611 

ShoulderLeft 435 

FootRight 328 

FootLeft 223 

AnkleLeft 157 

AnkleRight 136 

KneeRight 131 

Head 28 

ShoulderCenter 0 

Spine 0 

HipCenter 0 

HipLeft 0 

HipRight 0 

Total 15242 

 

 

 

 
 

 
  



 

 

 
University of Borås is a modern university in the city center. We give courses in business administration 
and informatics, library and information science, fashion and textiles, behavioral sciences and teacher 
education, engineering and health sciences. 
 
In the School of Business and IT (HIT), we have focused on the students' future needs. Therefore we 
have created programs in which employability is a key word. Subject integration and contextualization are 
other important concepts. The department has a closeness, both between students and teachers as well as 
between industry and education. 
 
Our courses in business administration give students the opportunity to learn more about different 
businesses and governments and how governance and organization of these activities take place. They 
may also learn about society development and organizations' adaptation to the outside world. They have 
the opportunity to improve their ability to analyze, develop and control activities, whether they want to 
engage in auditing, management or marketing.  
 
Among our IT courses, there's always something for those who want to design the future of IT-based 
communications, analyze the needs and demands on organizations' information to design their content 
structures, integrating IT and business development, developing their ability to analyze and design 
business processes or focus on programming and development of good use of IT in enterprises and 
organizations. 
 
The research in the school is well recognized and oriented towards professionalism as well as design and 
development. The overall research profile is Business-IT-Services which combine knowledge and skills in 
informatics as well as in business administration. The research is profession-oriented, which is reflected in 
the research, in many cases conducted on action research-based grounds, with businesses and government 
organizations at local, national and international arenas. The research design and professional orientation 
is manifested also in InnovationLab, which is the department's and university's unit for research-
supporting system development. 
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