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Abstract 

An ensemble is a composite model, aggregating multiple base models into one 

predictive model. An ensemble prediction, consequently, is a function of all 

included base models. Both theory and a wealth of empirical studies have 

established that ensembles are generally more accurate than single predictive 

models. The main motivation for using ensembles is the fact that combining 

several models will eliminate uncorrelated base classifier errors. This reasoning, 

however, requires the base classifiers to commit their errors on different instances 

– clearly there is no point in combining identical models. Informally, the key term 

diversity means that the base classifiers commit their errors independently of each 

other. The problem addressed in this thesis is how to maximize ensemble 

performance by analyzing how diversity can be utilized when creating ensembles. 

A series of studies, addressing different facets of the question, is presented. The 

results show that ensemble accuracy and the diversity measure difficulty are the 

two individually best measures to use as optimization criterion when selecting 

ensemble members. However, the results further suggest that combinations of 

several measures are most often better as optimization criteria than single 

measures. A novel method to find a useful combination of measures is proposed 

in the end. Furthermore, the results show that it is very difficult to estimate 

predictive performance on unseen data based on results achieved with available 

data. Finally, it is also shown that implicit diversity achieved by varied ANN 

architecture or by using resampling of features is beneficial for ensemble 

performance.  

 

Keywords: Ensemble Learning, Machine Learning, Diversity, Artificial Neural 

Networks, Data Mining, Information Fusion. 
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1 Introduction 

In many fields of research and in society in general, synergetic effects may appear 

when heterogeneous parts are combined, making the whole greater than the sum 

of the parts. An example of such an effect is the much more dramatic outcome 

produced by a musical ensemble, compared to what each of the musicians could 

have produced by themselves or when performing in sequence.  

Information fusion is the research about how to aid decision makers with 

different tasks, by combining data and information from various sources. It has 

its roots in military intelligence research. This field is characterized by the 

necessity to gather data about objects or situations from multiple sources and 

combine them to enable effective decision support, often under severe time and 

resource constraints. Each source can only provide information from its specific 

point of view and often only about some specific feature. All the sources available 

must be combined, in order to provide a basis for decision making. This is often 

accomplished by generating a predictive model, used for predicting an unknown 

(often future) value of a specific variable: the target variable. If the target value is 

one of a predefined number of discrete (class) labels, the task is called 

classification.  

When performing predictive classification, the primary goal is to obtain high 

accuracy; i.e., few misclassifications when the model is applied to novel 

observations. Although some techniques like Artificial Neural Networks (ANNs) 

are known to consistently produce accurate models, in a wide variety of domains, 

the consensus in the machine learning community is that the use of ensembles all 

but guarantees even higher accuracy. 

An ensemble is a composite model, aggregating multiple base models into one 

predictive model. An ensemble prediction, consequently, is a function of all 

included base models. The main motivation for using ensembles is the fact that 

combining several models will eliminate uncorrelated base classifier errors; see 

e.g. (Dietterich 1997). This reasoning, however, requires the base classifiers to 

commit their errors on different instances – clearly there is no point in combining 

identical models. Informally, the key term diversity therefore means that the base 

classifiers commit their errors independently of each other. 

Krogh and Vedelsby (1995) derived an equation, stating that the generalization 

ability of an ensemble is determined by the average generalization ability and the 

average diversity (ambiguity) of the individual models in the ensemble. More 

specifically; the ensemble error, E, can be found from: 
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E E A= −  (1) 

where E is the average error of the base models and A is the ensemble diversity, 

measured as the weighted average of the squared differences in the predictions of 

the base models and the ensemble. Since the second term (which is always 

positive) is subtracted from the first to obtain ensemble error, this equation 

proves that the ensemble will always have higher accuracy than the average 

accuracy obtained by the individual classifiers. Naturally, this is a very 

encouraging result for ensemble approaches. The problem is, however, that the 

two terms are highly correlated, making it necessary to balance them rather than 

just maximizing diversity. 

Diversity among the base classifiers can either be optimized explicitly, for 

instance by ensuring that models trained in sequence are diverse in regard to 

previously trained models, or implicitly. When implicit methods are used, 

diversity is achieved by altering the training parameters enough to make the 

models different. Furthermore, the training of the models may be completely 

independent when using implicit methods. 

When discussing ensembles in a classification context, it should be noted that 

unless classification is handled like an instance of regression (i.e., the outputs are 

ordinal and typically represent probabilities) the framework described above does 

not apply. When the predictors are only able to output a class label, the outputs 

have no intrinsic ordinality between them, thus making the concept of covariance 

undefined. In such cases, there is no clear analogy to the bias-variance-covariance 

decomposition. So, obtaining an expression where the classification error is 

decomposed into error rates of the individual classifiers and a diversity term is 

currently beyond the state of the art. Instead, methods typically use heuristic 

expressions trying to approximate the unknown diversity term. 

Several different diversity measures for a classification context have been 

proposed. Kuncheva and Whitaker (2003) studied ten statistics that measure 

diversity among oracle classifier outputs; i.e., correct or incorrect vote for the 

class label. The study clearly raised some doubts about the usefulness of diversity 

measures when building classifier ensembles. The experiments conducted used, 

however, rather artificial settings. More specifically, most experiments used only 

artificial data sets or artificially constructed classifiers. Furthermore, the diversity 

measures have not been extensively compared on equal terms with more common 

optimization measures, such as ensemble accuracy or mean base classifier 

accuracy. Ensemble accuracy is the accuracy of the combined ensemble model, 

while mean base classifier accuracy is the mean of all the individual base 

classifiers used in the ensemble.  
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1.1 Problem Statement 

The main problem addressed in this thesis is: 

How should ensembles be created to maximize predictive performance? 

The main problem for the thesis is too broad to allow for a complete coverage 

in a single work. Therefore a specific part of the main problem will be addressed, 

given in the following problem statement: 

How could measurements of diversity and predictive performance on 

available data be used when combining or selecting base classifiers in order 

to maximize ensemble predictive performance on unseen data? 

The problem statement consists of several parts, all of which needs justification. 

First of all, the final goal when building predictive models is to achieve as high 

predictive performance as possible, this is inherent in the need of a predictive 

model. Furthermore, an ensemble can be formed either by simply combining 

available base classifiers, or by selecting a subset of base classifiers. This means 

that diversity and performance can be used either to guide in the selection or as 

an implicit goal when creating the models to combine.  

The main question can be further specified through the following more specific 

questions: 

1. How do different means of achieving implicit diversity among base classifiers 

affect the performance of, and diversity in, the ensemble? 

2. Can ensemble predictive performance on novel data be estimated from results 

on available data? 

3. Is there an optimization criterion based on an existing measure on available 

data that is best for the purpose of developing ensembles that maximize 

predictive performance? 

4. Are combinations of single measures a good solution for the purpose of 

developing ensembles that maximize predictive performance? 

1.2 Main Contributions 

Six studies addressing how to use diversity and performance measures in 

ensemble creation have been addressed in this thesis. The main contributions are: 

• Implicit diversity is beneficial for overall ensemble accuracy, compared with 

ensembles with homogenously trained models. 

• Results show that estimating ensemble performance based on training or 

validation data is very hard. 

• Ensemble accuracy and the diversity measure difficulty are the most successful 

measures to use as single optimization criteria. 
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• A method for optimizing a combined optimization criterion is proposed, 

which prove to be better than the single best optimization criterion regardless 

of which single measure that was best. 

1.3 Outline 

The next chapter introduces some of the fields where ensembles are often used. 

The third chapter introduces some of the basic learning techniques used in the 

empirical studies in this thesis. A theoretical presentation on various aspects of 

ensemble creation and utilization is presented in the fourth chapter. Guidelines 

regarding evaluation of experiments are presented in the fifth chapter. Chapter 

six contains the studies constituting the main contribution of this thesis, divided 

into six different sections. The first section presents a study evaluating methods to 

achieve implicit diversity. Two studies evaluating whether diversity and 

performance measures can be used to estimate or optimize ensemble accuracy is 

presented in the second section. The third section evaluates how diversity can be 

utilized in a previously proposed ensemble generating algorithm called GEMS 

(Genetic Ensemble Member Selection). The fourth section focuses on the problem 

of ranking ensembles based on available data. The final two sections both present 

studies evaluating the use of combinations of measures. The last study in the final 

section also proposes a method for optimizing a combined optimization criterion. 

The last chapter contains conclusions and future work. 
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2 Background 

2.1 Data Mining 

Huge amounts of data is continually gathered and stored in businesses around the 

world. Even though the data is not stored with predictive modelling or analyzing 

in mind, the data could contain potentially interesting information. The process 

of transforming data into actionable information is often called data mining.  

There exists many definitions on what data mining is, but they are all quite 

similar. Berry and Linoff (1997), defines data mining as follows:  

Data mining is the process of exploration and analysis, by automatic or 

semiautomatic means, of large quantities of data in order to discover 

meaningful patterns and rules. 

The definition emphasizes that the data mining is a process with a clear goal. 

Individual data mining projects may vary considerably in purpose, but they 

usually still share some common goals. Typically the result from a data mining 

project is intended as a basis for human decision making. 

Most researchers focus on data mining techniques, but for business executives 

the ultimate goal is to add value. Exactly which aspects that add value for a 

particular business is of course dependent on the particular problem or goal.  

Data mining is part of a larger process which is called “the virtuous cycle of 

data mining”. Data mining promises to find the interesting patterns that are 

lurking in the huge amount of data that exists. But just to find the patterns are 

not enough, according to (Berry & Linoff 1997): 

You must be able to respond to the patterns, to act on them, ultimately 

turning the data into information, the information into action, and the 

action into value. This is the virtuous cycle of data mining in a nutshell.  

The focus of the virtual cycle is not on the data mining techniques used, but on 

the whole transformation process.  
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Figure 1. Virtuous cycle of data mining, from (Berry & Linoff 1999) 

 

Whether the term data mining should be used for the entire virtuous cycle or just 

the “transform data into actionable information” step is a matter of taste, or 

more correctly, it depends on the abstraction level of the observer. In this thesis 

data mining mainly refers to applying different data mining techniques. 

A standardized data mining method called CRISP-DM1 (Chapman et al. 1998) 

also described the process as a loop, but it is basically a detailed description of the 

transformation phase in the virtuous cycle, see Figure 2. 

                                            
1 CRoss-Industry Standard Process for Data Mining was an ESPRIT project that started 

in the mid-1990’s. The purpose of the project was to propose a non-proprietary 

industry standard process model for data mining. For details see www.crisp-dm.org. 
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Figure 2. CRISP-DM process model 

2.1.1 Data Mining Tasks 

Data mining is often divided into a set of tasks, in the data mining literature. 

Even though the tasks may vary, most researchers and practitioners agree on 

most of the tasks mentioned in CRISP-DM, described below. 

Classification 

The objective is to build a classification model (sometimes called classifier), which 

assigns the correct class label to previously unseen and unlabeled objects. The 

classification task is characterized by a well-defined definition of what the classes 

are, and a training set consisting of examples with known class labels.  

The class labels can be given in advance or derived from clustering. Many data 

mining problems can be transformed into classification problems.  

Estimation 

Estimation is very similar to classification; the difference is that in estimation the 

output is continuously valued. This problem type is sometimes called regression 

or prediction. 

Prediction 

Prediction usually involves classification or estimation, but is used to predict 

future behaviour. The only way to check the accuracy of such a prediction is to 

wait and see, or to use a model guaranteed to be correct, which is virtually 
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impossible in most practical applications. This is probably the most commonly 

performed task, especially in business contexts. 

Dependency Analysis 

A typical task in dependency analysis is the task of affinity grouping, where the 

goal is to determine which things go together. Usually, association rules 

(Agrawal, Imielski & Swami 1993) are created to describe the relations between 

items. The typical application is to determine which items go together in a 

shopping cart, and from that application it has got the alternative name market 

basket analysis. Affinity Grouping can also be used to predict what future 

behaviour is supported by the current data. 

Clustering 

Clustering is the task of segmenting a heterogeneous population into a number of 

more homogeneous subgroups or clusters. Clustering is sometimes called 

segmentation or even classification. When the term classification is used, the task 

of finding class labels is the one referred to. The term classification is confusing in 

this context and should be avoided. 

Description 

Sometimes the purpose is just to describe what is happening in a system or which 

connections exist between input and output. A good description can be used as an 

explanation as well. To be used as an explanation the description must be easily 

comprehensible.  

2.1.2 Predictive and Descriptive Modelling 

In practice, the tasks can be grouped into tasks aiming at either predictive or 

descriptive models. The first three tasks are all examples of predictive tasks, while 

the last three could be characterized as primarily descriptive.  

A descriptive model presents, in concise form, the main features of the data set. 

It is essentially a summary of the data points, making it possible to study the 

important aspects of the set. Typically a descriptive model is found through 

undirected
2
 data mining;, i.e. a bottom-up approach where the data “speaks for 

itself”. Undirected data mining finds patterns in the data set but leaves the 

interpretation of the patterns to the data miner.  

                                            
2 Sometimes the terms directed and undirected data mining is exchanged with the terms 

supervised and unsupervised learning. 



9 

The purpose of a predictive model is to allow the data miner to predict an 

unknown (often future) value of the target variable. The predictive model is 

created from given known values of variables, possibly including previous values 

of the target variable. Most often a predictive model is found from directed data 

mining; i.e. a top-down approach where a mapping from a vector input to a 

scalar output is learnt from samples. The training data thus consists of pairs of 

measurements, each consisting of an input vector with a corresponding target 

value. The two most important tasks for predictive modeling are classification 

and regression. 

Predictive classification deals with the case where the target is a categorical 

variable. The target variable in predictive classification is normally called the class 

variable and takes values from a well defined set of nominal class values. 

Classification thus consists of learning the mapping from an input vector of 

measurements to a categorical variable. The input variables are variously referred 

to as features, attributes, explanatory variables and so on. Each feature can be 

real-valued, ordinal, nominal etc. 

In predictive regression the target is a real-valued variable. The problem is very 

similar to predictive classification since the only difference is the numerical, rather 

than nominal, nature of the target variable. On the other hand, different 

measurements are used to determine the accuracy of classification and regression 

models.  

It should be noted that the purpose of all predictive modeling is to use the 

model on novel data (a test set). It is therefore absolutely vital that the model is 

general enough to permit this. One particular problem is that of overfitting; i.e., 

when the model is so specialized on the training set that it performs poorly on 

unseen data.  

Naturally, descriptive models and predictive models could (and often should) 

be used together in data mining projects.  

2.2 Information Fusion 

Information fusion is the research about how to aid decision makers with 

different tasks, by combining data and information from various sources. The 

field has its roots in military intelligence research and the terminology is heavily 

influenced by military terminology.  
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2.2.1 The Joint Directors of Laboratories (JDL) Model 

Since information fusion can be performed from various different sources and at 

different levels in the decision hierarchy, the process can be quite confusing. To 

overcome the confusion within the fusion community the Joint Directors of 

Laboratories (JDL) created a fusion model in 1986, see Figure 3.  

Figure 3. The JDL model  

 

The model was developed to provide a common frame of reference for fusion 

discussions and to facilitate understanding and recognition of the types of 

problems for which information fusion is applicable. The levels are: 

• Level 0 – Sub-object Data Association and Estimation. Low level and sensor 

fusion. 

• Level 1 – Object Refinement. Estimation of discrete objects. 

• Level 2 – Situation Refinement. Estimation of relationships among entities. 

• Level 3 – Impact assessment. Estimation of consequences, threats and 

opportunities. 

• Level 4 – Process Refinement. Sensor and process management. 

A level 5, dealing with the Human-Computer Interface, has been proposed, but is 

not always recognized. 

2.2.2 Information Fusion and Data Mining  

There are a few differences between data mining and information fusion, which 

are worth mentioning. The first is the fact that data mining most often uses data 

merged into a single repository, while the core principle of information fusion, as 

the name implies, is to fuse information from several sources. It should be noted 

that although data used for mining could also come from several sources, the 
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difference is that data is preprocessed before actual data mining, with the result 

that data mining techniques and algorithms do not have to handle the problem 

with many sources. Secondly, information fusion techniques are normally applied 

to solve problems online, while data mining is most often used offline; i.e., time 

constraints are more important in information fusion. A third difference is that 

data mining focuses on automatic model discovery, while information fusion 

focuses on automatic target recognition, whether the targets are individual objects 

or groups of objects or events. A more thorough review of the differences 

between information fusion and data mining can be found in (Waltz 1997). 

Data mining could be used as part of the fusion process to develop target 

models of complex targets and events (Llinas et al. 2004; Waltz 1997). The idea 

is to use data mining to detect patterns or relationships in data sets that may be 

general models or signatures characterizing events or targets of interest. Once 

these models have been validated they can be applied to the fusion process by 

using the models as templates to infer the existence of the modeled events or 

targets in a set of data. The process could be described as an abductive-inductive 

and deductive process, which is described in more detail in Table 1. 

Table 1. Reasoning Processes, from (Waltz 1997) 

Reasoning Processes General Properties Implementation 

Abduction 
Create model hypotheses for specific sets of 

data to explain that specific set 
Mining 

(Discovery of models) 
Induction 

Extend model hypotheses for representative 
sets of data to make a general assertion or 

explanation 

Deduction 
Apply models to create hypotheses to detect 
and classify (explain) the existence of target. 

Fusion 
(Detection using models) 

2.2.3 Ensembles in Information Fusion 

One of the characteristics of information fusion is the need to combine data from 

several sources and try to understand what the whole picture is from all the 

various fractions of data that is gathered. The number of sources available may 

vary over time, just as the quality of the gathered data. Obviously, the use of 

ensembles is a very natural framework for information fusion. New base models 

can be added when new sources are added, and old models can be updated or 

dropped when they become too faulty or sources are removed or lost.  

2.3 Data Representation 

All data sets used in the empirical studies are from the UCI repository (Asuncion 

& Newman 2007). The data sets used are summarized in Table 2. Names is the 

names of the data sets. Alt. acronyms is alternative names and acronyms 

sometimes used instead of the complete names. Classes are the number of classes 
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for each data set. Instances is the number of instances. Attr is the total number of 

attributes, while Cat attr and Con attr are the number of categorical (or nominal) 

and continuous attributes, respectively. The column Unknown, finally, is the 

number of attributes with missing values. Missing values have been replaced with 

the attribute mean or mode value, for continuous and categorical variables, 

respectively. 

Table 2. Characteristics of data sets used 

Name Alt. acronyms Classes Instances Attr Cat attr Con attr Unknown 
breast cancer  bcancer, bc 2 286 9 5 4 2 
bupa liver disorder bld, bupa 2 345 6 0 6 0 
cleveland heart cleve 2 303 13 7 6 2 
cmc cmc 3 1473 9 4 5 0 
crabs  2 200 6 1 5 0 
credit-a crx 2 690 15 9 6 7 
ecoli  8 336 8 3 5 1 
glass  6 214 9 0 9 0 
credit-g german 2 1000 20 13 7 0 
heart  2 270 13 0 13 0 
hepatitis hepati 2 155 19 13 6 15 
horse  2 368 22 15 7 21 
hypo thyroid 2 3163 25 18 7 8 
image  7 2310 19 0 19 0 
iono  2 351 34 0 34 0 
labor  2 57 16 8 8 16 
led7  10 3200 7 7 0 0 
lymph  4 148 18 15 3 0 
pima indian diabetes diabetes, pima 2 768 8 0 8 0 
sat  7 6435 36 0 36 0 
sick  2 2800 29 22 7 8 
sonar  2 208 60 0 60 0 
soybean  19 683 35 35 0 34 
spambase  2 4601 57 0 57 0 
tae  3 151 5 4 1 0 
tic-tac-toe  2 958 9 9 0 0 
waveform  3 5000 21 0 21 0 
vehicle  4 846 18 0 18 0 
wine  3 178 13 0 13 0 
wisconsin breast cancer wbc, breast 2 699 9 0 9 1 
votes  2 435 16 16 0 16 
zoo  7 101 16 16 0 0 
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3 Techniques 

This chapter presents the data mining techniques used in the empirical studies. 

The three sets of techniques are artificial neural networks, decision trees and 

evolutionary algorithms.  

3.1 Artificial Neural Networks 

The (artificial) neural network (ANN) area has been inspired by the knowledge of 

how the brain works, i.e., how biological neural networks works. Neural 

networks is one of the most popular data mining techniques, since it is quite 

powerful and can be used in several different problem domains. We will only 

describe one sort of neural network, i.e., the multilayered feed-forward neural 

network (Hecht-Nielsen 1989), since it is the most suitable architecture for most 

classification tasks.  

A neural network is a collection of connected neurons. Each neuron has three 

basic elements 

1. A set of connected links, each of which has a weight of its own. A signal xj at 

the input of the link j connected to neuron k is multiplied by the link weight 

wjk. The weight in a neural network link may lie in a range that includes 

negative as well as positive values, while the corresponding element in the 

brain, a synapse, outputs a signal of varying strength. 

2. An adder for summing the input signals, weighted by the respective link to the 

neuron. 

3. An activation function for limiting the amplitude of the output of a neuron. 

Typically, the normalized amplitude range of the output of a neuron is written 

as the closed unit interval [0, 1] or alternatively [-1, 1]. 

Often a bias is also applied to the neuron. The bias bk has the effect of increasing 

or lowering the net input of the activation function, depending on whether it is 

positive or negative, respectively. 

A neuron may mathematically be described by the following pair of equations:  

1

m

k kj j
j

u w x
=

= ∑   (2) 

( )k k ky f u b= +   (3) 

where x1, x2, …, xm are the input signals; wk1, wk2, …, wkm are the synaptic 

weights of neuron k; uk is the linear combiner output for the input signals; bk is 

the bias; f(∙) is the activation function; and yk is the output signal of the neuron. 
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3.1.1 Feed-Forward Neural Network 

In a layered ANN, the neurons are organized in the form of layers. The input 

signals propagate through the network in a forward direction, on a layer-by-layer 

basis. In the simplest form there is only an input layer of source nodes that 

projects onto an output layer of neurons, but not vice versa. These simple 

networks are called single-layered feed-forward neural networks or single-layered 

perceptrons. The input layer is typically not counted, since no computation is 

performed there. Single-layered networks can only represent linear functions. 

Multilayered feed-forward ANNs, or multilayered perceptrons (MLPs), are 

ANNs with at least one layer of neurons between the input and the output layer. 

The layer(s) between the input and the output layer is called hidden layer(s). By 

adding hidden layers the network is enabled to represent higher-order (non-

linear) functions. 

 

Figure 4. A neural network 

 

As can be seen in Figure 4, each layer has one or more neurons. The input layer in 

a feed-forward ANNs has got as many input nodes as the number of input 

variables. The number of neurons in the hidden layer(s) varies. This number 

affects the network's ability to adjust its interior state to match the patterns in the 

training data. More hidden neurons make the network more capable to learn 

details, thus over-fitting the training data, and as a consequence it might not 

generalize well to unseen data. Too few hidden neurons might lead to a network 

unable to learn all general patterns in the training data, and thus the network will 

not be powerful enough. General patterns are general for the entire problems 

space and not specific only to the training set. 

The activation function in an MLP should be nonlinear and smooth, i.e., 

differentiable everywhere. A commonly used form of nonlinearity that satisfies 

this property is a sigmoidal nonlinearity defined by the logistic function.  
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The MLP is usually trained with an algorithm called error back-propagation 

(Rumelhart et al. 1986; Werbos 1990). The training of a network is done by 

iterating through the training data many times and adjusts the weights a little bit 

on each iteration. The back-propagation algorithm consists of two passes through 

the different layers of the network on each iteration: a forward and a backward 

pass. In the forward pass, an input pattern is propagated through the network. 

An output is produced as the actual response of the network. During the forward 

pass the weights of the connected links are all fixed. During the backward pass, 

on the other hand, the weights of the connected links are all adjusted in 

accordance with an error-correction rule. The response of the network is 

subtracted from a desired response, i.e., the actual target response, to produce an 

error signal. This error signal is then propagated back through the network, 

against the direction of the connected links. The weights of the connected links 

are adjusted to make the response of the network closer to the desired response in 

a statistical sense. This procedure is repeated multiple times. Each repetition is 

often referred to as an epoch.  

The back-propagation algorithm has no well-defined criteria for stopping the 

training. Different stopping criteria can be used. They all have the drawback that 

the algorithm might stop at a local minimum of the error surface, i.e., the 

resulting model might not be the best possible. For further details on ANNs; see 

any introductory book on Neural Networks, e.g., (Haykin 1998). 

3.2 Decision Trees 

Decision trees is a predictive modeling technique most often used for 

classification. Decision trees partition the input space into cells, where each cell 

belongs to one class. The partitioning is represented as a sequence of tests.  Each 

interior node in the decision tree corresponds to one test of the value of some 

input variable, and the branches from the node are labeled with the possible 

results of the test. The leaf nodes represent the cells and specify the class to return 

if that leaf node is reached. The classification of a specific input tuple is thus 

performed by starting at the root node and, depending on the results of the test, 

following the appropriate branches until a leaf node is reached.  

The decision tree is created from examples (the training set) with the obvious 

requirement that it should agree with the training set. The basic strategy for 

building the tree is to recursively split the cells of the input space. To choose the 

variable and threshold on which to split, a search over possible input variables 

and thresholds is performed to find the split that leads to the greatest 

improvement of a specified score function. Typically this score function is based 
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on some information theory measurement, like information gain or entropy. The 

overall idea is to minimize the size of the final tree by always choosing splits that 

make the most difference to the classification of an instance. The splitting 

procedure could in principle be repeated until each cell contains instances from 

one class only. At the same time the decision tree must not simply memorize the 

training set, but should be capable of generalizing to unseen data; i.e., the 

decision tree should not overfit. The goal is thus to have a decision tree as simple 

(small) as possible, but still representing the training set well. 

Two basic strategies for avoiding overfitting is to stop growth of the tree when 

some criterion has been met, or to afterwards reduce (prune) a large tree by 

iteratively merging leaf nodes.  

Classification and regression trees (CART) (Breiman et al. 1984) is a technique 

that generates binary decision trees. Each internal node in the tree specifies a 

binary test on a single variable, using thresholds on real and integer-valued 

variables and subset membership for categorical variables. The Gini coefficient is 

used as a measure for choosing the best splitting attribute and criterion. The Gini 

coefficient is a measure of statistical dispersion. It is defined as a ratio with values 

between 0 and 1; A low Gini coefficient indicates more equal distribution, while a 

high Gini coefficient indicates more unequal distribution. The splitting is 

performed around what is determined to be the best split point. At each step, an 

exhaustive search is used to determine the best split. For details about the 

function used to determine the best split, see the original paper. The score 

function used by CART is misclassification rate on an internal validation set.  

CART handles missing data by ignoring in the missing value when calculating 

the goodness of a split on that attribute. The tree stops growing when no split 

will improve the performance. CART also contains a pruning strategy which can 

be found in Kennedy et al. (1997). 

3.3 Evolutionary techniques 

Like ANNs, evolutionary techniques are based on an analogy to biological 

processes. The theory of evolution stands as model for evolutionary techniques 

such as genetic algorithms (GA) (Holland 1975) and genetic programming (GP) 

(Koza 1992). Evolution optimizes the fitness of individuals over succeeding 

generations by propagating the genetic material in the fittest individuals of one 

generation to the next generation.  

GA and GP share some key features, which are the core in evolutionary 

techniques. The core in evolutionary techniques consists of three stages: 
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1. A population of potential problem solutions (individuals) are encoded into a 

representation that is specific to the type of evolutionary technique used.  

2. The fitness of each individual solution is measured to rank the solutions. The 

highest ranked individuals are favoured in the shaping of the next generation 

of solutions.  

3. A new population for the next generation is formed by reproduction and 

survival of individual solutions. Mating of individuals (called crossover) or 

mutation recombines the individuals from the parent generation to form the 

individuals of the next generation.  

The representation of solutions differs between GA and GP, making it necessary 

to have distinct mating and mutation operations adjusted to the particular 

representation. On the other hand, the strategies used for selecting individuals to 

apply these operations on are the same. In the roulette wheel selection strategy, 

an individual’s probability to be selected for mating is proportional to its fitness. 

In tournament selection, a number of individuals are drawn at random and the 

best among them is selected. This is repeated until the required number of 

individuals has been selected for reproduction and survival. The tournament 

selection strategy only considers whether a solution is better than another, not 

how much better. This prohibits an extraordinarily good individual to swamp the 

next generation with its children, which would have led to a disastrous reduction 

of diversity in the population.  

The fitness function is the measure that should be optimized, and is sometimes 

referred to as the objective of the optimization. Any measure that can be used to 

score individual solutions based on performance could be a fitness function.  

For further details, see any introductory book on evolutionary techniques, e.g., 

(Poli, Langdon & McPhee 2008) 

3.3.1 Genetic Algorithms 

The representation used in GA is character strings, most often bit strings. The 

crossover and mutation operations are used to produce new individuals by using 

parts of their parents.  

In crossover, two parent individuals are selected, and they are divided at one or 

many randomly chosen point(s). When only one division point is used, one part 

of each parent is kept, and is joined with the remaining part of the other parent. 

If multiple division points are used, then some parts from each parent are kept, 

while the remaining parts are switched. If crossover does not take place, then the 

parents are cloned to the next generation, i.e., they are transferred intact to the 

next generation. 
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To avoid that important parts are eliminated from the entire population for 

good, or that the search stagnates in a local minimum, mutation is used as a 

means of reintroducing randomly generated parts to the population. Mutation 

takes one parent and changes some part randomly. For bit string representations, 

the mutation most often means flipping any bit from 0 to 1, or vice versa.  

The theoretical foundation for GA is the schema theorem, formulated by 

Holland (Holland 1975). In short, the theorem states that more important parts 

of the individuals, i.e., parts contributing positively to the fitness function, are 

more likely to survive to the next generation. The search is thus a search through 

schemes (parts of individuals), rather than through complete solutions. By 

searching for good parts, rather than good solutions, the search becomes 

exponentially more efficient. 

3.3.2 Genetic Programming 

In GP, the individuals are represented as programs, most often expressed as 

syntax trees, rather than as lines of code. The program consists of functions, 

representing the interior nodes in the tree, and terminals, representing the leaves 

of the tree. S-expressions are usually used to represent the programs. The S-

expressions often make it easier to see the relationship between (sub)expressions. 

Most often some kind of formal description is used to define how the different 

functional and terminal nodes can be combined. For instance, for arithmetical 

expressions, the functions, such as plus, minus, times or division (+, -, * or /), 

cannot be exchanged with boolean functions, such as and, or, or not (&, | or !). 

The initial population is usually randomly generated. Still, several different 

approaches can be used to generate the random population. When using the full 

method, a full tree with a predefined depth is generated by selecting only function 

nodes until the depth is reached, then only terminal nodes may be selected. When 

using the grow method, nodes from both the functional and terminal sets can be 

selected at each step until the maximum depth is reached, then only terminal 

nodes can be added. However, none of these methods are guaranteed to generate 

enough diversity, so Koza proposed the ramped-half-and-half method instead 

(Koza 1992). When using ramped-half-and-half, half of the population is 

generated using the full method, and the other half using the grow method. The 

depth of the trees is varied to guarantee a larger degree of diversity, hence the 

term “ramped”. 

Crossover between programs can be performed in different ways. The most 

common way is using subtree crossover, in which a crossover point is selected 

randomly and individually in each parent, and the subtree starting at the chosen 
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point is cut from the tree and exchanged with the subtree from the other parent. 

However, the crossover operation must ensure that the produced offspring of the 

crossover are legal expressions.  

As with GP crossover, mutation can be performed in several different ways. 

The most commonly used form of mutation randomly selects a mutation point 

and exchanges the subtree descending from that point with a new, randomly 

generated subtree. Again, it is crucial that the generated subtree is constructed to 

fit the position it will placed at, and thus resulting in a legal expression. 

Several other forms of crossover, mutation, and initialization methods exists, 

see, e.g., (Poli, Langdon & McPhee 2008), for a thorough review of the field. 

3.3.3 Multi objective Optimization 

The evolutionary techniques can optimize single objectives or multiple objectives. 

The goal of multi objective optimization (MOO) is to find solutions that are 

optimal, or at least acceptable, according to all criteria simultaneously. MOO can 

be performed in all kinds of evolutionary techniques. 

Combining multiple objectives into a scalar fitness function is the most 

primitive form of MOO. The simplest form of this combination is a (weighted) 

linear combination of the different objectives.  

The obvious alternative to combining the different objectives into a scalar 

fitness function is keeping the objectives apart. The main motivation for keeping 

the objectives apart is to encourage diversity among the solutions. When the 

objectives are kept apart, the selection strategies are affected. The main idea in 

MOO is the notion of Pareto dominance. A solution ai is non-dominated iff there 

is no other alternative ,
j

a S j i∈ ≠ , so that aj is better than ai on all criteria. Or, 

expressing the opposite relation less formally, a solution is said to Pareto 

dominate another if it is as good as the second on all objectives and better on at 

least one objective. This results in a partial ordering, where several solutions can 

be non-dominated, and thus constitute the set of best solutions for the particular 

set of objectives. The set of all non-dominated solutions in the search space are 

called the Pareto front, or the Pareto optimal set. It is often unrealistic to expect 

to find the complete Pareto front, since the size of it is often limited only by the 

precision of the problem representation. (Poli, Langdon & McPhee 2008) 
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4 Ensembles 

When performing predictive classification, the primary goal is to obtain good 

performance. Performance can be measured using a variety of measures. The 

most common performance measure in predictive classification is accuracy; i.e., 

the proportion of misclassifications when the model is applied to novel data. 

Since ANNs are known to consistently produce accurate models in a variety of 

domains, ANNs are frequently the technique of choice for predictive modeling.  

Within the machine learning research community, it is well known that it is 

possible to obtain even higher accuracy by combining several individual models 

into ensembles; see, e.g., (Dietterich 2000; Opitz & Maclin 1999). An ensemble is 

thus a composite model aggregating multiple base models, and the ensemble 

prediction, when applied to a novel instance, is therefore a function of all 

included base models. Ensemble learning, consequently, refers to a large 

collection of methods that learn a target function by training a number of 

individual learners and combine their predictions.  

This chapter presents basic concepts regarding ensembles. Many different terms 

have been used as synonyms for ensembles; combinations of multiple classifiers 

(Xu, Krzyzak & Suen 1992; Rogova 2008; Lam & Suen 1995; Woods, 

Kegelmeyer Jr & Bowyer 1997), committees or committee machines (Tresp 

2001), mixture of experts (Jacobs et al. 1991; Jordan & Jacobs 1994), composite 

classifiers (Wang, Der & Nasrabadi 1998) and classifier fusion (Ruta & Gabrys 

2000; Kuncheva 2002) are some of the more frequently used terms. The term 

employed throughout this thesis is ensembles (Hansen & Salomon 1990; 

Dietterich 2000). 

4.1 Basic concepts 

An ensemble is basically constructed by training a set of L models, henceforth 

called base classifiers, on L data sets and combining these models. The data sets 

are often either identical or highly overlapping subsets drawn from a single data 

source, but they can just as well be entirely different data sets gathered from 

different data sources, capturing different aspects of the problem. To predict the 

target value for a new instance, the target value of the combined model is 

calculated, often by applying each base classifier in turn and combining their 

outputs.  

The most intuitive explanation for why ensembles work is probably given by 

Condorcet’s jury theorem (de Condorcet 1785). The assumption of the theorem is 

that a group wishes to reach a decision by majority vote. The outcome of the vote 
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could be either correct or incorrect, and each voter has an independent 

probability p of voting for the correct decision. The number of voters to include is 

depending on whether p is greater than or less than ½. If p is greater than ½ (each 

voter is more likely than not to vote correctly), then adding more voters increases 

the probability that the majority decision is correct. In the limit, the probability 

that the majority votes correctly approaches 1 as the number of voters increases.  

The output type from each classifier in the ensemble could be distinguished in 4 

different ways (Kuncheva 2004).  

• The oracle level: The only information considered is whether the classifier is 

correct or incorrect in its prediction for each instance. This is the type of 

output containing the least information. There is no information on the actual 

prediction made by the classifier, only if it is right or wrong. 

• The abstract level: The classifier outputs the label of the predicted class for 

each instance. There is no information on the certainty of the prediction. 

• The rank level: The possible classes are ranked in order of plausibility. This 

kind of output is especially suitable for problems with a large number of 

classes.  

• The measurement level: The output containing most information is when the 

classifier outputs a measure of certainty about its prediction for each class. 

For each instance, the classifier will produce a vector of measures of 

certainties, one measure for each class. 

It must be noted that outputs at each level can always be reduced to fit the 

preceding levels, apart from the oracle level, i.e., any model producing 

measurements can also produce ranked and labeled output, and so on. However, 

to produce the oracle level output, the ground truth, i.e., the correct labels, must 

be known. 

4.1.1 Diversity 

Naturally, there is nothing to gain by combining identical models, doing exactly 

the same things. Consequently, the base classifiers must commit their errors on 

different instances, which is the informal meaning of the key term diversity. 

Krogh and Vedelsby (1995) derived the result that ensemble error depends not 

only on the average error of the base models3, but also on their diversity4. More 

formally, the ensemble error, E, is: 
                                            

3  The theory was formulated for regression problems. Consequently, the term base 

models is more appropriate than the term base classifiers in this case. 
4  Krogh and Vedelsby used the term ambiguity instead of diversity in their paper. In this 

thesis, the more common term diversity is, however, used exclusively. 
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E E A= −     (4) 

where Ε is the average error of the base models and A is the ensemble diversity, 

measured as the weighted average of the squared differences in the predictions of 

the base models and the ensemble. In a regression context and using averaging, 

this is equivalent to: 

2 2 21 1ˆ ˆ ˆ ˆ( ) ( ) ( )ens i i ens
i i

E Y Y Y Y Y Y
L L

= − = − − −∑ ∑   (5) 

where the first term is the (possibly weighted) average of the individual models 

and the second is the diversity term; i.e., the amount of variability among 

ensemble members. The diversity term is always positive, proving that the 

ensemble will always have higher accuracy than the average accuracy obtained by 

the individual models. Based on this, the overall goal of getting low ensemble 

error could be divided into the two sub-goals of combining models that commit 

few errors, but at the same time differ in their predictions. The two terms are, 

however, normally highly correlated, making it necessary to balance them instead 

of just maximizing the diversity term.  

By relating this to the bias-variance decomposition and assuming that the 

ensemble is a convex combined ensemble (e.g. using averaging), a bias-variance-

covariance decomposition can be obtained for the ensemble MSE; see (6) below. 

22 1 1ˆ( ) 1ensE Y Y bias var covar
L L

 = − = + + − 
 

  (6) 

From this it is evident that the error of the ensemble depends critically on the 

amount of correlation between models, quantified in the covariance term. Ideally, 

the covariance should be minimized, without causing changes in the bias or 

variance terms. 

However, unless classification is handled like an instance of regression (i.e., the 

outputs are at the measurement level) the framework described above does not 

apply for ensembles of classifiers. When predictors are only able to output a class 

label, the outputs have no intrinsic ordinality between them, thus making the 

concept of covariance undefined. Using a zero-one loss function, there is no clear 

analogy to the bias-variance-covariance decomposition. So, obtaining an 

expression where the classification error is decomposed into error rates of the 

individual classifiers and a diversity term is currently beyond the state of the art. 

Instead, methods typically use heuristic expressions that try to approximate the 

unknown diversity term. Naturally, the goal is to find a diversity measure 

correlating well with majority vote accuracy. 

Because of this, there exist several suggested diversity measures for a 

classification context. The presentation of the different diversity measures follows 
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Kuncheva and Whitaker (2003) closely. All the diversity measures presented here 

are defined using the oracle output, and can thus be applied to any type of base 

classifier.  

Pairwise Measures 

The output of each classifier Di is represented as an N-dimensional binary vector 

yi, where yj,i=1 if Di correctly recognizes instance zj and 0 otherwise. When 

describing the four pairwise measures, we will use the notation Nab meaning the 

number of instances for which yj,i=a and yj,k=b. As an example, N11 is the number 

of instances correctly classified by both classifiers. The first measure, Yule’s Q 

statistic (Yule 1900) is, for two classifiers, Di and Dk 

11 00 01 10

, 11 00 01 10i k

N N N N
Q

N N N N

−
=

+
   (7) 

Q varies between -1 and 1. If the classifiers commit their errors independently, Q 

will be negative. For an ensemble consisting of L classifiers, the averaged Q over 

all pairs of classifiers is 
1

,
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The correlation between yi and yk is  
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−
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+ + + +
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For any two classifiers, Q and � have the same sign. The disagreement measure is 

the ratio between the number of instances on which one classifier is correct and 

the other incorrect to the total number of instances: 
01 10

, 11 10 01 00i k

N N
Dis

N N N N

+
=

+ + +
   (10) 

The double-fault measure is the proportion of instances misclassified by both 

classifiers 
00

, 11 10 01 00i k

N
DF

N N N N
=

+ + +
   (11) 

For all pairwise measures, the averaged value over the diversity matrix is 

calculated similarly to (8).  

Non Pairwise Measures 

Turning to non pairwise measures, we denote by l(zj) the number of classifiers 

that correctly recognize instance zj. The entropy measure E, varying between 0 

and 1 (highest possible diversity) is 
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The Kohavi-Wolpert variance (Kohavi & Wolpert 1996) can be used to obtain 

another diversity measure KW, which turns out to differ from the averaged 

disagreement measure only by a coefficient; for details see Kuncheva & Whitaker 

(2003). 
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Yet another measure, called interrater agreement (�) and used in Dietterich 

(2000) is 
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where p  is the averaged individual accuracy. 

The difficulty measure was used by Hansen and Salomon (1990). Let X be a 

random variable taking values in {0/L, 1/L,…, 1}. X is defined as the proportion 

of classifiers that correctly classify an instance x drawn randomly from the data 

set. To estimate X, all L classifiers are run on the data set. The difficulty is then 

defined as the variance of X. 

The generalized diversity measure was proposed by Partridge and Krzanowski 

(1997). 
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Here, Y is a random variable expressing the proportion of classifiers that are 

incorrect on a randomly drawn instance. pi is the probability that Y=i/L and p(i) 

is the probability that i randomly chosen c↓ lassifiers will fail on a randomly 

chosen instance. GD varies between 0 (minimum diversity) and 1. 

The last measure, coincident failure diversity, is a modification of GD, also 

presented in Partridge & Krzanowski (1997). 
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Table 3 summarizes the ten measures. The arrow specifies whether the ensemble 

is more diverse if the measure is lower () or higher (↑ ). 
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Table 3. Diversity measures 

Name Abbreviation ↑ /↓  
Q-statistic Q ( ↓ ) 
Correlation coefficient ρ ( ↓ ) 
Disagreement D ( ↑ ) 
Double fault DF ( ↓ ) 
Kohavi-Wolpert KW ( ↑ ) 
Interrater agreement � ( ↓ ) 
Entropy E ( ↑ ) 
Difficulty DI ( ↓ ) 
Generalized diversity GD ( ↑ ) 
Coincident failure diversity CFD ( ↑ ) 

 

Kuncheva and Whitaker (2003) make an analysis of these 10 measures and from 

their experiments diversity does not appear to be very useful as selection criteria 

when constructing ensembles. Even though several different experiments were 

performed, some of them were rather artificial while the others were run only on 

a very limited set of problems. The conclusions could therefore be considered to 

be specific to the settings used in the reported experiments, but not necessarily 

true in general or for experiments using other setups. 

4.2 Ensemble Creation 

The process of building an ensemble could be said to consist of three stages 

(Tang, Suganthan & Yao 2006). In the first stage, a set of base classifiers is 

generated. The selection of base classifiers to include is performed in the second 

stage. The third stage consists of combining the selected base classifiers using an 

appropriate combination strategy. These stages do not have to be performed 

sequentially. In fact, many ensemble creation algorithms execute these stages 

iteratively or even in parallel.  

The focus of the first stage is to generate a diverse set of base classifiers. 

Diversity can be achieved either by explicitly seeking to maximize diversity or in 

an implicit way. A method is said to use implicit diversity whenever diversity is 

not achieved by explicitly altering the parameters of the algorithm based on the 

intermediate results.  

Brown et al. (2005) introduced a taxonomy of methods for creating diversity. 

The first obvious distinction made is between explicit methods, where some 

metric of diversity is directly optimized, and implicit methods, where the method 

is likely to produce diversity without actually targeting it. The different methods 

for producing and using diversity were divided into three categories; starting 

point in hypothesis space, set of accessible hypotheses and traversal of hypothesis 
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space. These categories, and how they apply to ANN ensembles, are further 

described below. 

For ANNs, the most obvious starting point in hypothesis space method is to 

simply randomize the starting weights; something that must be considered a 

standard procedure for all ANN training. Alternatively, the weights could be 

placed in different parts of the hypothesis space. Unfortunately, experimentation 

has found that ANNs often converge to the same, or very similar optima, in spite 

of starting in different parts of the space; see e.g. (N. Sharkey, Neary & A. 

Sharkey 1995). Thus, according to Brown et al., varying the initial weights of 

ANNs does not seem to be an effective stand-alone method for generating 

diversity. 

The two main principles regarding set of accessible hypotheses are to 

manipulate either training data or the architecture. Several methods attempt to 

produce diversity by supplying each classifier with a slightly different training set. 

Regarding resampling, the view is that it is more effective to divide training data 

by feature than by instance; see (Duin & Tax 2000). All standard resampling 

techniques are by nature implicit.  

According to Brown et al., the effect of only differentiating the number of units 

in each layer is very limited. Hybrid ensembles where, for instance, MLPs and 

RBF networks are combined, are sometimes considered to be a “productive 

route”; see (Partridge & Yates 1996). Regarding hybrid ensembles, Brown et al. 

(2005) argue that two systems representing the problem that search the space in 

very different ways will probably specialize on different parts of the search space. 

This implies that when using hybrid ensembles, it would most likely be better to 

select one specific classifier instead of combining outputs. 

A common solution for traversal of hypothesis space is to use a penalty term 

enforcing diversity in the error function when training ANNs. A specific and very 

interesting example is Negative Correlation learning (NC) (Liu 1998), where the 

covariance between networks is explicitly minimized. For regression problems it 

has been shown that NC directly controls the covariance term in the bias-

variance-covariance trade-off; see (Brown 2004). However, it does not work for 

classification problems.  

Some approaches for ensemble creation are better characterized as schemes 

rather than algorithms. The best known and most acknowledged among these are 

bagging and boosting. Many ensemble creation algorithms are variations of these 

schemes. 

In bagging (Breiman 1996), diversity is achieved by training each base model 

using different emulated training sets obtained using resampling. Each training set 
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(called bootstrap) consists of the same number of instances as the entire set of 

data available for training. Every bootstrap is created using sampling according to 

a uniform distribution. Instances may appear more than once in a bootstrap, 

since instances are drawn with replacement, with the result that approximately 

63.2% of available instances are included in each bootstrap. After the models 

have been trained, test instances are predicted using either voting or averaging. 

Bagging is most often used in classification, but may also be used in regression. 

When used for regression, the median may be used instead of averaging to 

achieve more robustness. Bagging will almost never lead to increased error rates.  

Targeting diversity is inherent in random forest models (Breiman 2001), a 

technique utilizing bagging as a foundation for how the algorithm works, even if 

no diversity measure is explicitly maximized. A single tree in a random forest is 

very similar to a standard decision tree like CART. The basic idea is, however, to 

directly create an accurate decision tree ensemble, by introducing randomness in 

both the instance selection and in the feature selection. The feature selection is 

performed by randomly selecting a subset of the features to use at each new node 

during the creation process.  

In boosting, introduced by Schapire (1990), the models are trained on data sets 

with entirely different distributions. It can be used to improve the performance on 

any learning algorithm. Unlike bagging, where training could be done 

independently and even in parallel, boosting is an inherently sequential 

procedure. The basic idea in boosting is to assign a higher weight to more 

difficult instances, thus making the learning procedure focus on these instances. 

Initially, all instances have equal weights. After the first model have been trained, 

all instances it fails on get an increased weight, while all instances it succeeds on 

get a weight reduction. The weight of an instance can be used either as part of the 

score function or as the probability that that instance will be drawn, when 

bootstrapping is used. Most often, the ensemble prediction is based on a weighted 

majority vote, where the weights are based on the performance on some 

validation set. 

Three fundamentally different types of boosting exist, according to Haykin 

(1998).  

• Boosting by filtering involves filtering the training examples by different 

models. The procedure is that a first model is trained on a subset of N 

instances. Then a new set of N instances is built by evenly selecting instances 

correctly and incorrectly classified by the first model. Thus, the first model 

will be approximately 50 % correct on the second data set. A second model is 

then trained using the second data set. Finally, a third set of instances is 
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formed by adding N instances that the first two models disagree about. The 

third set is again used to train a final model. This form of boosting is rather 

uncommon. 

• Boosting by subsampling works with a training sample of fixed size. The 

training instances are resampled according to a given probability distribution 

during training. 

• Boosting by reweighting also works with a fixed sample size. It assumes that 

the learning algorithm can receive weighted training instances. 

Many different boosting algorithms have been proposed. The typical variations 

are how the weights are updated and what kind of combiner to use. The most 

well-known and used boosting algorithm is called AdaBoost (Adaptive Boosting) 

(Freund & Schapire 1996). AdaBoost can use either subsampling or reweighting.  

4.2.1 Combination Strategies 

Kuncheva (2004) gives a detailed review on the different kinds of combiners for 

the two most common types of outputs, i.e. labeled and measurement output. 

Since combiners are not the focus of this thesis, only the most common combiners 

will be briefly explained. 

Combination of labeled outputs 

The most straightforward combination strategy for labeled output is the majority 

vote. The class that most base classifiers vote for will be the output of the 

ensemble. In case of a tie, the class can either be randomly selected from the tying 

classes, or the decision can be guided by other information, such as the prior 

probabilities of the classes.  

When the base classifiers are not equally accurate, it makes sense to let the vote 

of each base classifier be weighted by how competent it is. In practice, the 

weighted majority vote might be better than the simple majority vote, but it is 

susceptible to overfitting if weights are based only on performance on the training 

set. 

There are a number of other combiners for labeled output, some of which 

might outperform the simple majority vote under certain conditions. Refer to 

Kuncheva (2004) for a theoretical examination and comparison of several 

different combiners for labeled output. 

Combination of measurement outputs 

When considering measurement outputs, there are several different approaches 

proposed in the literature. They can be divided into class-conscious combiners 

and class-indifferent combiners. The class-conscious combiners derive the overall 



30 

support for a particular class from all the measures for that class, one class at a 

time. The class-indifferent combiners, on the other hand, treat the combination 

task as a new problem to be learned, where the measurements from the ensemble 

members are used as input. Though class-indifferent combiners represent 

interesting alternatives, they have not been used in this thesis and the reader is 

referred to e.g., Kuncheva (2004) for further details. 

The class-conscious combiners that are described here can be applied as soon 

as the base classifiers are trained. Let , ( )i jd x  be the output of base classifier i for 

class j on instance x and let L be the number of base classifiers in the ensemble. 

The support S for each class is calculated using (18) 

( )1, ,( ) ( ), , ( )j j L jS f d d=x x x…  (18) 

where f is the combination function. The class label of instance x is found as the 

index of the maximum ( )jS x . The most popular choices for f include: 

• Simple mean (average) (f  = average). 

• Minimum/maximum/median (f = minimum/maximum/median).  

• Product (f  = product). 

• Trimmed mean (competition jury). For a K percent trimmed mean, the 

individual supports of the L base classifiers are sorted and K percent of the 

values are dropped on each side. The overall support is found as the mean of 

the remaining degrees of support. 

The most common and most intensively studied combiners in this group are the 

product and the average combiners. There is no guideline as to which of these 

that is best for a specific type of problem. Average, on one hand, might in general 

be less accurate for some problems, but on the other hand, it is the more stable of 

the two (Tax et al. 2000; Tax, Duin & van Breukelen 1997; Duin & Tax 2000; 

Duin et al. 1998). There are other class-conscious combiners not covered here. 

Again, the interested reader is referred to, e.g., Kuncheva (2004) for further 

reading. 

4.2.2 Related Work 

Tang, Suganthan and Yao (2006) analyze some of the diversity measures and 

argue that since diversity is not precise, in the sense that some ensembles might 

have the same average base classifier accuracy and diversity on the training data 

while still achieving different performance on the test data, it should not be used 

as selection criteria.  

Kuncheva present a review of previous work where diversity in some way has 

been utilized to select the final ensemble (Kuncheva 2004). Giacinto and Roli 
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(2001b) form a pairwise diversity matrix using the double fault measure and the 

Q statistic (Roli, Giacinto & Vernazza 2001) to select the least related classifiers. 

They search through the set of pairs of classifiers until the desired number of 

ensemble members is reached. Likewise, Margineantu and Dietterich (1997) also 

search out the pairs of classifiers with lowest � (highest diversity) from a set of 

classifiers produced by AdaBoost. They call this approach “ensemble pruning”.  

Giacinto and Roli (2001a) also applied a hierarchical clustering approach 

where the ensembles are clustered based on pairwise diversity. The ensemble is 

formed by picking a classifier from each cluster and step-wise joining the two 

least diverse classifiers until all classifiers belong to the same cluster. The 

ensemble used in the end is the ensemble with highest accuracy on a validation 

set. 

Banfield et al. (2003) used an approach where only the uncertain data points 

are considered and used to exclude classifiers failing on a larger proportion of 

these instances, compared to other classifiers. 

It should be noted that all these approaches select ensembles based on diversity 

between pairs of classifiers, rather than on ensemble diversity.  

Chandra and Yao (2004) proposed an algorithm, called diverse and accurate 

ensemble learning algorithm (DIVACE), that uses a multi objective evolutionary 

approach to ensemble learning. DIVACE tries to find an optimal trade-off 

between diversity and accuracy by treating them explicitly as two separate 

objectives. The diversity measure used in DIVACE is the correlation measure.  

A more recent approach is presented by Dos Santos et al. (2008), where the 

selection phase is divided into two levels: optimization and dynamic selection. 

Two classical ensemble creation methods, the random subspace method and 

bagging, were employed at the overproduction phase, while single and multi 

objective GA were used at the optimization level. The ensemble's error rates and 

diversity measures guided the optimization. 

Another recent approach to diversity could be described as localized diversity 

(Aksela & Laaksonen 2006; Sun & Zhang 2007). Sun and Zhang propose to use 

region partitioning and region weighting by neighborhood accuracy to implement 

effective subspace ensembles where the performance of k-nearest neighbor (k-

NN) is used to adjust the weights of the classifier for a local region. K-NN is a 

predictive classification technique where the classification is based on a majority 

vote by the neighbors of the instance to classify. Aksela and Laaksonen examines 

something they call diversity of error measures. They argue that the final 

objective in classifier combination is not to produce a set of classifiers that has a 

maximal level of diversity regardless of what the correct classification would be. 
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Instead, situations where the classifiers agree on the correct result should be 

rewarded rather than penalized when selecting the member classifiers, even 

though this is contradictory to the naive diversity maximization principle. Aksela 

and Laaksonen in particular argue against the use of pairwise measures, saying 

that  

When having found the two most diverse classifiers, adding a third to the set 

always decreases the set’s overall diversity as the measure value for the 

larger set is an average of the pairwise values. Naturally in most cases 

selecting just two member classifiers from a large pool will not be the 

optimal solution for classifier combining purposes. (Aksela & Laaksonen 

2006) 
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5 Evaluation 

Several different aspects have to be considered when evaluating classifier models.  

• Which measure(s) should be used to evaluate classifier performance?  

• How should future performance (i.e., on novel data) of a single classifier be 

evaluated? 

• How should performance of two different classifiers be compared on a single 

data set? 

• How should performance of two or more classifiers be compared on multiple 

data sets? 

This chapter describes the common approaches used when evaluating and 

comparing different methods for generating classifiers.  

5.1 Performance Measures 

Probably the most frequently used measurement for classification problems is 

accuracy (or, conversely, the error rate), i.e., the percentage correct (or incorrect) 

predictions on the test set. In most cases, accuracy is a good choice for evaluating 

classifiers. However, if the classes are unbalanced, accuracy is often not very 

informative, since the minority class(es) will be less important for the overall 

measure. For example, if 99 % of the instances belong to one class, any classifier 

predicting only that class will always be 99 % accurate, but will completely fail to 

identify the minority class.  

With imbalanced problems, alternative measures to accuracy are often used. 

For binary classification problems, a series of measures can be used. In this 

context, one of the classes is referred to as the positive class. Which class that 

might be is problem specific and depends on the circumstances.  

• True positive (TP) is the number of positive instances correctly classified as 

positive.  

• False negative (FN) is the number of positive instances wrongly classified as 

negative. 

• False positive (FP) is the number of negative instances wrongly classified as 

positive. 

• True negative (TN) is the number of negative instances correctly classified as 

negative. 

Recall (r) for the positive class, which is sometimes referred to as sensitivity, is the 

proportion of positive instances correctly classified as positive, i.e., 

/ ( )TP TP FN+ . Recall for the negative class is sometimes referred to as 
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specificity, i.e. / ( )TN TN FP+ . Precision (p) for the positive class is the 

proportion of instances classified as positive that actually are positive, i.e. 

/ ( )TP TP FP+ .  

A receiver operator characteristic (ROC) curve (Fawcett 2006) is a graphical 

representation of the trade-off between the true positive rate and the false positive 

rate. The area under the ROC curve (AUC) is often used to evaluate models that 

are able to output class probabilities that can be used for ranking. Models that 

perfectly manage to rank all positive instances correctly ahead of any false 

positives will have an area equal to 1. A model that ranks examples randomly has 

an expected area under ROC curve of 0.5.  

5.2 Evaluating Classifier Performance 

When evaluating a classifier model, the error rate on the set used for training is 

almost guaranteed to underestimate the future error rate, since the model has 

been built to fit the training set. By evaluating the classifier on a data set not used 

during training (often referred to as the test set) it is possible to get an unbiased 

estimate of the classifier performance. The performance on the test set can also be 

used to compare the relative performance of different classifiers on the same 

domain. Obviously, the class labels on the test set must be known in order to 

compute test set performance. This approach is called the holdout method and 

the set used for evaluation is sometimes called the holdout set. The proportion of 

data used in each set must be decided by the analysts.  

The holdout method has several limitations. First of all, by setting aside part of 

the data set for evaluation, fewer instances are available for training the model. 

This might lead to reduced performance compared to what could have been 

achieved if all data were used for training. Furthermore, the model will be 

influenced of how the data set is split. If the training set is too small, the variance 

of the model will increase, while if the training set is too large, it will result in a 

less reliable performance measure, with increased confidence intervals. Finally, 

the training and test sets are not independent of each other. If one class is 

overrepresented in the training set, it follows that it must be comparably 

underrepresented in the test set, and vice versa. However, the last limitation can 

be avoided if the data is sampled with stratification, i.e. if it is made sure that the 

classes are evenly distributed in all sets.  

A repeated use of the holdout method, using a randomly selected part of the 

data as test set each time, is called random subsampling. The estimated 

performance is the average performance on the test sets over all repetitions. 

Random subsampling improve the estimation of the classifier by reducing the 
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variance, but still encounters some of the problems associated with the holdout 

method since it does not use all the instances for training. For further details on 

why random subsampling is a dubious choice, see e.g. Dietterich (1998).  

An alternative to random subsampling is cross-validation. In this approach 

each instance is used the same number of times for training and exactly once for 

testing. When using cross-validation the data set of N instances is divided into k 

subsets (usually called folds). The model is trained with all the subsets except one 

and the validation error is measured by testing the subset left out. This procedure 

is repeated for a total of k trials, where 1 < k ≤ N, and is referred to as k-fold 

cross-validation. The evaluation of the model is assessed by averaging the 

performance on the test sets over all the k trials. When there are few instances in 

the data set, the leave-one-out approach could be used, which means that k = N. 

An obvious drawback of the leave-one-out approach is that it is very 

computationally intensive. A more common approach is to let 10k = , which is 

referred to as 10-fold cross-validation. k-fold cross-validation is a very common 

procedure when comparing classifiers and reporting results, but it is susceptible to 

some problems. First of all, the test sets are usually rather small, leading to large 

confidence intervals. Secondly, there is much overlap in the training sets, leading 

to some risk that the classifiers will depend on the distribution of classes in the 

folding used. To minimize this risk, it is sometimes suggested that the cross-

validation procedure should be repeated several times. One typical example 

sometimes seen is to run 10-fold cross-validation ten times, an approach called 

10x10-fold cross-validation. Obviously, this approach is rather computationally 

intensive and does not allow differences in performance to be tested for 

significance. 

Stratification can be used with any validation method and the purpose is to 

make sure that the values of the critical variable, usually the target variable, is 

evenly distributed over all folds.  

All approaches presented so far assume that instances are sampled without 

replacement. But an alternative is to draw instances used for training with 

replacement, possibly leading to a certain degree of duplicates, like e.g. in 

bootstrapping. The standard bootstrapping approach is called 0.632 bootstrap, 

since each bootstrap contains approximately 63.2% of the instances, and is 

normally repeated a number of times where the overall result is obtained by 

combining the performance on each bootstrap sample. Specifically, the accuracy 

is calculated using (19).  

.632
1

1 0.632 0.368
b

totibootstrap
i

Accuracy acc acc
b =

= +∑   (19) 
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b is the number of bootstraps, acci is the accuracy on bootstrap i and acctot is the 

accuracy achieved by a model trained with the whole data set, and measured on 

the same set. 

5.3 Methods for Comparing Classifiers on a Single Data set 

An important distinction that has to be made when discussing accuracy or error 

rate on a classifier is between the sample error and the true error. The sample 

error of a classifier, with respect to some sample of instances S, drawn from the 

space of possible instances X, is the fraction of S that the classifier misclassifies. 

The true error p is the probability that the classifier misclassifies an instance 

drawn at random from the distribution D. The distribution D specifies for each 

possible instance x X∈  the probability that, if just one instance is drawn 

randomly from X, this instance is x. 

5.4 Methods for Comparing Classifiers on Multiple Data sets 

One important question when presenting results where algorithms are evaluated 

on different data sets is how to validate that one algorithm is better than others. 

Different kinds of statistical tests have to be used depending on the experiments 

performed. 

In the paper by Demšar (2006), a thorough theoretical and empirical 

evaluation is given of which statistical tests are most suitable when comparing 

two or more algorithms on many data sets. After analyzing contributions to 

major conferences in machine learning in recent years, he concludes that many 

researchers in the field are unsure of which tests that are appropriate for 

evaluating differences between algorithms.  

Regarding comparison of two algorithms on many data sets, the preferable 

statistical test to use, according to Demšar, is the non-parametric Wilcoxon 

signed-ranks test (Wilcoxon, Katti & Wilcox 1963). The Wilcoxon test is 

preferred over paired t-tests because the assumptions of t-tests might be violated 

when evaluating using real-world problems. Demšar concludes that since the 

sample size (i.e., the number of data sets) is usually small (around 30 data sets), 

the t-test requires that the differences between the two random variables 

compared (i.e., the algorithms) are distributed normally. He concludes his 

reasoning about the paired t-tests with the following statement: 

For using the t-test we need normal distributions because we have small 

samples, but the small samples also prohibit us from checking the 

distribution shape. (Demsar 2006) 
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In the experiments reported in Demšars paper, it is shown that the Wilcoxon test 

is the most powerful and also the most reliable when considering Type I errors, 

i.e. rejecting a null-hypothesis when it should have been accepted.  

The main principle in the Wilcoxon test is that the differences in performance 

between the two classifiers for each data set are ranked, ignoring signs (i.e., based 

on absolute values). The smallest difference gets rank 1 etc. In case of ties, 

average ranks are used. Then the sums of ranks for positive and negative 

differences are compared. Let R+ be the sum of ranks for the data sets on which 

the second algorithm outperformed the first, and R- the sum of ranks for the 

opposite. Equal ranks are split evenly among the sums; if there is an odd number 

of them, one is ignored. The test statistic is T = min(R+, R-). Most books on 

general statistics include a table of exact critical values for T for N up to 25 (or 

sometimes more). For a larger number of data sets, the statistics 
1
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is distributed approximately normal. 

When comparing the Wilcoxon signed ranks test to the t-test, Demšar points 

out that it assumes commensurability but only qualitatively: greater differences 

still count more, but absolute magnitudes are ignored. The Wilcoxon signed 

ranks test is also safer, since it does not assume normal distributions. 

Furthermore, the outliers have less effect on Wilcoxon than on the t-test. When 

normal distributions can be assumed, Demšar recommends using the t-test. 

Finally, he argues that another commonly used test, the sign test (Sheskin 2000; 

Salzberg 1997), is weaker than the other tests when considering Type I errors. 

When considering comparisons of many algorithms over many data sets, there 

are basically two different approaches. In the first approach, all algorithms are 

compared to all other algorithms, while in the second approach only one 

algorithm is compared to all the others. Depending on which approach is used, 

different statistical tests are appropriate. 

When comparing multiple algorithms, the test procedure is usually performed 

in two steps. First, a test is used to determine if the null-hypothesis that no 

significant differences exist between any algorithms can be rejected. If the null-

hypothesis is rejected, a post-hoc test is used to identify which algorithms actually 

differ. Depending on which test that is used, different post-hoc tests ought to be 

used.  

Demšar recommends the non-parametric Friedman test (Friedman 1937) as the 

first step. The parametric ANOVA test (Fisher 1956) turns out to be a dubious 

choice, because the assumptions of the ANOVA test cannot be guaranteed to be 
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met when analyzing the performance of machine learning algorithms. When the 

assumptions of the ANOVA test are met, the ANOVA test is often more powerful 

than the Friedman test. If the assumptions of ANOVA are violated, the Friedman 

test can be more powerful. However, it is not trivial to prove that the 

assumptions are met for any given set of algorithms and/or problems. 

When using the Friedman test to compare k algorithms over N data sets, the 

algorithms are ranked for each data set separately, with the best performing 

algorithm getting rank 1 etc. In case of ties, average ranks are assigned. Under the 

null-hypothesis, which states that all the algorithms are equivalent and so their 

ranks should be equal, the Friedman statistic 
2
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is distributed according to 2
Fχ  with k−1 degrees of freedom, when N and k are 

big enough (as a rule of a thumb, N > 10 and k > 5). For a smaller number of 

algorithms and data sets, exact critical values have been computed. 

Iman and Davenport (1980) showed that Friedman’s 2
Fχ  is undesirably 

conservative and derived a better statistic 
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which is distributed according to the F-distribution with k−1 and (k−1)(N−1) 

degrees of freedom. The table of critical values can be found in any statistical 

book. 

Even if the Friedman test indicates significant difference, the test does not 

indicate which algorithms that might differ. To determine which algorithms that 

have statistically different performances, post-hoc tests are used. The Nemenyi 

test (Nemenyi 1963) is used when all algorithms are compared to each other. The 

performance of two algorithms is significantly different if the corresponding 

average ranks differ by at least the critical difference given in (23). 

( 1)
6

k k
CD q

N
α

+
=  (23) 

The table of critical values can be found in any statistical book. 

When, instead, one specific algorithm is compared to all others, it is better to 

use one of the general procedures for controlling the family-wise error; i.e., the 

probability of making at least one Type I error in any of the comparisons. The 

test statistic for comparing algorithms i and j using these methods is presented in 

(24) below. 
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The z value is used to find the corresponding probability from the table of normal 

distribution, which is then compared to an appropriate α. The tests differ in the 

way they adjust the value of α to compensate for multiple comparisons. When 

using the Bonferroni-Dunn test (Dunn 1961), the same equation as for the 

Nemenyi test is used to calculate the CD. Again, the table of critical values can be 

found in any statistical book. The main difference between the Bonferroni-Dunn 

test and the Nemenyi test is that the power of the post-hoc test is much greater 

for the Bonferroni-Dunn test, where one specific algorithm is compared to all 

others. 
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6 Utilizing Diversity in Ensembles 

The motivation to evaluate diversity more systematically was based on the results 

achieved in some initial studies on ensemble creation in general. The main 

purpose of the first general ensemble study (Johansson, Löfström & Niklasson 

2005) was to compare different strategies when creating ANN ensembles. More 

specifically, altogether 18 alternatives, categorized in six groups, were evaluated. 

Single classifiers constituted some of the alternatives and were included as 

references. The most important conclusion was that the option to somehow 

actively select the members of an ensemble appeared to be a strong approach. The 

study showed that the simple procedure of selecting a fixed number of networks, 

based on validation set accuracy, from a large pool of ANNs, resulted in 

increased accuracy. Furthermore, using GA to search for an optimal ensemble did 

produce the most accurate ensembles, although the difference in accuracy 

compared to the non-GA setups was quite small. More specifically, the GA 

setups, especially when emphasizing the validation set, outperformed the non-GA 

setups on most data sets. 

One of the results from the preceding study was the idea that an ensemble 

could not only be formed by combining individually trained classifiers, but could 

just as well be formed by combining ensembles. Based on this, the algorithm 

GEMS (Genetic Ensemble Member Selection) was proposed and evaluated in 

three different papers. In the first study (Johansson et al. 2006b), the basic 

algorithm was introduced. One of the problems identified with GEMS in 

(Johansson et al. 2006b) was the tendency to overfit the training set. This 

problem was addressed in two succeeding studies. In the first of these (Johansson 

et al. 2006), an approach inspired by model trees (Frank et al. 1998) was used, 

where the data set was first split as in a regular decision tree, while the leaves 

were GEMS ensembles. In the second of the succeeding studies (Johansson et al. 

2006a), a technique called tombola training was used. When using tombola 

training, training data is regularly resampled into new parts, called training 

groups. Each ensemble is then evaluated on every training group and the actual 

fitness is determined solely from the results on the hardest group.  

The most important conclusion regarding GEMS is that it is more than capable 

to perform the actual search, i.e., finding a solution that performs very well on 

the training set. In most experiments, the ensemble found had much higher 

accuracy on the training set, but sometimes failed to generalize to the test set. So, 

despite the use of tombola training, a local search, a length penalty and models 

trained on slightly different data, overtraining was still experienced. The optimal 
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solution would be to have access to a numerical measurement of “generalization 

capability” and use this as (part of) the fitness function. This is closely related to 

the equation E E A= −  derived by Krogh and Vedelsby (1995). 

This chapter is composed of six different parts, all addressing different aspects 

of using diversity in ensemble creation. In the first study, several standard 

techniques for introducing implicit diversity in ANN ensembles are evaluated. 

The second study thoroughly evaluates the ten previously presented diversity 

measures from a general perspective. In the third study, the use of diversity as a 

strategy for GEMS is discussed and evaluated. The fourth study evaluates the 

difficulty of using performance measures measured on the training or validation 

set to estimate performance on novel data. The final two studies evaluate whether 

combinations of several measures can be useful and propose a method to 

optimize such a combined optimization criterion.  

6.1 Investigating the use of implicit diversity 

The purpose of this study (Löfström, Johansson & Niklasson 2008) is to 

empirically evaluate some standard techniques for introducing implicit diversity 

in ANN ensembles. More specifically, the study compares resampling techniques 

and the use of different architectures for base classifier ANNs against a baseline 

setup. The baseline setup combines a number of ANNs with identical 

architectures that were trained individually, using all available training data. The 

most important criterion is of course generalization accuracy; i.e., accuracy on a 

test set, but it is also interesting to compare the levels of diversity produced by the 

different methods. In addition, the study examines how diversity, measured using 

the disagreement measure, and generalization accuracy co-vary, depending on the 

technique used to introduce the diversity.  

This study is an introduction to the diversity studies presented in this chapter. 

It evaluates different ways of achieving implicit diversity among base classifiers 

and how that affects the ensemble accuracy. It does not evaluate diversity 

extensively; this is done in the following studies. 

6.1.1 Method 

In this study, three standard techniques for introducing implicit diversity are 

evaluated using ANN ensembles on 14 data sets from the UCI repository. All 

possible combinations of the three standard techniques are evaluated, resulting in 

12 different setups. For each setup, 16 ANNs are trained and then all possible 

ensembles consisting of exactly 11 ANNs from the pool are formed, resulting in 

4368 different ensembles.  
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For actual evaluation, standard 10-fold cross-validation is used; i.e., results 

reported for a specific setup and data set are mean test set accuracies obtained by 

the 4368 ensembles over the ten folds of the data set. The standard techniques 

used in the different setups are: 

• Bootstrapping: Here each ANN is trained using individual training sets, 

achieved using bootstrapping.  

• Resampling using features: Each ANN is again trained using individual training 

sets. Here, however, each training set uses all available training instances, but a 

certain proportion of the features are removed. Which features to remove is 

randomly decided when creating the training set for individual ANNs; i.e., each 

ANNs is trained using a randomized feature set. In the experimentation, two 

different levels of feature reduction are evaluated; keeping 80% or 90% of 

available features. 

• Varied architectures: In this study, only fully-connected feed-forward ANNs are 

used. When using varied architectures, eight ANNs have one hidden layer and 

the remaining eight have two hidden layers. The exact number of hidden units 

is based on data set characteristics, but is slightly randomized for each ANN. 

When the architecture is not varied, each ANN has an identical architecture 

with one hidden layer. The initial weights are, of course, still randomized, 

though. The exact number of units in each hidden layer when using 

randomization is based on the number of inputs and classes in the current data 

set. For an ANN with one hidden layer the number of hidden units is 

determined from (25) below. 

2 ( )h rand v c= ⋅ ⋅ ⋅      (25) 

Here, v is the number of input variables and c is the number of classes. rand is 

a random number in the interval [0, 1]. For ANNs with two hidden layers, the 

number of units in the first and second hidden layers are h1 and h2, respectively.  
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Table 4 below summarizes the 12 setups evaluated. The baseline setup is S1. 

Table 4. Setups evaluated 

Setup Bootstrap Features Varied architectures 
S1 No 100% No 
S2 No 100% Yes 
S3 Yes 100% No 
S4 Yes 100% Yes 
S5 No 90% No 
S6 No 90% Yes 
S7 Yes 90% No 
S8 Yes 90% Yes 
S9 No 80% No 
S10 No 80% Yes 
S11 Yes 80% No 
S12 Yes 80% Yes 

6.1.2 Results 

Table 5 shows the test set accuracies obtained by the different setups.  

Table 5. Ensemble accuracy on the test set 

Bootstrap No No Yes Yes No No Yes Yes No No Yes Yes 
Features 100% 100% 100% 100% 90% 90% 90% 90% 80% 80% 80% 80% 
Var. Architect. No Yes No Yes No Yes No Yes No Yes No Yes 
Bupa .702 .716 .698 .716 .706 .709 .713 .699 .724 .727 .704 .718 
Cleveland .823 .831 .796 .825 .818 .825 .820 .827 .822 .829 .813 .823 
Crx .859 .860 .864 .868 .861 .862 .860 .851 .871 .860 .860 .860 
Diabetes .764 .773 .776 .774 .773 .770 .770 .772 .768 .774 .768 .769 
German .764 .765 .762 .756 .761 .765 .767 .760 .761 .766 .754 .760 
Hepatitis  .828 .837 .839 .828 .808 .838 .816 .822 .826 .853 .842 .815 
Horse colic  .834 .835 .817 .844 .813 .838 .833 .819 .810 .833 .821 .836 
Iono .922 .928 .919 .926 .941 .939 .931 .930 .935 .936 .935 .925 
Labor .893 .900 .912 .920 .924 .911 .912 .903 .905 .938 .907 .919 
Sick .967 .968 .966 .964 .966 .967 .966 .966 .966 .967 .966 .966 
Thyroid .982 .983 .983 .982 .982 .983 .981 .984 .982 .983 .983 .981 
Tictactoe .886 .871 .855 .826 .875 .866 .853 .843 .860 .834 .847 .823 
WBC .965 .964 .959 .962 .962 .963 .960 .968 .965 .966 .962 .963 
Votes .959 .962 .954 .960 .953 .952 .961 .960 .958 .961 .954 .954 
Mean .868 .871 .864 .868 .867 .871 .867 .865 .868 .873 .865 .865 
Mean Rank 7.21 4.43 7.36 6.36 6.86 5.21 7.14 7.36 6.50 3.21 8.43 7.93 

 

Using a standard Friedman test (p = 0.0118), followed by a Nemenyi post-hoc 

test, the only statistically significant difference is that S10 (i.e., 80% features, 

varied architectures, and no bootstrap) performs better than S11 (80% features, 

homogenous architecture and bootstrap) and S12 (80% features, varied 

architecture and bootstrap). The most interesting observations are, however, that 

the varied architecture is almost always beneficial, while bootstrapping generally 

decreases the accuracy. Specifically, the three best setups all use varied 

architectures and no bootstrapping but different proportions of features. The fact 

that bootstrapping generally lead to a decrease in ensemble accuracy is somewhat 
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unexpected, even though theory states that resampling using features is more 

effective than bootstrapping. The overall results regarding resampling using 

features are inconclusive, so it is not obvious how the proportion of features used 

affects the performance.  

Table 6 below shows the mean test set accuracies for the base classifiers in each 

setup.  

Table 6. Mean base classifier accuracy on the test set 

Bootstrap No No Yes Yes No No Yes Yes No No Yes Yes 
Features 100% 100% 100% 100% 90% 90% 90% 90% 80% 80% 80% 80% 
Var. Architect. No Yes No Yes No Yes No Yes No Yes No Yes 
Bupa .687 .689 .674 .677 .664 .663 .652 .637 .662 .675 .646 .647 
Cleveland .784 .795 .751 .776 .778 .775 .754 .757 .775 .779 .744 .761 
Crx .850 .849 .832 .829 .833 .830 .825 .814 .840 .829 .818 .815 
Diabetes .760 .760 .755 .744 .750 .751 .738 .738 .756 .752 .737 .739 
German .726 .722 .704 .704 .719 .718 .700 .699 .717 .721 .698 .702 
Hepatitis .785 .795 .787 .799 .771 .802 .773 .780 .780 .810 .783 .787 
Horse colic .770 .780 .742 .773 .750 .774 .734 .744 .751 .766 .739 .747 
Iono .891 .895 .884 .881 .903 .900 .882 .886 .898 .894 .881 .887 
Labor .871 .888 .835 .850 .870 .865 .854 .843 .868 .883 .840 .851 
Sick .965 .964 .961 .960 .960 .962 .957 .959 .961 .962 .959 .958 
Thyroid .981 .981 .980 .979 .980 .980 .979 .979 .981 .981 .979 .978 
Tictactoe .813 .794 .761 .743 .789 .775 .750 .736 .778 .763 .745 .730 
WBC .954 .955 .946 .950 .954 .953 .947 .951 .952 .956 .946 .952 
Votes .941 .946 .931 .942 .928 .928 .930 .933 .929 .936 .918 .928 
Mean .841 .844 .825 .829 .832 .834 .820 .818 .832 .836 .817 .820 

Mean Rank 2.71 1.93 7.57 6.79 5.57 5.14 9.71 9.64 5.57 3.79 10.57 9.00 

 

Here it is quite obvious that the use of bootstrapping lowers the accuracy of the 

base classifiers remarkably. On the other hand, the use of varied architectures is 

always favorable. Finally, resampling using features, as expected, also lowers base 

classifier accuracy. 
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Table 7 below shows the mean ensemble diversity for each setup.  

Table 7. Ensemble disagreement on the test set 

Bootstrap No No Yes Yes No No Yes Yes No No Yes Yes 
Features 100% 100% 100% 100% 90% 90% 90% 90% 80% 80% 80% 80% 
Var. Architect. No Yes No Yes No Yes No Yes No Yes No Yes 
Bupa .146 .168 .241 .240 .252 .271 .320 .325 .243 .255 .321 .327 
Cleveland .194 .165 .248 .218 .210 .216 .255 .255 .215 .219 .267 .244 
Crx .079 .088 .130 .137 .126 .134 .147 .156 .114 .137 .161 .167 
Diabetes .101 .112 .170 .176 .143 .151 .196 .204 .135 .157 .200 .197 
German .221 .226 .273 .273 .234 .238 .283 .283 .238 .239 .287 .281 
Hepatitis .194 .180 .202 .183 .218 .180 .221 .204 .207 .171 .218 .186 
Horse colic .218 .208 .268 .237 .254 .234 .292 .267 .255 .249 .288 .278 
Iono .101 .103 .123 .129 .100 .111 .130 .127 .105 .113 .132 .123 
Labor .105 .090 .182 .179 .129 .134 .171 .172 .130 .119 .195 .173 
Sick .017 .023 .026 .028 .024 .026 .031 .033 .023 .026 .030 .033 
Thyroid .006 .012 .011 .015 .010 .014 .015 .017 .009 .013 .013 .017 
Tictactoe .218 .236 .284 .290 .253 .271 .302 .312 .262 .266 .305 .308 
WBC .039 .036 .051 .046 .041 .040 .053 .051 .042 .039 .059 .043 
Votes .054 .046 .074 .054 .082 .075 .084 .073 .083 .071 .098 .077 
Mean .121 .121 .163 .157 .148 .150 .179 .177 .147 .148 .184 .175 

Mean Rank 11.07 10.93 5.93 6.14 8.29 7.57 3.00 3.29 8.14 7.86 2.21 3.57 

 

In this study, diversity is measured using the disagreement measure. As seen in 

Table 7, using either a subset of features or bootstrapping clearly raises diversity. 

Varied architectures, on the other hand, does not seem to significantly affect the 

diversity.  

Ultimately, the goal is to find a method for selecting or searching for a specific 

ensemble based on training or validation performance. With this in mind, the 

next thing to look into was decided to be how ensemble test accuracy varies with 

ensemble training accuracy, mean base classifier training accuracy and ensemble 

training diversity. More specifically, the 4368 ensembles were first sorted based 

on these three measures and then divided into ten groups. Finally, the average test 

set accuracy for each group was calculated. 

When considering single data sets, the picture is sometimes quite clear; see 

Figure 5 
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Figure 5. Test set accuracy vs. ensemble training accuracy, base classifier mean training 

accuracy and ensemble training diversity. Thyroid data set, 80% features, varied 

architecture and no bootstrap. 

 

Here, both high ensemble training accuracy and high base classifier accuracy are 

beneficial for test set accuracy. It should be noted, however, that high diversity is, 

on the other hand, detrimental. For other data sets, the picture is, however, 

completely different; see Figure 6.  
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Figure 6. Test set accuracy vs. ensemble training accuracy, base classifier mean training 

accuracy and ensemble training diversity. German data set, 80% features, varied 

architecture and no bootstrap. 
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Here, it is actually favorable to pick ensembles with lower training accuracy, or 

consisting of less accurate base classifiers.  

It is of course slightly awkward to average accuracies over several data sets 

without adjusting for the different accuracy levels, but Figure 7 and Figure 8 

below shows the overall pictures for setups S10 and S2.  
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Figure 7. Test set accuracy vs. ensemble training accuracy, base classifier mean training 

accuracy and ensemble training diversity. 100% features, varied architecture and no 

bootstrap. Averaged over all data sets. 
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Figure 8. Test set accuracy vs. ensemble training accuracy, base classifier mean training 

accuracy and ensemble training diversity. 80% features, varied architecture and no 

bootstrap. Averaged over all data sets. 
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Although it should be no surprise, it is interesting to note that it is usually 

advantageous to select ensembles with high training accuracy or consisting of 

highly accurate base classifiers. This study suggests that it is generally better to 

select an ensemble with low diversity. 

6.1.3 Conclusions 

In this study, several means to introduce implicit diversity in ANN ensembles 

were evaluated. The main conclusion is that although several setups 

outperformed the baseline setup, not all methods for producing implicit diversity 

are successful, using this specific experimental setup. Bootstrapping, for instance, 

increased diversity but also lowered base classifier accuracy, leading to an overall 

decrease in ensemble accuracy. Using heterogeneous ensembles, on the other 

hand, produced more accurate ensembles but without increasing diversity. 

Resampling using features, finally, lowers base classifier accuracy, but how this 

affects ensemble accuracy is not clear.  

6.1.4 Discussion 

This study has shown that, in general, implicit diversity is beneficial for overall 

ensemble accuracy. Exactly which combination of methods to achieve implicit 

diversity that will result in highest ensemble performance is not altogether clear, 

but varied architectures, with or without resampling of features is clearly 

beneficial.  

A question not answered by this study is if diversity can be systematically used 

to find which ensemble will be the best.  

6.2 The Importance of Diversity in Neural Network Ensembles 

The most important purpose of this study is to evaluate the ten diversity measures 

used in (Kuncheva & Whitaker 2003), but using ANN ensembles and several real 

data sets. Since many methods also use accuracy on either the training or the 

validation set when optimizing the ensemble, accuracy is also evaluated. 

Consequently, this section also investigates the correlation between training 

accuracy (or validation accuracy) and test set accuracy. 

This study consists of two separate studies addressing the same problem with 

different settings. In the first study, presented in (Johansson, Löfström & 

Niklasson 2007), the minimum size of evaluated ensembles are restricted, while in 

the second study, published in (Löfström, Johansson & Niklasson 2007), no 

minimum size have been enforced on the evaluated ensembles. 
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6.2.1 Method – Study 1 

The empirical study is divided into two main experiments, each consisting of two 

parts. In the first experiment, 15 ANNs are trained and all 3003 possible 

ensembles consisting of exactly 10 ANNs are used for the evaluation. In the 

second experiment, a total of 50 ANNs are trained and then 10000 different 

ensembles are formed from this pool of ANNs. Here, each ensemble consists of a 

random subset of the available ANNs. More details about the ensembles are 

given below. Both experiments are divided in two parts, the difference being 

whether an extra validation set is used or not. If no validation set is used, 

diversity is measured on the training set, and results are correlations between 

diversity measures obtained using training data and test set accuracy. When a 

validation set is used, this set is not used at all during ANN training, but all 

diversity measures are evaluated on the validation set. Consequently, the results 

are correlations between those measures and test set accuracy. For actual 

experimentation, 4-fold cross-validation is used. The experiments are summarized 

in Table 8 below. 

Table 8. Experiments in the first study 

Experiment #Ensembles Train Val. Test Evaluation 
1A 3003 75% - 25% Train vs. Test 
1B 3003 50% 25% 25% Val. vs. Test 
2A 10000 75% - 25% Train vs. Test 
2B 10000 50% 25% 25% Val. vs. Test 

6.2.2 Ensemble settings – Study 1 

All ANNs used in the experiments are fully connected feed-forward networks. In 

each experiment, ¼ of all ANNs have no hidden layer, ½ have one hidden layer 

and the remaining ¼ have two hidden layers. The same setup and formulas was 

used as in the previous study, see section 6.1.1. 

The diversity is accomplished by using ANNs with different architectures and 

by training each network on slightly different data. More specifically, each ANN 

uses bootstrap replicate with the same number of instances as the original 

training set. Furthermore, only 70% of the features (randomly selected) are used 

during training of each net. Majority voting is used to determine ensemble 

classifications.  

In Experiment 1, all possible ensembles of size 10 out of 15 are evaluated. In 

the second experiment, 10000 ensembles, each consisting of a random subset 

from the 50 available ANNs, are used. It is ensured that no duplicates and no 

ensembles with less than 10 ANNs are used. Consequently, the ensembles in the 

second experiment consist of between 10 and 50 ANNs. 
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6.2.3 Results – Study 1 

The main results from Experiment 1 are shown in Table 9 and Table 10 below. 

The values tabulated in the first 11 columns are the correlation between the 

specific measure and test set accuracy. The measure Acc in Table 9 and Table 10 

is ensemble accuracy on the training set and on the validation set, respectively. It 

must be noted that, in order to make the tables more readable, all correlations 

reported are (even for measures where lower values indicate higher diversity) 

between high diversity and high accuracy. The columns Min and Max show the 

lowest and the highest test set accuracy obtained by an ensemble, on each data 

set. The column Mean shows the average test set accuracies obtained by the 

ensembles on each data set. It is, of course, slightly dubious to average 

correlations, but it was deemed to be the most straightforward way to report 

these results. 

Table 9. Experiment 1A – Enumerated ensembles. 

Correlation between measures on training set and test set accuracy.  

Data set Acc Q � DIS DF E KW � DI GD CFD Min Avg Max 

Crx .17 .18 .19 .12 -.04 .12 .12 .10 .13 .07 -.08 .80 .85 .89 
Diabetes .08 -.10 -.10 -.15 .07 -.14 -.15 -.13 -.10 -.09 .00 .73 .77 .81 
German -.09 .55 .60 .57 .17 .59 .57 .57 .57 .55 .17 .70 .74 .78 
Image .79 .36 .58 .40 .35 .38 .40 .53 .65 .55 .44 .94 .96 .97 
Led7 .61 -.03 .13 -.22 .58 -.24 -.22 -.03 .61 .07 -.02 .71 .73 .75 
Satellite .19 -.02 .02 .01 .26 -.01 .01 .02 .03 .06 .11 .88 .89 .90 
Sick -.11 .22 .26 .23 .26 .24 .23 .25 .27 .27 .24 .94 .96 .97 
Thyroid .75 -.28 .11 -.38 .92 -.55 -.38 .20 .89 .36 .69 .97 .98 .99 
Tic-Tac .64 .33 .37 .36 .23 .36 .36 .39 .36 .39 .29 .72 .79 .85 
WBC .79 .78 .84 .67 .90 .66 .67 .84 .88 .90 .81 .95 .96 .98 
Vehicle .26 .23 .29 .11 .44 .14 .11 .25 .37 .37 .21 .76 .80 .84 
Mean: .37 .20 .30 .16 .38 .14 .16 .27 .42 .32 .26 .83 .86 .88 

 

Table 10. Experiment 1B – Enumerated ensembles. 

Correlation between measures on validation set and test set accuracy.  

Data set Acc Q � DIS DF E KW � DI GD CFD Min Avg Max 

Crx .06 -.13 -.17 -.18 .25 -.18 -.18 -.16 -.01 -.15 -.03 .79 .84 .88 
Diabetes .23 -.11 -.13 -.13 .21 -.17 -.13 -.10 -.07 -.07 .22 .73 .77 .80 
German .12 -.27 -.28 -.31 .12 -.32 -.31 -.27 -.24 -.20 .18 .68 .73 .77 
Image .19 .11 .21 .11 -.05 .11 .11 .12 .24 .05 -.03 .93 .95 .96 
Led7 .36 .09 .18 .02 .17 .02 .02 .07 .19 .09 .02 .72 .74 .75 
Satellite .14 .00 .04 .03 .01 .00 .03 .03 .04 .04 .10 .87 .89 .90 
Sick -.08 -.14 -.17 -.16 -.12 -.16 -.16 -.17 -.18 -.17 -.17 .91 .95 .96 
Thyroid .51 -.07 .20 -.08 .66 -.26 -.08 .24 .65 .34 .48 .97 .98 .98 
Tic-Tac .62 -.07 -.02 -.11 .66 -.12 -.11 .06 .39 .31 .34 .68 .74 .79 
WBC .45 .31 .38 .29 .56 .31 .29 .38 .42 .47 .51 .95 .96 .98 
Vehicle .09 .20 .18 .14 .19 .11 .14 .18 .21 .22 .24 .73 .77 .82 
Mean: .24 -.01 .04 -.03 .24 -.06 -.03 .03 .15 .08 .17 .82 .85 .87 

 

In Experiment 1, the mean correlations are remarkably low. In addition, no 

measure shows a positive correlation with test set accuracy on all data sets. With 
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this in mind, it is very hard to recommend a specific measure based on the results. 

Another observation is the fact that the correlation between accuracy on training 

or validation and test set accuracy is not very high either. This of course makes it 

doubtful to optimize an ensemble based on training or validation set accuracy, 

which is a very common procedure. Still, it could be noted that the single measure 

having the highest correlation with test set accuracy is training accuracy.  

It is worth noting that the correlations between measurements on the training 

set and the test set is, in comparison, much higher than when a validation set is 

used. Why that happens is hard to say, especially since a reasonable assumption 

would be that the validation set should not be as biased, and thus better, as the 

training set.  

The results from Experiment 2 are shown in Table 11 and Table 12 below. 

Table 11. Experiment 2A – Random ensembles. 

Correlation between measures on training set and test set accuracy.  

Data set Acc Q � DIS DF E KW � DI GD CFD Min Avg Max 

Crx .04 .04 .10 .04 .02 .02 .05 .06 .15 .09 -.02 .75 .86 .90 
Diabetes .28 -.09 -.07 -.11 .33 -.12 .00 -.03 .24 .12 .12 .72 .77 .81 
German -.08 .52 .59 .57 -.02 .50 .59 .55 .55 .49 -.27 .71 .77 .82 
Image .55 .21 .32 .21 .04 .20 .23 .29 .46 .32 .06 .92 .95 .97 
Led7 .64 .01 .26 -.12 .68 -.12 -.09 .19 .71 .29 .21 .65 .73 .74 
Satellite .52 .00 .04 .02 .20 .05 .13 .04 .20 .08 .22 .83 .89 .90 
Sick -.08 .09 .16 .12 .15 .13 .15 .13 .18 .15 .07 .92 .96 .97 
Thyroid .86 -.10 .19 -.14 .88 -.24 -.09 .13 .84 .24 .22 .94 .98 .99 
Tic-Tac .65 .21 .35 .22 .13 .21 .24 .30 .47 .36 .04 .68 .77 .87 
WBC .82 .72 .82 .71 .85 .57 .64 .83 .78 .87 .71 .92 .96 .98 
Vehicle .41 .24 .33 .15 .41 .20 .26 .29 .51 .41 .31 .75 .81 .87 
Mean .42 .17 .28 .15 .33 .13 .19 .25 .46 .31 .15 .80 .86 .89 

 

Table 12. Experiment 2B – Random ensembles. 

Correlation between measures on validation set and test set accuracy.  

Data set Acc Q � DIS DF E KW � DI GD CFD Min Avg Max 

Crx .38 .08 .10 .05 .07 .02 .06 .11 .24 .17 .02 .73 .86 .90 
Diabetes .42 -.15 -.16 -.20 .39 -.23 -.11 -.12 .12 .05 .20 .68 .72  .77 
German .17 -.05 -.05 -.07 .08 -.01 .06 -.05 .13 -.02 .16 .68 .75 .80 
Image .43 .20 .25 .19 -.05 .19 .20 .23 .27 .21 -.03 .92 .95 .97 
Led7 .59 .20 .38 .05 .48 .04 .10 .33 .63 .42 .36 .66 .72 .74 
Satellite .40 .00 .02 .00 .15 .04 .13 .02 .20 .07 .20 .85 .89 .90 
Sick .10 -.02 -.04 -.05 .07 -.03 .01 -.03 .05 -.01 .12 .89 .95 .97 
Thyroid .80 .08 .45 .08 .80 -.03 .17 .43 .83 .51 .43 .93 .98 .99 
Tic-Tac .67 .14 .23 .12 .27 .12 .13 .21 .35 .27 .05 .65 .73 .83 
WBC .62 .48 .55 .46 .64 .37 .46 .54 .56 .61 .33 .77 .97 .99 
Vehicle .18 -.08 -.05 -.08 .12 -.02 .04 -.05 .13 .01 .14 .70 .78 .83 
Mean .43 .08 .15 .05 .28 .04 .11 .15 .32 .21 .18 .77 .85 .88 

 

The overall results here are quite similar to the first experiment. Here though, the 

correlation between accuracy on the training and validation data and test set 

accuracy are slightly higher. The major reason for this seems to be the fact that 
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some ensembles in this experiment turned out to have low accuracy, which does 

affect the correlation, but not necessarily the average over all ensembles. In 

Experiment 1, all ensembles had acceptable accuracy. 

Again, the correlation is generally higher between training and test, than 

between validation and test, even though it is less significant. It is obvious that a 

few data sets vary considerably depending on whether measurements are made on 

the training or validation set. German and Sick are examples where a significant 

difference occurs depending on which set the measurements are made on. 

Regarding the different diversity measures, most correlations are still very low. 

It could, however, be noted that double fault and difficulty overall show slightly 

higher correlations than the rest. 

On individual folds, the correlation between a diversity measure and test set 

accuracy is sometimes rather high. Figure 9 below shows an example where more 

diverse ensembles also are more accurate. This is clearly the kind of results that 

would make it possible to explicitly use diversity when optimizing ensemble 

accuracy. 
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Figure 9. A sample fold with very strong correlation (-0.85) between the diversity 

measure (DF) and test set accuracy. 
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Unfortunately, the picture is completely different on most folds. In Figure 10 

below, the correlation is a more typical (-0.27). 
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Figure 10. A sample fold with more typical correlation (-0.27) between the diversity 

measure (DF) and test set accuracy. 

 

It could be argued that correlation over the entire data set is not really the most 

important criterion. After all, you would eventually have to choose one ensemble 

to apply on unseen data. So, an interesting question is whether it is beneficial or 

not to select an ensemble with higher diversity on the training data, compared to 

picking a random ensemble. To emulate this, the mean test set accuracy for the 

1% most diverse ensembles was calculated; i.e., 30 ensembles in the enumerated 

experiment and 100 ensembles in the randomized experiment. Diversity was 

measured on the training or validation set using double fault and difficulty. As 

comparison, ensemble accuracy was also measured. The results are presented in 

Table 13 below. Bold signifies highest mean accuracy, while underlined signifies 

better than All, which is the average accuracy of all ensembles. 
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Table 13. Tabulated values are Test set accuracies.  

Comparison between the 1% ensembles having highest diversity and all ensembles.  

Data set 
Enumerated Train Enumerated Val Randomized Train Randomized Val 
All Acc DF DI All Acc DF DI All Acc DF DI All Acc DF DI 

Crx .848 .847 .848 .848 .844 .848 .851 .836 .855 .859 .830 .849 .852 .860 .829 .846 
Diabetes .737 .735 .738 .732 .726 .725 .732 .721 .770 .757 .725 .760 .752 .750 .723 .740 
German .957 .963 .962 .964 .948 .952 .953 .952 .952 .959 .955 .958 .954 .962 .957 .962 
Image .732 .730 .734 .732 .736 .737 .738 .738 .726 .727 .723 .716 .718 .722 .712 .713 
Led7 .773 .768 .766 .762 .770 .766 .765 .761 .773 .769 .738 .757 .724 .729 .722 .727 
Satellite .891 .897 .897 .897 .888 .891 .892 .892 .885 .893 .890 .892 .886 .892 .888 .892 
Sick .956 .959 .960 .960 .946 .956 .955 .955 .957 .963 .944 .950 .945 .958 .930 .946 
Thyroid .978 .983 .982 .983 .975 .975 .976 .976 .978 .981 .963 .971 .978 .980 .946 .968 
Tic-Tac .788 .828 .831 .830 .736 .759 .764 .765 .768 .831 .805 .826 .733 .778 .746 .777 
WBC .964 .964 .965 .964 .963 .964 .966 .964 .962 .962 .942 .961 .970 .973 .947 .971 
Vehicle .800 .805 .807 .805 .774 .780 .784 .779 .810 .826 .813 .819 .775 .779 .763 .777 
Mean .857 .862 .863 .861 .846 .850 .852 .849 .858 .866 .848 .860 .844 .853 .833 .847 

 

In the experiment with enumerated ensembles, where all ensembles consist of 

exactly 10 ANNs, it is clearly beneficial to select an ensemble with high diversity. 

When using randomized ensembles, on the other hand, it is even better to pick a 

random ensemble instead of a highly diverse, on most data sets. Clearly, difficulty 

is the better of the two diversity measures for randomized ensembles. Although 

the differences are rather small, a Wilcoxon signed rank test ( 0.05α = ) shows 

that the average accuracy obtained by the 1% most diverse enumerated ensembles 

(measured using double fault on both train and validation data) is significantly 

higher compared to All. Similarly, Acc gets significantly higher accuracy than All 

for randomized ensembles. The other comparisons show no significant 

differences.  

6.2.4 Conclusions – Study 1 

The results in the study support the claim that there is no diversity measure 

strongly correlated with test set accuracy using these specific setups. The study 

also showed that the correlation between accuracy measured on training or 

validation data and test set accuracy is rather low.  

6.2.5 Method – Study 2 

The overall purpose of this study is to evaluate the same ten diversity measures 

using other settings to evaluate to what extent the results are dependent on the 

experimental setup. As before, the evaluation is performed by examining 

correlations between diversity measures and ensemble test accuracy. Again, 

ensemble accuracy is evaluated together with the diversity measures. 

In the main experiment, 20 ANNs are trained for each problem, and then a 

total of 10000 randomized ensembles are formed using these 20 ANNs. The 

ANNs are trained using the same settings as in previous studies.  
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Like in the previous study, the experiment is divided in two parts, the 

difference being whether a validation set is used or not. The experiments are 

summarized in Table 14 below. 

Table 14. Experiments in the second study 

Experiment A B 
#Ensembles 10000 10000 
Train 90% 60% 
Val. - 30% 
Test 10% 10% 
Evaluation Train vs. Test Val. vs. Test 

 

The second experiment evaluates whether combining two or more diversity 

measures could be fruitful. Although this concept may first appear somewhat 

odd, it must be noted that the diversity measures capture very different 

properties. On the other hand, it is not obvious exactly how such a combination 

should be formulated, especially since the measures have different ranges and 

meanings. In this study, the measures that were to be combined were just summed 

up. For ↓ -measures, this, of course, means subtracting instead of adding the 

value. As an example, a combination of training set accuracy, double fault ( ↓ ) 

and kohavi-wolpert (↑ ) would be: 

S Acc DF KW= − +    (28) 

Since accuracy is also included when evaluating the possible combinations, the 

total number of combinations is 2048. For each combination, the ensembles are 

ordered on the summed value (on training or validation set) and then test set 

accuracies for the top 1% ensembles are calculated. The combinations are also 

ranked based on the performance on the test set. 

6.2.6 Ensemble settings – Study 2 

The only difference to the previous study in matter of ANN training and 

ensemble creation is that only 20 ANNs are trained and that the sizes of the 

10000 ensembles span a wider interval (between 2 and 20 ANNs). This makes 

comparisons based on some of the diversity measures slightly awkward, since the 

number of base classifiers is included in the formulas. Nevertheless, this setup was 

believed to be interesting as a complement to evaluating fixed sized ensembles.  

6.2.7 Results – Study 2 

The main results from the experiment are shown in Table 15 and Table 16 below. 

The values tabulated in the first 11 columns are the correlations between the 

specific measure and test set accuracy. Acc is accuracy on either training or 

validation data. It must again be noted that, in order to make the tables more 
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readable, all correlations reported are (even for measures where lower values 

indicate higher diversity) between high diversity and high accuracy. 

Consequently, higher values are always “better”; i.e., they indicate a stronger 

positive correlation between the specific measure and test set accuracy. The final 

three columns show the minimum, maximum and mean test set accuracies 

obtained. 

Table 15. Experiment A 

Correlations between measures on training set and test set accuracy.  

Data set Acc Q � DIS DF E KW κ DI GD CFD Min Max Avg 

cleve .30 -.03 -.01 -.01 .03 .06 .41 -.01 .51 .02 .16 .55 .95 .83 
cmc .34 .01 .06 .06 .29 .14 .41 .06 .41 .15 .28 .41 .62 .54 
crx .70 -.23 -.24 -.32 .31 -.22 .12 -.22 .53 -.05 .22 .50 .91 .84 
ecoli .42 -.02 -.01 -.13 .20 -.06 .25 -.07 .47 .04 .31 .51 .93 .84 
hypo .93 -.23 -.20 -.29 .43 -.28 -.14 -.11 .60 .03 .11 .52 .99 .97 
pima .39 -.10 -.08 -.11 .05 -.05 .18 -.07 .29 -.02 .16 .52 .84 .76 
sat .75 .06 .35 .12 .71 .05 .30 .37 .74 .43 .62 .80 .90 .87 
vehicle .40 .13 .18 .07 .30 .12 .43 .17 .58 .23 .37 .63 .89 .81 
MEAN .53 -.05 .01 -.07 .29 -.03 .25 .01 .52 .10 .28 .56 .88 .81 

 

Table 16. Experiment B 

Correlations between measures on validation set and test set accuracy.  

Data set Acc Q � DIS DF E KW κ DI GD CFD Min Max Avg 

cleve .28 -.21 -.21 -.24 .02 -.14 .15 -.21 .30 -.13 .02 .53 .92 .81 
cmc .37 -.11 -.09 -.08 .12 .06 .30 -.09 .29 -.02 .07 .38 .61 .53 
crx .71 -.27 -.28 -.36 .39 -.28 .04 -.24 .46 -.03 .23 .51 .91 .84 
ecoli .36 -.06 -.07 -.17 .26 -.06 .14 -.10 .36 .04 .18 .53 .92 .83 
hypo .94 -.26 -.25 -.32 .47 -.30 -.14 -.15 .64 .02 .11 .50 .99 .97 
pima .39 -.23 -.25 -.27 .01 -.19 .03 -.23 .17 -.18 .05 .53 .84 .76 
sat .70 .02 .27 .06 .58 .05 .31 .27 .68 .33 .51 .77 .90 .87 
vehicle .29 -.06 -.03 -.09 .17 .01 .28 -.04 .42 .03 .15 .63 .88 .79 
MEAN .51 -.15 -.11 -.18 .25 -.11 .14 -.10 .42 .01 .17 .55 .87 .80 

 

The mean correlations are remarkably low. Specifically, several measures have 

extremely low or even negative mean correlation. On the other hand, some 

measures obtain significantly higher correlations. Only difficulty, however, has a 

correlation comparable to the correlation between accuracy on training or 

validation data and test set accuracy. The measures that perform comparably well 

are difficulty, double fault, coincident failure diversity and kohavi-wolpert. 

In this study, correlations between training or validation set accuracy and test 

set accuracy are often rather high. In the previous study, where ensembles of sizes 

between 10 and 50 ANNs were evaluated, the correlations between training or 

validation set accuracy and test set accuracy were much lower. The reason is that 

fewer ensembles with poor performance were included when only ensembles with 

more than 10 members were evaluated. This is obvious since the difference 
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between minimum test set accuracy and mean test set accuracy (Min and Avg in 

Table 15 and Table 16) is much greater than for the corresponding results above. 

This seemingly encouraging result is therefore unfortunately explained by the fact 

that some, very small, ensembles have very low accuracy on training, validation 

and test data. Based on this, and especially the results in the study presented 

above, the very common procedure to optimize an ensemble based on training or 

validation set accuracy, is somewhat questionable.  

As argued before, correlation over the entire data set is not really the most 

important criterion. As before, the mean test set accuracy for the 1% most diverse 

ensembles was calculated; i.e., 100 ensembles. Diversity was measured on the 

training and validation sets using difficulty, double fault, coincident failure 

diversity and kohavi-wolpert. The results are presented in Table 17 and Table 18 

below. Bold results signify the best achieved result and underlined results 

indicates better than All. 

Table 17. Comparison between the 1% ensembles having highest training set diversity 

and all ensembles. Values are test set accuracies. 

Data set All DF KW DI CFD 
cleve   0.829 0.790 0.810 0.828 0.771 
cmc     0.541 0.529 0.541 0.541 0.521 
crx     0.838 0.805 0.797 0.833 0.801 
ecoli   0.844 0.822 0.813 0.842 0.815 
hypo    0.975 0.939 0.886 0.978 0.934 
pima    0.765 0.728 0.733 0.755 0.715 
sat     0.869 0.875 0.870 0.878 0.872 
vehicle 0.810 0.805 0.801 0.822 0.789 
Mean  0.809 0.787 0.781 0.810 0.777 

Table 18. Comparison between the 1% ensembles having highest validation set diversity 

and all ensembles. Values are test set accuracies.  

Data set All DF KW DI CFD 

cleve   0.812 0.776 0.798 0.815 0.766 
cmc     0.531 0.516 0.532 0.531 0.502 
crx     0.840 0.800 0.801 0.842 0.791 
ecoli   0.828 0.815 0.798 0.820 0.817 
hypo    0.975 0.934 0.854 0.980 0.922 
pima    0.759 0.728 0.737 0.753 0.723 
sat     0.866 0.867 0.862 0.875 0.867 
vehicle 0.792 0.778 0.790 0.800 0.772 
Mean  0.800 0.777 0.771 0.802 0.770 

 

The main picture is that choosing very diverse ensembles is clearly worse than 

picking an ensemble at random. This holds for all measures with the exception of 

difficulty.  
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Table 19. Comparison between the 50% ensembles having highest training set diversity 

and all ensembles. Values are test set accuracies.  

Data set All DF KW DI CFD 

cleve   0.829 0.828 0.831 0.835 0.830 
cmc     0.541 0.544 0.543 0.543 0.543 
crx     0.838 0.843 0.838 0.844 0.843 
ecoli   0.844 0.845 0.846 0.850 0.847 
hypo    0.975 0.977 0.973 0.979 0.977 
pima    0.765 0.764 0.764 0.766 0.765 
sat     0.869 0.874 0.872 0.875 0.874 
vehicle 0.810 0.814 0.815 0.818 0.814 
Mean 0.809 0.811 0.810 0.814 0.812 

Table 20. Comparison between the 50% ensembles having highest validation set 

diversity and all ensembles. Values are test set accuracies.  

Data set All DF KW DI CFD 
cleve   0.812 0.812 0.816 0.819 0.812 
cmc     0.531 0.533 0.535 0.535 0.533 
crx     0.840 0.846 0.842 0.848 0.846 
ecoli   0.828 0.833 0.829 0.834 0.834 
hypo    0.975 0.977 0.973 0.979 0.977 
pima    0.759 0.760 0.761 0.762 0.761 
sat     0.866 0.870 0.868 0.870 0.869 
vehicle 0.792 0.794 0.797 0.798 0.795 
Mean 0.800 0.803 0.802 0.806 0.803 

 

As can be seen in Table 19 and Table 20, the picture is different. All four 

diversity measures achieve higher mean accuracy than the overall average. So, 

while the diversity measures to some extent fail to point out the absolutely best 

ensembles (top 1%), they manage to filter out the worst.  

Table 21 and Table 22 presents the results from the second experiment for the 10 

best combinations found, ordered by rank. 

Table 21. Top 10 combinations based on training set data  

Combined measures Test Set Accuracy 
Acc, �, GD 0.8270 
Acc, �, Dis, DI, GD 0.8261 
Acc, �, DI, GD 0.8279 
Acc, Dis, DI 0.8278 
Acc, �, GD 0.8262 
�, DI, GD 0.8265 
Acc, Dis, �, DI, GD 0.8258 
Acc, �, DI, GD 0.8284 
Acc, Q, DI, CFD 0.8282 
Acc, Dis, �, DI, GD, CFD 0.8279 
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Table 22. Top 10 combinations based on validation set data  

Combined measures Test Set Accuracy 
Acc, DI 0.8223 
Acc, Dis, �, DI, GD, CFD 0.8214 
Acc, �, Dis, DI, GD, CFD 0.8216 
Acc, �, DI, GD 0.8209 
Acc 0.8215 
Acc, DF, �, DI, GD 0.8206 
Acc, �, E, DI, GD, CFD 0.8199 
Acc, E, �, DI, GD, CFD 0.8199 
Acc, Q, DF, DI, CFD 0.8206 
Acc, Dis, �, GD, CFD 0.8205 

 

As can be seen, all top combinations include training or validation accuracy. 

Using only accuracy is ranked as one of the best choices when considering 

validation data. Combining accuracy and difficulty appear to be almost equally 

good choices. It should be noted that the test set accuracy should be compared 

primarily to the accuracy in Table 17 and Table 18. The combinations also 

confirm that accuracy and difficulty are among the most promising measures, 

such as generalized diversity and coincident failure diversity. However, when 

combining measures, also other measures turn out to be useful as well. Finally, it 

is reassuring that similar combinations are among the top 10 regardless of 

evaluation set used. 

6.2.8 Conclusions – Study 2 

Overall, this study confirmed the conclusions drawn in the first study. The 

conclusion must be that these results are rather robust, and will hold for most 

variations of settings when using ANNs.  

The study pointed out a few more promising diversity measures, including 

generalized diversity and coincident failure diversity, which in combination with 

training or validation accuracy, could be potential design choices. The most 

successful diversity measure was difficulty, which confirms findings in the first 

study.  

It is worth noting that, when the ensemble sizes were allowed to vary more, 

double fault turned out to be less useful. One plausible explanation is the one 

given by Aksela and Laaksonen to why pairwise measures will not work. When 

the minimum size of the ensembles is restricted, as in the first study, the problem 

the problem does not appear.  

6.2.9 Discussion 

The correlations reported in these studies are generally rather low. However, 

when ensembles of more varying sizes, and including much less accurate 

ensembles, were evaluated, the correlations became higher for some measures. 
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Based on this observation, correlation might be questioned as an evaluation 

method, since it will reward situations where a few really inaccurate ensembles 

are compared to a whole body of almost equally accurate ensembles. 

Another important observation is that the experimental setup will have a great 

impact on the results achieved. Evaluating ensembles of varied sizes will result in 

very different results compared to evaluating a set of ensembles with a fixed size. 

Similarly, ensembles of varied sizes with different minimum size will also affect 

the performance of different measures a lot. 

Combinations of more than one measure were evaluated in this second study. 

It was shown that the criteria that best could rank test accuracy was in almost all 

cases a combination of more than one measure. However, how to determine 

which combination is the best is an open question. How to combine measures is 

also something worth further investigation. 

An important question only marginally addressed is whether results with a 

single measure on training or validation data can be used when optimizing for 

maximum ensemble performance. 

6.3 Diversity and GEMS  

The overall purpose of this study, not previously published, is to evaluate how the 

ten diversity measures from the previous study could be applied to GEMS. 

Initially, the motivation to analyze diversity was to see whether it could be 

utilized in GEMS. While the previous study examined the use of diversity in 

general, this study examines how to utilize it in GEMS. 

6.3.1 Method 

The empirical study is divided into three main experiments. The purpose of the 

first experiment is to evaluate the correlation between the ten diversity measures 

and test set accuracy. The second experiment evaluates selecting ensembles based 

on combinations of more than one measure. The purpose of the third experiment 

is to further evaluate different ways of combining multiple measures and to make 

comparisons to using single measures. 

Before further specification of the experimental setups, an introduction of the 

technique GEMS for creation of ANN ensembles is appropriate. In the first step 

of GEMS, a number of ANNs are trained and stored in a pool. Each ANN uses a 

one-of-C representation, i.e., the output of each instance is coded as a binary 

vector with a ‘1’ at the index corresponding to the class of the instance. As a 

consequence, the number of output units is equal to the number of classes. The 

activation level, i.e., the output value, of the output units for a specific ANN is 

termed its result vector. In the second step, GP is used to create the actual 
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ensemble. When using GP, the ensembles are coded as genetic programs, where 

each individual represents a possible combination of the available ANNs. More 

specifically; each ensemble is represented as a tree, where the internal nodes 

contain operators while the leaves must be either ANNs from the pool or 

(random) constants. GEMS has two operators; Mult and Avg. Mult is used to 

multiply a result vector with a constant and Avg averages the result vectors from 

its children. 

It should be noted that this in fact means that GEMS builds ensembles using a 

mix of smaller ensembles and single ANNs as building blocks. Figure 11 shows a 

GEMS ensemble coded in the tree format described above. This very small, 

sample, ensemble uses only three ANNs and the result is the average of ANN3 

(multiplied with a factor 0.8) and the average of ANN1 and ANN2. 

AVG

ANN1 ANN2

FACT

0.8 ANN3

AVG

 

Figure 11. A sample GEMS ensemble. 

 

In the example in Figure 11, the representation language used is simple and 

consists of the following sets of functions and terminals: 

ℜ

F = {Avg, Mult}

T = {Model1, Model2, ..., ModelN, }
 

where ℜ  is a random number in the interval [0, 1]. ℜ  was used as a scaling 

factor together with the Mult operator. The standard representation language 

used is described using BNF in Figure 12 below: 
  

   

  

     

    ℜ

Ens :- Avg | Mult | Model

Avg :- (avg Ens Ens)

Mult :- (* ConConst Ens)

Model :- Model1 | Model2 | ... | ModelN

ConConst :-

 

Figure 12. Representation language for GEMS. 

 

The representation language for GEMS is a context free grammar (Chomsky 

1956), which means that it always takes the form V w→ , where V is a single 

non-terminal symbol, and w is a string of terminals and/or non-terminals. The 

MU L T  
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term "context-free" expresses the fact that non-terminals can be rewritten 

without regard to the context in which they occur. 

In this study, a further simplification is made in that only the Avg function is 

used. 

Consequently, GEMS builds its ensembles by combining individual models or 

ensembles. This strategy is somewhat different from the linear combination used 

in the previous study, and it is not granted that diversity will work in the same 

way for GEMS, as it did in the previous study. The standard GEMS ensemble is 

always a pairwise combination of models (whether they be single models or 

ensembles). In this study we have evaluated the ten diversity measures on the 

simplified GEMS ensembles. 

The general setup is that three sets, each containing 5 ANNs, have been 

trained. The first set of ANNs did not have any hidden layer at all, thus resulting 

in weak models. The ANNs in the second set had one hidden layer and the 

number of units in the hidden layer as given in equation (25). This set represents 

a standard setup for ANN training. The third set of ANNs used two hidden 

layers, where h1 in equation (26) determines the number of units in the first 

hidden layer and h2 in equation (27) determines the number of units in the second 

layer. The third set of models could be expected to be overfitted on the training 

set, since all ANNs, in all sets, have been trained without early stopping 

validation. Each network has also used only 80 % of the available variables, 

drawn randomly. These design choices were made to ensure some diversity 

among the networks in each group. All three sets of ANNs will be combined into 

a pool of diverse ANNs.  

All ensembles consisting of pairwise combinations of the 15 ANNs in the pool 

have been formed, resulting in 105 ensembles. In experiments, all 5460 pairwise 

combinations of the 105 previously formed ensembles will be evaluated. These 

5460 ensembles represent (almost) all possible GEMS ensembles that could be 

formed from 15 ANNs with the particular architecture represented in Figure 13.  
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Figure 13 A simulated GEMS ensemble. 

 

The ANNs descending from Avg1.1, i.e., ann1.1.1 and ann1.1.2, were always different, 

just as the ANNs descending from Avg1.2. The ensemble Avg1.1 was never identical 

to Avg1.2, even though a specific ANN could be a descendant to both Avg1.1 and 

Avg1.2, and thus appear twice. Consequently, the Avg1-node has in these 

experiments always been the average of at least three different networks (with the 

possibility of a specific ANN appearing twice). 

It must be noted that when using this setup, the base classifier accuracy 

measure is actually the average accuracy achieved by the ensembles Avg1.1 and 

Avg1.2, and not the mean accuracies of the ANNs in the leaf nodes. These GEMS 

ensembles will always be balanced trees. However, it must be remembered that in 

practice, most GEMS ensembles will not be balanced trees. Therefore it is 

reasonable to measure base classifier accuracy as the mean of the children of the 

root node, rather than the mean of all included individual ANNs.  

Two sets of runs have been evaluated for each experiment. In the first run, (a), 

all data except the test data was used to train the ANNs. If no validation set is 

used, diversity is measured on the training set, and results are correlations 

between diversity measures obtained using training data and test set accuracy. In 

the second run, (b), a validation set has been set aside when training the ANNs. 

When a validation set is used, this set is not used at all during ANN training. 

Diversity and accuracy is measured only on the validation set. For all 

experiments, 10-fold cross-validation is used. Experiment 1 is summarized in 

Table 23. 

Table 23. Experimental setup 

Experiment Train Val Test Evaluation 
1a 90% - 10% Train vs. Test 
1b 70% 20% 10% Val. vs. Test 

 

The second experiment evaluates combinations of measures, in the same way as 

in the previous study. 

  Avg1 

 Avg1.1  Avg1.2 

 ann1.1.1  ann1.1.2  ann1.2.1  ann1.2.2 
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6.3.2 Result 

Table 24 and Table 25 show the results from Experiment 1. The values tabulated 

in the first 12 columns are the average correlation, over the ten folds, between the 

specific measure and test set accuracy for all the simulated ensembles. In order to 

make the tables more readable, all correlations reported are (even for measures 

where lower values indicate higher diversity) between high diversity and high 

accuracy. The measure Acc is the ensemble accuracy and reported correlations are 

between accuracy on training or validation and test. BAcc is the mean base 

classifier accuracy on either training data or validation data. The last three 

columns are the minimum test set accuracy, maximum test set accuracy and mean 

test set accuracy, respectively. The row Mean corr is the mean correlation over all 

results and the row Mean ranks is the mean ranks. 

Table 24. Experiment 1a – Train vs Test 

Data set Acc BAcc Q P DIS DF E KW K DI GD CFD Min Max Mean 
bupa .09 .10 .00 .03 .01 .08 .01 .01 .03 .08 .05 .05 .49 .82 .68 
bcancer .00 -.03 .03 .07 .09 .04 .09 .09 .07 .03 .07 .08 .51 .85 .70 
cleve .02 -.01 -.02 .02 .01 .02 .01 .01 .02 .01 .02 .03 .64 .92 .82 
cmc .30 .29 .06 .08 .06 .25 .06 .06 .07 .13 .11 .12 .46 .61 .54 
crabs .44 .32 .04 .01 -.23 .23 -.23 -.23 -.01 .33 .02 .02 .61 .98 .93 
crx -.06 -.10 .05 .07 .11 .00 .11 .11 .07 -.04 .07 .08 .77 .91 .85 
ecoli .07 .06 -.04 .00 -.02 .06 -.02 -.02 .00 .06 .00 .02 .70 .91 .83 
german -.07 -.13 .15 .20 .26 .07 .26 .26 .21 .02 .19 .20 .65 .83 .75 
hepati .02 -.01 .01 .05 .05 .04 .05 .05 .05 .02 .05 .06 .60 .96 .82 
horse .04 -.05 .08 .11 .13 .06 .13 .13 .11 .02 .10 .11 .63 .92 .80 
hypo .54 .28 .02 .12 -.08 .42 -.08 -.08 .09 .37 .10 .13 .93 .99 .98 
image .70 .56 -.04 .12 -.23 .64 -.23 -.23 .08 .64 .12 .14 .81 .97 .93 
iono .24 .16 .08 .16 -.02 .22 -.02 -.02 .16 .21 .17 .16 .74 .97 .89 
led7 .61 .34 -.05 -.04 -.08 .35 -.08 -.08 -.06 .19 -.02 -.02 .59 .76 .73 
labor .25 .21 .00 .00 -.10 .21 -.10 -.10 .00 .25 .00 .08 .50 1.00 .92 
lymph .02 -.01 .03 .06 .07 .05 .07 .07 .06 .03 .05 .06 .60 .95 .82 
pima -.15 -.15 -.06 -.04 -.01 -.10 -.01 -.01 -.04 -.11 -.04 -.03 .66 .83 .76 
sick .46 .32 -.02 .07 -.10 .38 -.10 -.10 .06 .38 .06 .08 .93 .98 .97 
sonar .12 .08 .05 .10 .03 .13 .03 .03 .10 .12 .11 .11 .50 .91 .74 
soybean .44 .09 .15 .33 .21 .40 .21 .21 .32 .29 .34 .34 .77 .98 .92 
tae .20 .17 .01 .03 .01 .14 .01 .01 .03 .07 .07 .07 .21 .75 .54 
tictactoe .78 .73 .31 .41 -.09 .71 -.09 -.09 .39 .75 .50 .46 .62 .93 .79 
waveform .57 .42 -.19 -.15 -.27 .29 -.27 -.27 -.17 .42 -.13 -.10 .66 .89 .86 
breast .11 .05 -.06 -.03 -.06 .08 -.06 -.06 -.04 .07 -.04 -.03 .90 .99 .96 
vehicle .30 .20 .22 .29 .10 .32 .10 .10 .29 .29 .31 .30 .68 .88 .80 
wine .44 .30 .00 .00 -.20 .30 -.20 -.20 .05 .34 .00 .05 .68 1.00 .95 
zoo .25 .13 .00 .00 -.01 .19 -.01 -.01 .00 .18 .00 .10 .79 .99 .94 
Mean corr .25 .16 .03 .08 -.01 .21 -.01 -.01 .07 .19 .08 .10 .65 .91 .82 
Mean ranks 3.8 6.5 9.2 6.3 8.5 4.2 8.5 8.5 6.7 5.2 5.9 4.7    
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Table 25. Experiment 1b – Validation vs Test 

Data set Acc BAcc Q P DIS DF E KW K DI GD CFD Min Max Mean 
bupa .01 -.06 .09 .12 .13 .07 .13 .13 .12 .07 .11 .12 .55 .84 .72 
bcancer .09 .08 -.04 .00 .00 .04 .00 .00 .00 .03 .01 .02 .52 .84 .70 
cleve .15 .08 .04 .07 .06 .11 .06 .06 .07 .11 .08 .09 .67 .92 .81 
cmc .06 .09 .00 .02 .01 .06 .01 .01 .01 .02 .02 .02 .47 .62 .55 
crabs .46 .31 .01 .03 -.16 .24 -.16 -.16 .03 .29 .03 .00 .64 .97 .89 
crx .13 .06 .09 .14 .12 .17 .12 .12 .14 .16 .14 .15 .77 .91 .85 
ecoli .19 .16 .05 .08 .05 .18 .05 .05 .08 .18 .09 .09 .69 .91 .82 
german .24 .11 .19 .23 .22 .28 .22 .22 .23 .28 .24 .24 .64 .81 .74 
hepati -.03 -.03 .05 .04 .05 .01 .05 .05 .04 .00 .03 .03 .69 .95 .83 
horse .20 .17 .02 .05 .03 .16 .03 .03 .06 .17 .07 .08 .65 .91 .80 
hypo .39 .15 .04 .10 .05 .29 .05 .05 .10 .24 .10 .12 .95 .99 .98 
image .63 .48 .06 .17 -.10 .53 -.10 -.10 .15 .55 .18 .19 .84 .97 .93 
iono .14 .11 .02 .05 .00 .11 .00 .00 .05 .12 .06 .06 .76 .96 .89 
led7 .33 .26 .00 .00 -.06 .30 -.06 -.06 .00 .29 .00 .08 .62 1.00 .91 
labor .39 .24 .04 .05 .04 .20 .04 .04 .05 .19 .06 .06 .69 .76 .73 
lymph .08 .09 -.01 .01 -.01 .07 -.01 -.01 .01 .07 .02 .03 .63 .95 .82 
pima .11 .14 -.01 .01 .00 .10 .00 .00 .01 .10 .02 .03 .66 .84 .76 
sick .41 .25 -.02 .05 -.02 .29 -.02 -.02 .05 .31 .05 .06 .94 .99 .97 
sonar .14 .08 .05 .07 .04 .13 .04 .04 .07 .13 .07 .08 .60 .91 .78 
soybean .42 .20 .13 .22 .15 .33 .15 .15 .23 .31 .24 .25 .82 .96 .92 
tae .21 .19 -.01 .02 -.02 .16 -.02 -.02 .01 .10 .05 .05 .32 .73 .57 
tictactoe .85 .81 .34 .43 .01 .77 .01 .01 .45 .81 .55 .49 .65 .96 .80 
waveform .19 .06 .20 .26 .25 .25 .25 .25 .26 .24 .26 .27 .70 .90 .81 
breast .71 .52 -.19 -.16 -.27 .34 -.27 -.27 -.19 .46 -.14 -.12 .68 .88 .85 
vehicle .34 .22 -.01 .01 -.06 .24 -.06 -.06 .01 .26 .01 .02 .87 .99 .96 
wine .45 .26 .01 .01 -.13 .23 -.13 -.13 .01 .27 .01 .01 .71 .99 .95 
zoo .21 .14 .02 .03 .00 .14 .00 .00 .03 .14 .03 .04 .84 .98 .94 
Mean corr .28 .19 .04 .08 .01 .22 .01 .01 .08 .22 .09 .09 .69 .90 .83 
Mean ranks 2.6 4.8 9.7 6.8 9.6 3.5 9.6 9.6 7.0 3.6 6.0 5.1    

 

The main results in these experiments are that ensemble accuracy and double 

fault in general have the highest correlation with test accuracy. Difficulty and 

coincidence failure diversity have similar rankings but coincidence failure 

diversity seldom attains high correlation. In a similar way, base classifier accuracy 

achieves lower ranking than e.g. coincidence failure diversity, but does not in 

general achieve as low correlation as all but the measures ensemble accuracy, 

double fault and difficulty.  

Using a Friedman test followed by a Nemenyi post-hoc (with p = 0.05) test on 

experiment 1a shows that the ensemble accuracy, double fault, difficulty and 

coincidence failure diversity measures are significantly more correlated to test 

accuracy than the Q statistics, dissimilarity, entropy and kohavi-wolpert 

measures. 

Using the same tests on experiment 1b shows that ensemble accuracy is 

significantly more correlated to test accuracy than all measures except base 

classifier accuracy, double fault, difficulty and coincidence failure diversity. The 

double fault and difficulty measures are not significantly worse than ensemble 

accuracy. However, they are not significantly better than generalized diversity. 
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Base classifier accuracy is not significantly worse than double fault and difficulty, 

but is not significantly different from the correlation (ρ) measure.  

To summarize, the general picture is that four different measures stand out 

when considering correlations. The four measures are, in descending order, 

ensemble accuracy, double fault, difficulty and base classifier accuracy. Some of 

the other measures, like coincidence failure diversity, generalized diversity, 

correlation and the interater � measure, achieve rankings comparable to or better 

than at least base classifier accuracy, but on a closer look, these measures achieve 

considerably lower correlation in general. 

It is worth noting that the correlation, though still not very high, is for all 

measures almost always positive, as opposed to the previous studies.  

Combinations of measures have already been shown to be an interesting 

option. A similar comparison as in the previous study is performed on the six 

most correlated diversity measures, along with ensemble accuracy and base 

classifier accuracy. The number of combinations is 255. The 4 least correlated 

measures were excluded, since they constantly achieved low correlation and low 

ranking. 

For each combination, ensembles are ordered on the summed value (on 

training or validation set) and then the mean test set accuracies for the top 1%, 

5%, and 10% ensembles are calculated. The combinations are also ranked based 

on performance on the test set. The three best combinations found for each of the 

runs in experiment 1, ordered on rank, are presented in Table 26 to Table 28 

below.  

Table 26. Top 1% combinations based on test set data  

Experiment #1 #2 #3 
1a Acc, DF, DI Acc, BAcc, DF, DI Acc, BAcc, DF 
1b Acc, BAcc, DI, GD Acc, BAcc, GD Acc, BAcc, CFD 

 

Table 27. Top 5% combinations based on test set data 

Experiment #1 #2 #3 
1a BAcc, DF BAcc, DF, DI Acc, BAcc, DI 
1b Acc, DI Acc Acc, BAcc 

 

Table 28. Top 10% combinations based on test set data 

Experiment #1 #2 #3 
1a Acc, DI Acc, DF, DI Acc, BAcc, DF 
1b Acc, DF Acc, BAcc, DF, CFD Acc, DF, DI 
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The most striking observation from these tables is that ensemble accuracy is the 

single most important measure to include. Almost all the top ranked 

combinations include ensemble accuracy. The second most important measure 

seems to be base classifier accuracy, in combination with other measures. Another 

important observation is that in practice, only double fault and difficulty seems to 

be worth considering. Coincidence failure diversity and generalized diversity are 

included in some combinations, but generally not among the #1 ranked 

combinations.  

In general (i.e., over all data sets and folds), it turns out to be beneficial to use 

a combination of more than one measure. Especially among the top 1% 

ensembles, the tendency is that ensemble accuracy, base classifier accuracy and at 

least one diversity measure in combination is a winning choice.  

6.3.3 Conclusions 

The results clearly show that some measures stand out among the twelve 

measures evaluated. Ensemble accuracy is clearly the single best measure in 

general, followed by the diversity measures double fault and difficulty. Base 

classifier accuracy does not achieve as high ranking as some of the diversity 

measures, but does on the other hand generally achieve higher correlation 

whenever it is better than other measures.  

The first experiment shows that the above mentioned four measures are in 

general the measures that achieve higher correlations with test set accuracy. It 

must be noted, though, that this higher correlation is relative to the other 

measures and that this still means rather low correlations in general. As can be 

seen when individual data sets are considered, the differences between data sets 

are much larger than between the different measures. 

In the second experiment, linear combinations of measures were evaluated to 

see if single measures were preferable over combined measures. It turns out that 

combined measures are in general a better choice than single measures. The 

measure most often included in the best combinations is ensemble accuracy in 

combination with at least one of the diversity measures. Base classifier accuracy, 

often together with ensemble accuracy, is also among the best combinations. 

Regarding the use of diversity in GEMS, it is evident that most measures do not 

work at all. However, the measures double fault and difficulty do achieve results 

almost comparable to ensemble accuracy. The results clearly indicate that using 

diversity, preferably in combination with ensemble accuracy, seems to be a 

productive route for future enhancements of GEMS. 
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6.3.4 Discussion 

Based on the conclusion that ensemble accuracy was clearly the best measure to 

use as an optimization criterion, it is somewhat odd that GEMS, which has been 

using ensemble accuracy as its fitness function, still does not perform better. The 

question of how to combat overfitting when searching for an optimal ensemble is 

still open. 

Combinations of measures once more turn out to be a competitive strategy. 

However, the results do not give any clear guidelines on which measures to 

combine or when single measures might be the best choice. Whether double fault, 

difficulty or perhaps even some other measure should be used as diversity 

measure is hard to tell, perhaps several diversity measures could be used 

simultaneously.  

6.4 The Problem with Ranking Ensembles Based on Training or Validation 

Performance 

As the studies presented above have shown, all diversity measures evaluated 

achieves low or very low correlation with ensemble accuracy on the test set. In 

addition, it has also been showed that correlations between training or validation 

accuracies and test accuracies almost always are remarkably low. The main 

reason for this apparent anomaly is that when ensembles are evaluated, most 

ensembles tend to have very similar training or validation accuracy. Furthermore, 

validation sets are often rather small, so confidence intervals for true error rates 

when estimated using validation data become quite large.  

More formally, when using a validation set to estimate the true error rate, the 

only information available is the number of errors e on the validation set of size 

N. The correctness when classifying a novel instance (from the validation set) can 

be regarded as a random variable with a Bernoulli distribution. The number of 

errors, Y, on a validation set of size N, thus is a sum of Bernoulli distributed 

random variables, making Y a random variable with a binomial distribution. The 

sample error Y = e/N, is an unbiased estimator for the true error rate p. The 

variance for e is Np(1-p), where p has to be substituted with the estimator e/N. 

Since the parameters for the binomial distribution governing the sample error are 

known, a confidence interval for p is established by finding the interval centered 

around the sample error holding an appropriate amount (e.g. 95%) of the total 

probability under this distribution. Normally, this calculation is not performed 

directly; i.e., actually using the binomial distribution. The standard procedure is 

instead to use the normal distribution as an approximation; leading to the 

confidence interval for p given in equation (29) below.  
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As an example, if the Bupa liver disorders data set from UCI repository is used, 

the total number of instances is 345. Assuming an apparent error rate on the 

validation set of 0.35, and that 70% of the instances were used for training, 20% 

for validation and 10% for testing, the confidence interval for p using α=0.05 is   

0.35±0.11; i.e., the corresponding accuracy is between 0.54 and 0.76. 

Consequently, when most ensembles obtain similar validation accuracies - which 

is the normal situation - their confidence intervals for true error rates will be 

highly overlapping. Exactly how this reasoning applies to using diversity 

measures as estimators is not obvious. However, as experimentation has shown, 

correlations between diversity measures and test accuracies are, in practice, even 

lower than correlations between validation accuracies and test accuracies. 

Clearly, these results are very discouraging, making it extremely hard to 

suggest a training or validation measure to use for optimizing ensembles. 

Possibly, however, the results could, at least to some degree, be due to the use of 

correlation as criterion. We argue that the main issue is whether an ensemble 

ranked ahead of another on some training or validation measure retains this 

advantage on test accuracy or test AUC.  

6.4.1 Method 

The most important purpose of this study (Löfström, Johansson & Boström 

2008b) is to evaluate whether ranking of ensembles based on measures on 

training or validation data could be used to estimate which ensemble will perform 

best on novel (test) data. Ensemble performance is here either ensemble accuracy 

or ensemble AUC measured on the test set. More specifically, we intend to 

investigate altogether five measures: accuracy, base classifier accuracy, AUC, and 

the diversity measures double-fault and difficulty. Accuracy is the accuracy of the 

ensemble on training or validation data. Base classifier accuracy is the average 

accuracy obtained by the base classifiers on training or validation data. AUC is 

the AUC obtained by the ensemble on training or validation data.   

The empirical study is divided in two main experiments, each consisting of two 

parts. In the first experiment, 16 ANNs are trained and all 4368 possible 

ensembles consisting of exactly 11 ANNs are evaluated. In the second 

experiment, a total of 16 ANNs are trained and then 10000 different ensembles 

are formed from this pool of ANNs. Here, each ensemble consists of a random 

subset of the available ANNs. Both experiments are divided into two parts, the 

difference being whether an extra validation set is used or not. If no validation set 
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is used, all measures and ranking are on the training set. When a validation set is 

used, this set is not used at all during ANN training, but all measures and 

rankings are obtained using the validation set. For all experiments, 10-fold 

stratified cross-validation is used. The experiments are summarized in Table 29 

below. 

Table 29. Main experiments 

Experiment #Ensembles Train Val. Test Evaluation 

1A 4368 90% - 10% Train vs. Test 
1B 4368 60% 30% 10% Val. vs. Test 
2A 10000 90% - 10% Train vs. Test 
2B 10000 60% 30% 10% Val. vs. Test 

6.4.2 Ensemble settings 

In Experiment 1, all possible ensembles of size 11 out of 16 available ANNs are 

evaluated. In the second experiment, 10000 ensembles, each consisting of a 

random subset from the 16 available ANNs, are used. It is ensured that neither 

duplicates within the ensemble or ensembles with less than 7 ANNs are used. 

Consequently, the ensembles in the second experiment consist of between 7 and 

15 ANNs. 

6.4.3 Results 

When presenting the results, we start by showing correlations between the 

evaluated measures and test set performance. Table 30 below shows the results 

for Experiment 1A; i.e., the measures are evaluated on training data and using 

enumerated ensembles. The values tabulated in the first five columns are 

correlations between the specific measure and test set accuracy. Similarly, the 

next five columns show correlations between the specific measure and test set 

AUC. The last three columns, finally, show the minimum, maximum and average 

test set accuracies obtained by the ensembles used for the evaluation. It should be 

noted that in order to make the tables more readable, the correlations reported 

are for DF and DI between high diversity and high performance.  
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Table 30. Experiment 1A – Enumerated ensembles. 

Correlation between measures on training set and test set performance.  

 Corr. with Accuracy Corr. with AUC Accuracy 
Data set Acc AUC BAcc DF DI Acc AUC BAcc DF DI Min Max Avg 

bcancer .07 .02 .04 .04 .04 .04 -.01 .00 .05 .06 .63 .80 .73 
breast .01 .01 -.05 -.04 -.04 -.10 -.14 -.18 -.18 -.19 .95 .97 .96 
bupa -.15 -.04 -.05 -.02 -.01 -.20 -.10 -.05 -.11 -.11 .62 .79 .71 
cleve -.08 -.08 -.08 -.09 -.09 -.14 -.17 -.24 -.22 -.22 .75 .88 .82 
crabs .01 .08 .07 .07 .07 .00 .03 -.01 -.01 -.01 .91 .98 .96 
crx .09 .08 .09 .11 .09 .03 .06 .05 .08 .05 .84 .90 .87 
german -.05 -.03 -.06 -.05 -.05 -.17 -.18 -.14 -.15 -.15 .71 .81 .76 
heart -.15 -.12 -.12 -.14 -.13 -.04 .00 -.11 -.05 -.06 .75 .89 .82 
hepati .01 .00 -.06 -.03 -.05 .01 .00 .07 .06 .07 .77 .89 .84 
horse .03 .03 .07 .07 .07 .04 .02 .13 .10 .11 .76 .88 .82 
iono .03 .00 .04 .04 .06 .04 .00 .08 .04 .06 .90 .96 .93 
pid -.09 -.14 -.13 -.13 -.10 -.02 .00 .00 .00 .01 .73 .81 .77 
TTT .43 .43 .39 .43 .44 .56 .66 .50 .57 .59 .81 .93 .88 
MEAN .01 .02 .01 .02 .02 .00 .01 .01 .01 .02 .78 .88 .84 

 

With the exception of the Tic-Tac-Toe data set, all correlations vary between very 

low and non-existent. On some data sets, like Bupa, Cleve and German, all 

correlations are in fact negative; i.e., less diverse ensembles, with lower training 

accuracy, lower training AUC, and lower base classifier training accuracy actually 

obtained higher test set accuracies and AUCs! At the same time, it should be 

noted that, as seen in the last three columns, for most data sets there is at least 

some spread in ensemble performance. So, based on these results, it appears to be 

obvious that none of the measures can be used as a sole criterion for optimizing 

ensemble test set accuracy or AUC. The results of Experiment 1B; i.e., using a 

separate validation set and enumerated ensembles are shown in Table 31 below. 

Table 31. Experiment 1B – Enumerated ensembles. 

Correlation between measures on validation set and test set performance.  

 Corr. with Accuracy Corr. with AUC Accuracy 
Data set Acc AUC BAcc DF DI Acc AUC BAcc DF DI Min Max Avg 

bcancer .02 -.04 -.02 -.02 -.01 -.09 -.14 -.12 -.06 .01 .63 .80 .71 
breast .02 .05 .05 .03 .03 .02 .06 -.04 .01 .02 .96 .98 .97 
bupa .03 .07 .10 -.01 -.09 .13 .10 .10 .12 .00 .63 .79 .71 
cleve .01 .03 .08 .01 -.06 .00 .07 .06 .06 .02 .72 .88 .81 
crabs .10 .04 .13 .11 .06 .00 .05 -.02 -.01 -.02 .89 .96 .92 
crx .02 .01 .07 .03 -.03 .08 .22 .18 .08 -.08 .81 .89 .85 
german .09 .05 .16 .09 -.05 .08 .20 .21 .12 -.03 .69 .82 .75 
heart .04 .02 -.01 .04 .06 .07 .11 .08 .07 .05 .73 .88 .82 
hepati -.01 .01 .02 -.01 -.03 .08 -.02 -.04 .04 .08 .77 .90 .85 
horse .07 .09 .18 .08 -.03 .01 .02 .12 .08 -.04 .73 .88 .82 
iono .00 .03 -.05 -.01 .01 .06 .08 .11 .09 .09 .88 .95 .92 
pid .12 .08 .06 .14 .06 .12 .16 .22 .02 -.13 .72 .81 .77 
TTT .42 .45 .49 .52 .47 .40 .58 .51 .57 .53 .78 .91 .86 
MEAN .07 .07 .10 .08 .03 .07 .11 .10 .09 .04 .76 .88 .83 
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Here, the results are very similar, although not quite as extreme. Now it is at least 

almost always positive to have a high validation accuracy or AUC. Still, the level 

of correlations makes it extremely unlikely that using one of the measures as 

selection criteria would actually be beneficial compared to just picking one 

ensemble at random. Table 32 and Table 33 below show the results from 

Experiments 2A and 2B; i.e., when using randomized ensembles. 

Table 32. Experiment 2A – Random ensembles. 

Correlation between measures on training set and test set performance.  

 Corr. with Accuracy Corr. with AUC Accuracy 
Data set Acc AUC BAcc DF DI Acc AUC BAcc DF DI Min Max Avg 

bcancer .03 .03 .01 .01 .03 .05 .01 .01 .06 .08 .60 .82 .73 
breast .00 .00 -.08 -.06 -.05 -.11 -.11 -.18 -.18 -.17 .94 .98 .96 
bupa -.17 -.06 -.06 -.06 .00 -.20 -.07 -.02 -.10 -.05 .59 .80 .71 
cleve -.07 -.05 -.08 -.08 -.07 -.17 -.14 -.24 -.22 -.21 .72 .90 .82 
crabs .09 .18 .15 .17 .17 .08 .15 .05 .07 .07 .87 .99 .95 
crx .10 .08 .12 .10 .09 .08 .09 .07 .09 .09 .81 .91 .87 
german -.03 .01 -.04 -.04 -.01 -.15 -.12 -.14 -.16 -.11 .69 .82 .76 
heart -.13 -.08 -.12 -.13 -.12 -.04 .01 -.13 -.06 -.05 .70 .92 .82 
hepati .01 .00 -.06 -.02 -.04 .00 .00 .07 .06 .08 .73 .95 .84 
horse .01 .03 .06 .05 .06 .07 .05 .12 .10 .14 .73 .91 .82 
iono .02 .00 .02 .01 .04 .06 .02 .08 .04 .08 .88 .97 .93 
pid -.08 -.10 -.08 -.12 -.10 -.01 .01 .00 -.01 .03 .71 .82 .77 
TTT .51 .50 .45 .49 .52 .59 .69 .49 .56 .63 .76 .94 .87 
MEAN .02 .04 .02 .03 .04 .02 .04 .01 .02 .05 .75 .90 .83 

 

Table 33. Experiment 2B – Random ensembles. 

Correlation between measures on validation set and test set performance.  

 Corr. with Accuracy Corr. with AUC Accuracy 
Data set Acc AUC BAcc DF DI Acc AUC BAcc DF DI Min Max Avg 

bcancer .01 -.06 -.04 -.03 -.01 -.09 -.13 -.12 -.05 .04 .59 .82 .71 
breast .01 .03 .02 .00 .01 .02 .06 -.03 .01 .03 .94 .98 .97 
bupa .06 .07 .10 .00 -.07 .13 .13 .12 .12 .04 .60 .81 .71 
cleve .02 .04 .08 .01 -.05 .04 .12 .07 .07 .10 .70 .90 .81 
crabs .17 .07 .21 .20 .13 .02 .13 .02 .03 .00 .78 .97 .92 
crx .06 .04 .09 .04 -.02 .11 .25 .18 .07 -.02 .80 .91 .85 
german .12 .11 .19 .10 .01 .14 .28 .22 .12 .11 .67 .82 .75 
heart .07 .05 -.02 .03 .10 .08 .12 .08 .07 .10 .70 .90 .82 
hepati -.02 .00 .01 -.03 -.01 .08 .00 -.04 .06 .14 .73 .92 .85 
horse .11 .16 .21 .10 .02 .05 .08 .14 .08 .04 .69 .91 .81 
iono .01 .06 -.03 .01 .05 .08 .11 .09 .09 .15 .85 .96 .92 
pid .12 .08 .06 .11 .07 .15 .18 .23 .03 -.06 .70 .82 .76 
TTT .50 .52 .50 .53 .54 .48 .64 .51 .56 .60 .75 .92 .85 
MEAN .09 .09 .11 .08 .06 .10 .15 .11 .10 .10 .73 .89 .83 

 

The overall results are again quite similar to the first experiment. The main 

reason for the overall slightly higher values is probably that some ensembles in 

this experiment have significantly lower accuracy; see the Min column. This is an 

interesting, but discouraging result. It appears that the only way to increase the 
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benefit of using the investigated measures when selecting an ensemble, is to make 

sure that some ensembles perform poorly.  

As mentioned above, it could be argued that correlation over the entire data set 

is not really the most important criterion. After all, we would eventually have to 

choose one ensemble to apply on unseen data. So, the interesting question is 

instead whether an ensemble with better performance on training or validation 

data will keep this edge when applied to test data. To emulate this, we for each 

experiment and measure, divided the ensembles in three groups, based on training 

or validation performance. As an example, for Experiment 1A (enumerated 

ensembles and using training data), the ensembles were sorted using each 

measure; i.e., training accuracy, training DF etc. Then, the ensembles were split in 

three equally sized parts; where Group 1 is the third of the ensembles with the 

lowest training performance and Group 3 is the third with highest performance. 

Finally, the three groups were pairwise compared using test accuracy. More 

specifically, when comparing, for instance Group 1 and Group 2, each ensemble 

in Group 1 was compared to every ensemble in Group 2. Using this scheme, the 

results reported below are the percentages of wins for each group. As an example, 

the first pair of numbers in Table 34 below (26.3% / 27.9%) is from the 

comparison of the worst group with the middle group; measured using ensemble 

training accuracy. The numbers say that Group 1 won 26.3% (of the test set 

accuracy matches) and Group 2 won 27.9%. Consequently 45.8% of all matches 

were ties. 

 Table 34. Experiment 1A – Enumerated Ensembles, Train-Test 

 1 vs 2 2 vs 3 1 vs 3 
Acc 26.3% / 27.9% 26.7% / 27.2% 26.7% / 28.6% 
AUC 25.8% / 28.3% 27.3% / 26.5% 26.9% / 28.6% 
BAc 26.3% / 28.0% 26.9% / 26.6% 26.9% / 28.2% 
DF  26.9% / 26.7% 25.9% / 28.2% 26.7% / 28.7% 
DI 26.4% / 27.2% 26.1% / 28.1% 26.5% / 29.0% 

 

Table 35. Experiment 1B – Enumerated Ensembles, val-Test 

 1 vs 2 2 vs 3 1 vs 3 
Acc 27.1% / 31.9% 27.3% / 30.7% 26.0% / 33.8% 
AUC 26.8% / 31.8% 27.3% / 31.4% 25.7% / 34.4% 
BAc 26.0% / 32.8% 26.2% / 32.2% 24.5% / 36.2% 
DF  26.8% / 31.4% 26.6% / 32.2% 25.5% / 34.9% 
DI 28.3% / 30.4% 28.4% / 30.3% 28.4% / 31.9% 
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Table 36. Experiment 2A – Random Ensembles, Train-Test 

 1 vs 2 2 vs 3 1 vs 3 
Acc 29.1% / 31.6% 29.6% / 30.2% 29.8% / 32.1% 
AUC 28.8% / 32.2% 29.3% / 30.3% 29.1% / 32.9% 
BAc 28.3% / 31.8% 30.4% / 29.3% 30.1% / 32.2% 
DF  30.5% / 29.7% 28.3% / 31.4% 30.3% / 32.1% 
DI 29.5% / 30.0% 28.3% / 32.1% 29.3% / 33.0% 

 

Table 37. Experiment 2B – Random Ensembles, Val-Test 

 1 vs 2 2 vs 3 1 vs 3 
Acc 27.8% / 34.8% 28.4% / 32.5% 26.6% / 37.0% 
AUC 27.6% / 34.7% 28.8% / 32.5% 26.8% / 36.9% 
BAc 26.7% / 35.4% 28.2% / 33.0% 26.1% / 38.2% 
DF  29.1% / 32.3% 27.6% / 34.5% 27.4% / 36.7% 
DI 29.1% / 31.7% 29.3% / 33.4% 28.7% / 35.0% 

 

The results presented in Table 34 to Table 37 above basically indicate two things. 

The first and most obvious is that many ensembles get exactly the same test set 

accuracies. In fact, the number of ties is always more than one third of all 

matches. The second observation is that the difference in wins between two 

groups generally is very low. As expected, the differences are slightly larger 

between the best and worst group, especially when using random ensembles and a 

validation set, but it is still almost marginal. In summary, the tables above show 

that the benefit of using any of the evaluated measures to rank ensembles turned 

out to be very small in practice.  

Having said that, Figure 14 and Figure 15 below give a slightly different 

picture. These figures illustrate how ensembles sorted on training or validation 

measures perform on a test set. In both figures, all ensembles are grouped into ten 

groups, and the test set results are average results for all ensembles in that group. 

It should be noted that in these figures the results over all data sets are aggregated 

without adjusting for the different levels.  
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Figure 14. Experiment 2A – Performance on test set. Accuracy 

Figure 15. Experiment 2A – Performance on test set. AUC 

 

The Y-axis is test set accuracy (Figure 14) and test set AUC (Figure 15), 

respectively. The points on the X-axis are the ten groups. The ensembles with best 
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performance on training data belong to the tenth group, and those with worst 

performance belong to the first. Again, it is evident that the difference between 

ensembles with poor training performance and those with better training 

performance is very low. The difference in average test set accuracy, between 

Group 1 and Group 10, when the ranking is based on base classifier training 

accuracy is about 0.005, and for the other measures, it is even less. The same 

pattern is evident in Figure 15 as well. Nevertheless, the rising curves indicate that 

it may still be slightly beneficial to use ensembles with better training or 

validation performance. Exactly how to select one ensemble, more likely than 

another to perform well on novel data remains, however, a very difficult 

question. 

6.4.4 Conclusions 

The main purpose of this study was to determine whether it is possible to 

somehow use results on training or validation data to estimate ensemble 

performance on novel data. With the specific setup evaluated; i.e., using 

ensembles built from a pool of independently trained ANN, and targeting 

diversity only implicitly, the answer is no. It should be noted that the measures 

evaluated include all the most frequently used; i.e., ensemble training and 

validation accuracy, base classifier training and validation accuracy, ensemble 

training and validation AUC and diversity measured as double fault or difficulty. 

Despite this, the results clearly show that there is in general very little to gain, in 

performance on novel data, by choosing an ensemble based on any of these 

measures. Experimentation shows not only that correlations between available 

training or validation measures and test set performance are very low, but also 

that there is very little indication on that ensembles with better performance on 

training or validation data will keep this edge on test data. So, the overall 

conclusion is that none of the measures evaluated is a good predictor for 

ensemble test set performance.  

6.4.5 Discussion 

First of all, it is important to realize that these results do not challenge ensembles 

in general. There is overwhelming evidence, both theoretical and empirical, that 

ensembles will outperform single models. In addition, this study does not suggest 

that implicit diversity is not beneficial. Quite the contrary, diverse ensembles will 

normally outperform homogenous, and implicit diversity is the easiest way to 

accomplish that. The main conclusion of this study is instead that, given the 

specific setup, it is not possible for a data miner to use any measure available on 
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training or validation data, to make an informed guess about which ensemble to 

apply on unseen data.  

It could be argued that the results are partly due to the rather small data sets 

and the use of 10-fold cross-validation, which make test sets very small. This is a 

relevant objection, and it is obvious that the setup used leads to a lot of ensembles 

having very similar performance. Still, that is precisely the point. Unless we 

deliberately try to create less accurate base classifiers, we will get exactly this 

situation. This is also exactly why correlation as an evaluation method must be 

questioned. High correlation will only be achieved when at least some ensembles 

are considerably less accurate. 

Since correlation cannot be considered a suitable criterion for evaluating 

measures, the question is what criterion could be used instead. In the previous 

studies, test set performance on the top ranked ensembles, based on diversity or 

performance on available data, have been used as well. Since the goal when 

creating ensembles will, in almost all cases, be to find one best ensemble, it seems 

natural to use performance on the highest ranked ensembles as criterion.  

The most important conclusion so far is that it is very difficult to come up with 

any measure that can estimate ensemble predictive performance based on results 

on available data. It is also very difficult to use any single measure as 

optimization criterion that will outperform simple ensemble creation strategies, 

such as training a suitable number of base classifiers and simply combining them 

all.  

6.5 Combining measures 

Until now, the main focus of the presented studies has been to evaluate how 

ensemble predictive performance can be estimated from diversity and 

performance measures measured on available data. So far, the main conclusion is 

that this is very hard to do. Similarly, using any single measure as optimization 

criterion has also been shown not to work very well. Only four measures can be 

considered potentially promising as single optimization criterions; ensemble 

accuracy, base classifier accuracy, and the diversity measures double-fault and 

difficulty. At the same time, it has also been shown that combining measures is an 

option well worth further investigation. In this study (Löfström, Johansson & 

Boström 2008a), we explore this option further. 

6.5.1 Method 

The purpose of this study is to evaluate combinations of measures that could be 

used to estimate ensemble accuracy on novel (test) data. More specifically, we 
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intend to investigate altogether four measures, either separately or somehow 

combined.  

The four measures are: ensemble accuracy (EA), base classifier accuracy (BA), 

and the diversity measures double-fault (DF) and difficulty (DI).  

As mentioned above, the reason for including only these two diversity measures 

is simply the fact that they have performed slightly better in previous studies. 

6.5.2 Ensemble Settings 

The general setup is that three sets, with 15 ANNs in each, have been trained. 

The three sets correspond to ANNs without any hidden layer, with one and with 

two hidden layers, respectively. The ANNs with one and two hidden layers are 

constructed using the same heuristics as described in section 6.2.2. 

All data except the test data is used to train the ANNs. For actual 

experimentation, 10-fold cross-validation is used. All ANNs were trained without 

early stopping validation, which may also lead to slightly over-fitted models. Each 

network used only 80 % of the available variables, drawn randomly. Majority 

voting was used to determine ensemble classifications. 

All these design choices were made to ensure some diversity among the 

networks in each group.  

6.5.3 Experiments 

The empirical study is divided into three experiments. The purpose of the first 

experiment is to evaluate both single measures and linear combinations of 

measures. Naturally, combining accuracy measures with diversity measures fits 

very well with the original Krogh-Vedelsby idea; i.e., that ensembles should 

consist of accurate models that disagree on their predictions. On the other hand, 

it is not obvious exactly how such a combination should be done, especially since 

the measures have different ranges and meanings. In this experiment, we chose 

the simple approach of just summing the measures that are to be combined. For 

measures where lower values means more, as is the case with the diversity 

measures, this, of course, means subtracting instead of adding the value. As an 

example, a combination of ensemble accuracy (↑ ), base classifier accuracy (↑ ) 

and double fault (↓ ) would be: 

S EA BA DF= + −     (30) 

In the first experiment 10,000 random ensembles with exactly 25 ANNs are 

drawn without replacement from the 45 available ANNs. The test set accuracy of 

the best performing ensemble, based on these individual or combined measures, is 

reported. 



80 

In the second and third experiments, GA is used to search for ensembles that 

simultaneously optimize both an accuracy measure and a diversity measure, using 

Matlabs multi objective GA function, gamultobj (Deb 2001; the Mathworks 

2008). The second experiment does not have any restriction on the size of the 

ensemble, except that the ensemble should consist of at least two ANNs. In the 

third experiment, the size of the ensembles has been restricted to be at least 25 

ANNs. The second and third experiments used the same ANNs as in the first 

experiment. 

The default settings for Matlab’s GA toolbox are used when running the GA, 

except for the settings described in Table 38. 

Table 38. GA settings 

Parameter Value 
Population Type Bit string 
Population Size 200 
Generations 100 
Pareto Fraction 0.5 

 

Each gene in the GA is a bit string of length 45, where a ‘1’ in any location 

indicates that the ANN with corresponding index should be included in the 

ensemble. The Pareto fraction option limits the number of individuals on the 

Pareto front. 

In our experiments, three ensembles generated by GA and residing in the 

Pareto front, are selected. More specifically, first the two ensembles with the best 

performance with respect to the accuracy measure and to the diversity measure 

are selected. The only difference to single objective search is that if there are ties, 

the solution with best performance on the second objective is guaranteed to be 

selected here, which would not be the case in single objective search. The third 

solution selected was the one closest to the median of all the solutions in the 

Pareto front along both objectives. Euclidian distance was used to find the 

ensemble closest to the median. This solution was selected, with the obvious 

motivation that it represents one of the most correlated solutions and at the same 

time one of the solutions leading to high ensemble accuracy among the top 

ranked ensembles. 

6.5.4 Results 

The results from the first experiment are presented in Table 39. The column 

headers indicate which measures that are linearly combined and used to select the 

ensemble. The last row show the mean ranks and is indicated with Rank. Lower 

ranks are better. 
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Table 39. Experiment 1 – Linear Combinations of Measures 

Data sets EA BA DI DF 
EA 
BA 

EA 
DI 

EA 
DF 

BA 
DI 

BA 
DF 

DI 
DF 

EA 
BA 
DI 

EA 
BA 
DF 

EA 
DI 
DF 

BA 
DI 
DF 

EA 
BA 
DI 
DF 

bupa .708 .718 .721 .729 .729 .706 .724 .732 .729 .724 .732 .726 .721 .732 .729 
bcancer .755 .750 .761 .750 .754 .750 .750 .743 .743 .757 .754 .754 .736 .746 .754 
cleve .834 .828 .827 .827 .830 .833 .830 .833 .833 .827 .830 .830 .827 .833 .830 
cmc .556 .560 .556 .559 .559 .554 .559 .556 .559 .557 .559 .556 .556 .556 .558 
crabs .935 .925 .935 .940 .925 .935 .940 .925 .925 .935 .925 .925 .935 .925 .925 
crx .858 .855 .858 .859 .858 .857 .857 .855 .855 .858 .855 .855 .857 .854 .855 
ecoli .853 .858 .842 .848 .852 .852 .852 .848 .848 .842 .848 .848 .848 .845 .848 
german .768 .766 .771 .766 .766 .768 .766 .766 .766 .766 .766 .766 .766 .766 .766 
hepati .824 .833 .847 .827 .827 .833 .840 .833 .833 .840 .820 .823 .840 .833 .827 
horse .821 .817 .822 .828 .825 .817 .819 .828 .831 .819 .825 .825 .819 .828 .825 
image .955 .954 .955 .953 .953 .955 .954 .954 .954 .954 .953 .953 .954 .954 .953 
iono .902 .911 .914 .914 .914 .906 .907 .914 .914 .914 .917 .917 .906 .911 .917 
labor .953 .980 .940 .960 .980 .940 .950 .980 .980 .940 .980 .980 .940 .960 .960 
led7 .735 .736 .735 .737 .737 .736 .737 .737 .736 .736 .737 .736 .736 .733 .737 
lymph .835 .829 .829 .829 .821 .821 .814 .836 .836 .829 .829 .829 .821 .829 .829 
pima .763 .770 .766 .764 .763 .766 .768 .772 .770 .764 .768 .762 .763 .771 .768 
sick .974 .975 .974 .974 .975 .975 .975 .975 .975 .974 .975 .975 .975 .975 .975 
sonar .774 .795 .780 .785 .790 .780 .775 .795 .795 .780 .790 .790 .780 .800 .795 
soybean .939 .941 .940 .941 .940 .935 .935 .937 .937 .943 .940 .940 .935 .940 .938 
tae .597 .580 .573 .580 .613 .580 .567 .573 .580 .540 .567 .620 .573 .560 .580 
tictactoe .831 .837 .834 .841 .833 .833 .833 .841 .838 .837 .835 .833 .833 .840 .837 
hypo  .985 .987 .987 .987 .987 .987 .987 .987 .987 .987 .987 .987 .987 .987 .987 
waveform .868 .872 .869 .870 .872 .869 .870 .871 .871 .871 .871 .871 .870 .872 .871 
wbc .963 .961 .961 .964 .965 .962 .962 .965 .965 .961 .962 .962 .962 .965 .964 
vehicle .839 .837 .840 .837 .842 .839 .840 .835 .835 .840 .842 .842 .840 .837 .842 
wine .971 .971 .965 .965 .971 .965 .965 .971 .971 .965 .971 .971 .965 .971 .971 
zoo .961 .960 .960 .960 .960 .960 .960 .960 .960 .960 .960 .960 .960 .960 .960 
Rank 7.4 6.5 7.6 6.6 5.8 8.6 7.8 5.8 5.8 7.5 6.6 7.2 9.2 6.5 5.9 

 

The results achieved regarding the use of individual measures are interesting. 

Since the results reported here are from ensembles selected using the training 

data, we could expect a higher bias for the ensemble accuracy measure. As could 

be expected, the ranks for base classifier accuracy are lower than for ensemble 

accuracy, even though the difference is not significant.   

So far, most studies have shown that diversity measures are bad predictors for 

test set accuracy. Even though most studies agree that double fault and difficulty 

are best among the diversity measures at predicting test set accuracy, the 

assumption has been that ensemble accuracy or base classifier accuracy are still 

clearly superior. 

The results presented here indicate that these two diversity measures could 

compete with the accuracy measures as selection criteria for ensembles.  

The ensembles selected using combinations of at least two measures is often 

better than using a single measure. However, using only diversity measures, or 

using both diversity measures in combination with one of the accuracy measures 

does not turn out to be very successful.  
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Another interesting result is that the combination of only the two accuracy 

measures (EA BA) is among the best solutions. This suggests that combining more 

than one performance measure could be beneficial. 

Using a Friedman test on all the results does indicate significant differences at 

0.057p = . However, using a Nemenyi post-hoc test with p = 0.1 does not find a 

specific significant difference, since the critical distance is 3.85.  

The results from the second and third experiments are presented in Table 40 

and Table 41. The first row in the column header indicates which two measures 

that were used as objectives in the GA search. The three columns for each pair of 

measures represent ensembles selected from the two edges of the Pareto front, 

both the most accurate, based on the specific accuracy measure used (Acc), and 

the most diverse, based on the specific diversity measure used (Div), and, finally, 

the solution closest to the median ensemble (Med). 

Table 40 shows the results from the second experiment, where GA was used to 

search for the best solutions along two dimensions and the only restriction was 

that at least two ANNs should be included in the ensemble. 

Table 40. Experiment 2 – ensemble size >= 2 

 EA DI EA DF BA DI BA DF 
Data set Med Acc Div Med Acc Div Med Acc Div Med Acc Div 
bupa .697 .703 .703 .703 .685 .691 .697 .671 .694 .703 .674 .697 
bcancer .725 .719 .721 .725 .715 .706 .700 .632 .732 .729 .729 .718 
cleve .821 .836 .833 .820 .820 .820 .827 .807 .829 .825 .813 .827 
cmc .551 .550 .558 .548 .549 .543 .552 .541 .552 .557 .547 .549 
crabs .945 .945 .945 .945 .942 .942 .942 .942 .949 .940 .945 .945 
crx .859 .859 .858 .862 .853 .851 .852 .857 .860 .852 .845 .864 
ecoli .836 .842 .836 .836 .833 .837 .836 .830 .841 .842 .821 .836 
german .760 .761 .763 .757 .745 .741 .748 .736 .758 .755 .744 .761 
hepati .855 .853 .833 .840 .823 .811 .833 .793 .833 .850 .793 .833 
horse .815 .820 .828 .817 .792 .804 .797 .781 .801 .798 .786 .817 
image .961 .963 .960 .960 .961 .959 .962 .952 .958 .958 .957 .957 
iono .911 .911 .909 .911 .887 .884 .889 .892 .910 .909 .897 .911 
labor .980 .980 .980 .980 .969 .969 .969 .969 .940 .940 .940 .940 
led7 .727 .732 .734 .702 .732 .729 .733 .724 .732 .737 .733 .706 
lymph .850 .850 .850 .850 .812 .805 .812 .812 .830 .814 .807 .850 
pima .759 .757 .763 .763 .748 .742 .750 .729 .758 .753 .750 .762 
sick .975 .974 .975 .976 .972 .974 .972 .970 .974 .974 .973 .976 
sonar .780 .780 .780 .780 .742 .743 .757 .717 .778 .780 .745 .775 
soybean .941 .941 .941 .941 .921 .928 .923 .896 .939 .943 .921 .943 
tae .539 .538 .547 .540 .559 .557 .567 .573 .541 .550 .513 .553 
tictactoe .918 .918 .927 .919 .929 .932 .927 .916 .920 .922 .913 .919 
hypo .985 .985 .985 .985 .984 .984 .984 .983 .985 .986 .982 .985 
waveform .855 .856 .862 .849 .857 .858 .860 .831 .862 .863 .859 .849 
wbc .962 .962 .961 .962 .962 .964 .961 .966 .962 .964 .958 .962 
vehicle .844 .843 .840 .845 .836 .831 .844 .794 .838 .844 .806 .845 
wine .959 .959 .959 .959 .974 .974 .974 .974 .953 .953 .944 .957 
zoo .950 .950 .950 .950 .956 .956 .956 .956 .952 .956 .940 .950 
Rank 3.1 2.9 3.5 5.5 4.7 7.5 3.6 7.3 3.9 7.5 8.1 8.3 
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The results in Table 40 indicate several different things, the most obvious being 

that there is great difference between the performances of different pairs of 

measures. Base classifier accuracy and double fault (BA DF) is obviously not a 

very good combination, using these settings. As a matter of fact, only the 

combination using ensemble accuracy and difficulty turns out to perform well, 

regardless of which ensemble that is selected. Actually, selecting the ensemble 

based on the accuracy measure only works when ensemble accuracy has been 

used, while selection based on the diversity measure only works for difficulty. It 

can be argued from the first pair of measures (EA DI), that ensemble accuracy in 

itself could be the best choice. However, when considering the results in the 

second pair (EA DF), it might be reasonable to believe that ensemble accuracy 

benefits by cooperating with difficulty, since it does not work equally well in the 

second pair. 

The solution closest to the median ensemble turns out to be a good choice 

whenever any of the measures produces good results. 

A Friedman test shows significant difference with -121.3*10p = . A Nemenyi 

post-hoc test, with p = 0.05, has a critical difference of 3.2. This means that the 

five best ranked results are all significantly better than the five worst ranked. 

Moreover, the two worst ranked results are also significantly worse than selecting 

the accurate ensemble using the combination of ensemble accuracy and double 

fault. 

Table 41 shows the results from experiment 3, using GA where the allowed 

ensembles where restricted to include at least 25 ANNs. 
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Table 41. Experiment 3 – ensemble size >= 25 

 EA DI EA DF BA DI BA DF 
Data set Med Acc Div Med Acc Div Med Acc Div Med Acc Div 
bupa .717 .700 .709 .725 .712 .732 .726 .724 .724 .724 .726 .735 
bcancer .741 .739 .736 .743 .739 .736 .729 .732 .736 .732 .732 .736 
cleve .824 .823 .827 .827 .823 .827 .836 .827 .823 .830 .823 .823 
cmc .551 .556 .552 .555 .554 .563 .559 .565 .554 .563 .565 .563 
crabs .945 .945 .945 .942 .942 .942 .935 .920 .945 .935 .930 .943 
crx .859 .858 .862 .859 .858 .861 .858 .861 .861 .858 .862 .858 
ecoli .845 .842 .842 .845 .845 .842 .842 .839 .839 .845 .842 .842 
german .775 .771 .769 .775 .770 .769 .772 .775 .769 .771 .775 .769 
hepati .835 .833 .840 .853 .847 .853 .847 .833 .847 .860 .833 .860 
horse .804 .811 .803 .819 .819 .819 .817 .811 .806 .817 .822 .817 
image .959 .958 .958 .959 .959 .958 .957 .957 .958 .958 .957 .959 
iono .920 .920 .920 .917 .917 .917 .917 .914 .920 .917 .909 .914 
labor .980 .980 .980 .977 .977 .977 .960 .980 .960 .980 .980 .980 
led7 .734 .735 .737 .735 .736 .736 .737 .735 .735 .735 .735 .734 
lymph .829 .829 .829 .829 .828 .829 .843 .829 .850 .829 .821 .836 
pima .768 .770 .768 .771 .768 .768 .764 .771 .767 .764 .774 .768 
sick .976 .976 .976 .975 .975 .976 .975 .976 .976 .975 .975 .976 
sonar .775 .775 .775 .780 .780 .780 .785 .800 .785 .800 .790 .780 
soybean .941 .941 .940 .940 .940 .940 .940 .940 .943 .940 .940 .941 
tae .600 .573 .587 .633 .607 .613 .587 .613 .587 .620 .593 .613 
tictactoe .872 .873 .874 .869 .872 .872 .873 .858 .874 .867 .858 .871 
hypo  .985 .985 .986 .985 .985 .986 .985 .986 .986 .986 .986 .986 
waveform .866 .868 .867 .870 .868 .870 .870 .873 .865 .872 .872 .870 
wbc .962 .962 .962 .961 .964 .961 .962 .962 .964 .962 .962 .962 
vehicle .844 .845 .848 .844 .845 .844 .844 .844 .848 .844 .844 .844 
wine .965 .965 .965 .965 .965 .965 .971 .971 .965 .971 .976 .965 
zoo .960 .960 .960 .960 .960 .960 .960 .960 .960 .960 .960 .960 
Rank 5.4 5.9 5.6 4.9 6.0 5.5 6.1 5.4 5.4 5.3 5.4 5.1 

 

Once more, the results suggest that selecting the most diverse ensemble is at least 

as good as selecting the most accurate ensemble. The most median ensemble is 

better than selecting the most accurate using all combinations, except base 

classifier accuracy and difficulty (BA DI). 

As could be expected, the pairs of ensembles selected using any specific 

accuracy or diversity measure get almost the same results. 

Since the only difference between experiment 2 and 3 were the size restriction, 

it is interesting to take a look at the sizes of the ensembles produced using the 

different combinations, to see whether the size of the ensemble might have 

influenced the results. Table 42 show the average sizes of the ensembles in the 

Pareto front using the different combinations for the two different size 

restrictions. 

Table 42. Average sizes 

Experiment EA DI EA DF BA DI BA DF 
2 11.9 5.9 8.8 2.5 
3 25.0 25.1 25.1 25.0 
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While the sizes of the ensembles achieved when restricting the size to be at least 

25 are almost always exactly 25, the sizes of ensembles achieved without size 

restriction differ much more. It is very easy to see that the size of the ensembles 

have influenced the results. Generally, the ensembles performing worst are also 

the smallest.  

With this in mind, it is worth further analyzing the sizes achieved when no size 

restriction was used. The combinations using difficulty are generally using the 

most ANNs, followed by ensemble accuracy. Double fault has the strongest 

tendency to lead to smaller ensembles, followed by base classifier accuracy. When 

base classifier accuracy and double fault are used together (BA DF), the solutions 

preferred seems to be all results ranging from the two individually most accurate 

ANNs and the two ANNs that achieve the lowest double fault value. This is 

intuitive, since double fault is a pairwise measure, measuring the average over all 

pairs. Clearly, adding any ANN to the most diverse pair of ANNs will almost 

certainly reduce average diversity. The same goes for base classifier accuracy.  

While the tendency of some measures to prefer smaller ensembles was a 

problem when not using any size restriction, no such problem occurred when 

restricting the minimum size to 25. Obviously, none of the measures have any 

noticeable tendency to always prefer larger ensembles. 

6.5.5 Conclusion 

The purpose of this study was to evaluate the use of combinations of different 

measures used to select an ensemble. 

Even though no advantage for combined measures could be confirmed to be 

significant, the experiments still indicate that combining several measures is an 

interesting option, often better than using any single measure. The results indicate 

that not only combinations of accuracy and diversity measures could be 

beneficial, but also that combinations of only accuracy measures performed quite 

well. However, no specific combination turns out to be clearly better than all 

others.  

The experiments, furthermore, show that selecting an ensemble based on a 

single diversity measure is at least as good as basing the selection on any single 

accuracy measure. Even though many studies of diversity measures have 

confirmed that double fault and difficulty are the best predictors of test set 

accuracy, the general assumption has still been that accuracy measures are always 

better.  

Regarding the experiments where GA was used to search for the Pareto 

optimal set of solutions it was clear that using a size restriction had a great 
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impact on the results. The results show that some measures have a very strong 

tendency to minimize the size of the ensembles if the search for solutions was not 

restricted. None of the measures showed a strong tendency to reward larger 

ensembles. Due to the tendency to award smaller ensembles, the measures base 

classifier accuracy and double fault should probably be excluded whenever the 

search for a good solution is not restricted to a specific size, or a minimum size. 

The GA results also indicate that using one of the solutions in between of the 

extremes of the different objectives, i.e., the median choice, was almost always 

better than the alternatives, even though the differences were not significant.  

6.5.6 Discussion 

The results presented here imply that using multiple measures to select an 

ensemble is a promising option, even when the measures intend to capture the 

same feature, such as either accuracy or diversity. It could be worthwhile to 

examine using other measures as well. Among other possible measures are the ten 

measures, presented in (Kuncheva & Whitaker 2003). Other measures that could 

be worth considering include several different classifier performance measures, 

like AUC (Fawcett 2006), Brier score (Brier 1950), as well as other measures, like 

recall and precision.  

Using many measures in combination could be considered as using an ensemble 

of measures for selection. In this study, the different measures were either linearly 

combined or optimized individually. An interesting alternative could be to search 

for measure weights and use the sum of the weighted measure votes to select an 

ensemble. This would enable weights tailored for each problem. 

However, how to find the best ensemble of measures to use when selecting a 

classifier ensemble is an open question. 

Another important question is whether combinations of measures will work in 

a similar way for ensembles using non-ANNs as base classifiers as for ensembles 

built on ANNs.  

6.6 On the Combination of Evaluation Criteria for Ensembles  

6.6.1 Method 

The purpose of this study (Löfström, Johansson & Boström 2008c) was to 

evaluate combinations of measures that could be used to estimate ensemble 

accuracy on independent test data. More specifically, we investigated altogether 

four measures, either separately or somehow combined.  

The four measures were: ensemble accuracy (EA), base classifier accuracy (BA), 

and the diversity measures kohavi-wolpert (KW) and difficulty (DI).  
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The decision to include only these two diversity measures is based on their 

performance in previous studies and during initial experimentation. 

6.6.2 Ensemble Settings 

Two types of base classifiers were considered in this study: ANNs and decision 

trees (DTs). 45 base classifiers of each type were initially generated for each 

training set. 

Three sets of ANNs, each consisting of 15 ANNs, were generated. In the first 

set, the ANNs did not have a hidden layer, thus resulting in weaker models. The 

ANNs in the second and third set had one and two hidden layers, respectively. 

The number of hidden units was determined as in previous studies. 

In the experiments, 4-fold cross-validation was employed. For each fold, two 

thirds of the available training data was used for generating the base classifiers 

and one third was used for validation. All ANNs were trained without early 

stopping validation, leading to slightly over-fitted models. In order to introduce 

some further implicit diversity, each ANN used only 80 % of the available 

features, drawn randomly. Majority voting was used to determine ensemble 

classifications. 

The ensembles of decision trees, or random forests, considered in this study 

consisted of 45 unpruned trees, where each tree was generated from a bootstrap 

replicate of the training set (L. Breiman 1996), and at each node in the tree 

generation, only a random subset of the available features was considered for 

partitioning the examples. The size of the subset was in this study set to the 

square root of the number of available features, as suggested in (Leo Breiman 

2001). The set of instances used for estimating class probabilities, i.e., the 

estimation examples, consisted of the entire set of training instances. 

Consequently, while the set of ANN base classifiers consists of three distinctly 

different subsets of base classifiers, the set of decision trees is much more 

homogeneous.  

6.6.3 Experiments 

The empirical study was divided into two experiments. The purpose of the first 

experiment was to search for combinations of measures, able to outperform 

atomic measures as selection criteria. As mentioned earlier, combining accuracy 

measures with diversity measures fits very well into the original Krogh-Vedelsby 

idea; i.e., the ensembles should consist of accurate models that disagree on their 

predictions. The purpose of the second experiment was to evaluate if the complex 

performance measures achieved in the first experiment could be used as 

optimization criteria. In the first experiment, promising ensembles are selected 
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from a fixed number of available ensembles, while in the second experiment, 

available base classifiers are freely combined into ensembles. 

In the first experiment, 5000 random ensembles were used, where the number 

of base classifiers was uniformly distributed between 2 and 45. The base 

classifiers were drawn at random from the 45 pre-trained models without 

replacement. Multi objective GA (MOGA) was used to optimize the combination 

of measures.  

Each individual in the MOGA population was represented as a vector, 

consisting of four real numbers. Each value corresponds to a weight for a specific 

performance measure (i.e., EA, BA, KW and DI). In Experiment 1, the complex 

optimization criterion used for selection was the weighted sum of the four 

measures. For the MOGA, the following two objectives (fitness functions) were 

used: 

• Maximizing correlation between the complex optimization criterion, and the 

ensemble accuracy on the validation set, measured on the 5000 ensembles. 

• Maximizing average ensemble accuracy (on the validation set) for the top 5 % 

ensembles, when all 5000 were ranked using the complex optimization 

criterion. 

The purpose of the first objective was to achieve a solution that could rank the 

5000 ensembles as well as possible, while the purpose of the second objective was 

to make the solution able to pinpoint the most accurate ensembles.  

In the experiments, three specific solutions generated by the MOGA (and 

consequently residing in the Pareto front) were evaluated. More specifically, the 

two individual solutions with best performance on each single objective were first 

selected. These same three solutions as in the previous study was selected; the two 

solutions on  the edges of the Pareto front and the solution closest to the median 

of all solutions in the Paret front along both objectives.   

For the actual evaluation of the solutions, i.e., complex optimization criteria, 

found, the test set accuracy of the highest ranked ensemble, from among the 

5000, is reported. Naturally, when ranking the ensembles, the weighted sum of 

measures, as represented by the MOGA solution, is used. 

In Experiment 2, run on the same folds as in Experiment 1, GA was again 

used, now for searching for ensembles maximizing a complex optimization 

criterion. Here, the three sets of weights found in the first experiment were used, 

i.e., the search was standard GA looking for an ensemble maximizing the specific 

complex optimization criterion used. As comparison, MOGA was used with 

objectives EA and DI, where the solution with highest ensemble accuracy was 
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reported. In this experiment, no restriction on the size of the ensembles was 

enforced, except that an ensemble should consist of at least two base classifiers. 

The same two sets of 45 base classifiers that were used in the first experiment 

were also used in the second experiment. From these 45 base classifiers, GA was 

used to choose members for the optimal ensemble according to the given 

criterion. 

In Experiment 2, each individual in the GA population is a bit string of length 

45, where a ‘1’ in any location indicates that the base classifier with the 

corresponding index should be included in the ensemble. 

The default settings for Matlab’s GA toolbox (the Mathworks 2008) were used 

when running the MOGA, except for the settings described in Table 43.  

Table 43. GA settings 

Parameter Exp 1 Exp 2 
Population type Double vector Bit string 
Tolerance Function - 30 
Population Size 200 100 
Generations 100 500 

6.6.4 Results  

The results from the first experiment are presented in Table 44. The tabulated 

values are test set accuracies for the highest ranked ensemble using the different 

atomic measures or combinations of measures. In the first four columns, the 

results when using ANNs as base classifiers are tabulated, while the results using 

random forests are shown in the last four columns. The row Rank contains the 

average ranks among the results from each set of base classifiers. Med 

corresponds to the median solution described above, while Corr and Top 

correspond to the two solutions representing the two objectives described above 

that are based on correlation and accuracy of the top-ranked ensembles, 

respectively. Only the atomic measures EA and DI are reported, since both BA 

and KW were by far the worst possible atomic selection criteria that could be 

used. DI, on the other hand, was actually better than EA in some cases. 
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Table 44. Result experiment 1 

 ANN base classifiers DT base classifiers 
Data set DI EA Med Corr Top DI EA Med Corr Top 

bcancer .676 .683 .718 .718 .722 .715 .715 .722 .722 .711 
breast .962 .965 .964 .964 .966 .967 .962 .968 .968 .967 
bupa .695 .708 .698 .680 .706 .724 .707 .701 .695 .718 
cleve .769 .800 .820 .777 .790 .803 .798 .807 .810 .810 
cmc .557 .533 .546 .545 .537 .533 .518 .518 .520 .511 
crabs .783 .871 .910 .875 .915 .735 .712 .690 .690 .735 
crx .831 .841 .852 .852 .853 .875 .870 .866 .860 .874 
ecoli .810 .823 .827 .827 .821 .848 .844 .827 .827 .833 
german .736 .724 .770 .765 .756 .746 .734 .748 .744 .748 
glass .656 .694 .726 .731 .698 .712 .710 .703 .708 .708 
heart .765 .818 .799 .806 .806 .813 .817 .832 .825 .817 
hepatitis .819 .813 .817 .804 .810 .829 .819 .849 .836 .789 
horse .786 .814 .804 .823 .810 .804 .816 .823 .826 .818 
hypo  .981 .981 .981 .981 .980 .988 .987 .989 .989 .988 
image .934 .943 .945 .945 .941 .939 .940 .937 .937 .936 
iono .896 .892 .889 .880 .886 .931 .930 .937 .937 .934 
labor .880 .884 .873 .886 .868 .911 .919 .911 .893 .929 
led7 .737 .734 .737 .736 .712 .730 .735 .737 .736 .738 
pima  .754 .734 .762 .758 .766 .754 .749 .758 .763 .764 
sick .966 .969 .968 .971 .968 .981 .980 .981 .981 .980 
sonar .740 .743 .736 .744 .740 .779 .775 .760 .760 .760 
soybean .900 .914 .922 .922 .918 .903 .902 .903 .906 .903 
spambase .915 .915 .922 .922 .922 .922 .908 .922 .922 .924 
tae .493 .495 .453 .453 .473 .547 .525 .493 .493 .527 
tictactoe .888 .876 .888 .888 .851 .863 .874 .889 .889 .896 
waveform .858 .840 .868 .868 .867 .843 .841 .842 .844 .844 
vehicle .819 .822 .831 .814 .829 .757 .746 .750 .749 .751 
wine .964 .966 .971 .967 .965 .966 .965 .977 .977 .977 
votes .951 .954 .954 .946 .956 .968 .957 .961 .963 .944 
zoo .923 .934 .930 .930 .930 .910 .922 .920 .920 .910 
Rank 3.76 3.10 2.38 2.41 2.97 2.72 3.79 2.55 2.45 2.59 

 

A Friedman test was used to analyze whether any statistically significant 

differences in performance had been achieved. The complex optimization criteria 

were in turn compared to EA and DI. The Friedman test indicated significant 

difference between the complex optimization criteria and DI for ANNs (p = 

0.0044) and the Bonferroni-Dunn post-hoc test showed that median solution is 

significantly better than DI, while the most correlated solution is almost 

significantly better. No significant differences could be shown between the 

complex optimization criteria and EA for ANNs. No significant differences could 

be detected for DTs, even though all the complex optimization criteria were 

clearly better than EA. 
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The results from the second experiment are presented in Table 45.  

Table 45. Result experiment 2 

 ANN base classifiers DT base classifiers 
Data set EA Med Corr Top EA Med Corr Top 

bcancer .690 .722 .722 .739 .725 .718 .708 .715 
breast .968 .966 .967 .970 .966 .973 .970 .968 
bupa .718 .718 .724 .712 .721 .709 .692 .706 
cleve .792 .817 .823 .820 .797 .797 .797 .797 
cmc .757 .860 .915 .775 .780 .730 .705 .715 
crabs .842 .846 .849 .849 .862 .862 .862 .865 
crx .754 .757 .767 .764 .745 .747 .743 .745 
ecoli .805 .832 .843 .840 .810 .813 .802 .806 
german .839 .842 .842 .829 .842 .836 .822 .836 
glass .813 .815 .821 .817 .823 .837 .829 .829 
heart .980 .983 .980 .983 .989 .990 .990 .990 
hepatitis .900 .897 .886 .897 .928 .925 .931 .931 
horse .881 .884 .893 .893 .839 .893 .893 .929 
hypo  .745 .760 .762 .760 .741 .758 .754 .753 
image .969 .974 .971 .972 .983 .981 .982 .981 
iono .745 .727 .738 .732 .755 .779 .779 .784 
labor .892 .863 .864 .849 .884 .883 .877 .882 
led7 .955 .954 .951 .958 .949 .954 .949 .965 
pima  .689 .712 .726 .712 .736 .731 .731 .708 
sick .500 .486 .500 .507 .520 .520 .534 .514 
sonar .833 .826 .822 .819 .755 .746 .746 .746 
soybean .964 .966 .977 .972 .966 .977 .977 .983 
spambase .930 .930 .940 .930 .910 .910 .900 .910 
tae .818 .842 .842 .836 .863 .869 .857 .863 
tictactoe .921 .922 .918 .914 .901 .910 .904 .910 
waveform .554 .553 .552 .558 .534 .535 .535 .542 
vehicle .948 .947 .946 .946 .945 .944 .939 .944 
wine .736 .737 .736 .738 .737 .738 .736 .738 
votes .861 .867 .865 .868 .844 .843 .844 .843 
zoo .925 .929 .925 .927 .920 .922 .925 .924 
Rank 2.95 2.53 2.20 2.32 2.43 2.27 2.93 2.37 

 

When the results were evaluated using a Friedman test, no significant difference 

could be detected between the complex optimization criteria and EA for ANNs, 

even though both the correlated and the top solution were clearly better than EA. 

No significant differences could be detected for DTs either, but here, the median 

solution was clearly better than the correlated solution. 

The results presented in Table 46 show the number of wins, draws and losses 

for methods listed in rows over methods listed in columns.  
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Table 46. Wins/Draws/Losses. Exp 1 and 2 

 ANN DT 

 Exp 1 Exp 2 Exp 1 Exp 2 
 DI EA EA DI EA EA 

EA 20/2/8 - - 7/1/22 - - 
Med 21/3/6 18/2/10 15/1/14 14/4/12 19/1/10 19/0/11 
Corr 20/2/8 19/1/10 12/0/18 15/2/13 20/0/10 18/1/11 
Top 21/1/8 13/0/17 14/3/13 12/5/13 19/2/9 21/0/9 

 

As can be seen in Table 46, the results achieved using the complex optimization 

criteria are, in most cases, clearly better than using only EA or DI as selection 

criterion. It is obvious that the atomic measure that is good for one set of base 

classifiers is not at all competitive for the other set. While DI is comparably good 

as selection criteria for DTs, for which it is better than EA, it does not work at all 

for ANNs, for which it is worse than all other selection criteria. The opposite is 

true for EA, which works comparably well for ANNs, but is worse than all other 

selection criteria for DTs. In fact, only the complex optimization criteria are 

competitive regardless of which set of base classifiers that are used. Regarding the 

second experiment, the results are a bit mixed. When using ANNs as base 

classifiers, it is clearly always better to use a complex optimization criterion. For 

random forests, however, there is very little difference between using the complex 

criterion and just ensemble accuracy. 

The results in Table 47 show the wins/draws/losses comparisons between the 

results achieved in experiment 2 (row) over the results from experiment 1 

(column). 

Table 47. Wins/Draws/Losses. Exp 2 vs. Exp 1  

   W/D/L Exp 1 
 Exp 2 DI EA Med Corr Top 

ANN EA 24/0/6 20/0/10 17/0/13 14/0/16 19/0/11 
 Med 25/0/5 22/0/8 16/0/14 19/0/11 20/0/10 
 Corr 23/0/7 25/0/5 19/0/11 21/0/9 21/0/9 
 Top 26/0/4 24/0/6 19/1/10 21/0/9 22/0/8 
DT EA 13/0/17 19/0/11 13/0/17 15/0/15 13/0/17 
 Med 17/0/13 22/0/8 15/0/15 16/0/14 14/0/16 
 Corr 15/0/15 20/0/10 15/0/15 14/0/16 15/0/15 
 Top 16/0/14 22/0/8 19/0/11 19/0/11 14/0/16 

 

When comparing the results achieved in experiment 2 to the results from 

experiment 1, it is obvious that the unlimited search among all possible ensembles 

from the 45 base classifiers can compete with the approach of selecting from a 

smaller subset (here 5000) of solutions. This is despite the fact that these 5000 

ensembles were actually the ones used for finding the optimization criteria. It is 

worth noting that all of the complex optimization criteria evaluated in 
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experiment 2 give much better results than those achieved with EA in experiment 

1. When analyzing the results using a Friedman test, no significant differences 

could be detected for DTs. For ANNs, the test indicated significant differences 

( 0.0034p = ), and the Nemenyi post-hoc test showed that all the complex 

optimization criteria from experiment 2 were significantly better than DI in 

experiment 1.  

It is hard to single out any of the three alternative complex optimization 

criteria as a clear winner. If considering the two different sets of base classifiers 

and the two experiments as altogether four different alternative runs, the solution 

based on correlation obtained very good results in most cases, but it was 

unsuccessful for DTs in experiment 1. In contrast, the solution based on accuracy 

of top-ranked ensembles was successful for DTs, but failed with ANNs. The 

overall most robust approach turned out to be the median solution. 

6.6.5 Conclusions 

In the experiments, the use of a complex optimization criterion was demonstrated 

to be a very competitive choice, always performing as good as, and often better 

than, using any atomic measure for selection.  

The experimental results also highlight that using other measures than EA as a 

selection criterion can be a good choice. In this study, the diversity measure DI 

outperformed EA as selection criterion for DT base classifiers, even though it was 

ensemble accuracy on the test set that was measured. However, DI did not work 

well for ANN base classifiers.  

While different atomic measures worked for different types of base classifiers, 

the complex optimization criteria worked very well for both. With this in mind, 

the presented approach has shown to be worth further investigation.  

Furthermore, the fact that a diversity measure (here DI) could outperform 

accuracy as selection criterion suggests that further analysis of alternative 

diversity measures, and in particular the DI measure, may be worthwhile. 

6.6.6 Discussion 

In this final study, one way of searching for the most suitable combination of 

measures was evaluated. It is obvious that the option of searching for a suitable 

combination is possible and can compete with single measures as optimization 

criterion.  

It was also shown that different single measures performed differently for 

ensembles built using ANNs and DTs. For ensembles built using ANNs, ensemble 

accuracy is better than difficulty, while for ensembles built on DTs, the opposite 

is true.  
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All DTs were trained using exactly the same strategy to achieve implicit 

diversity, while the ANNs were split into three sets, using radically different 

architectures. It is not clear whether the difference as optimization criterion is a 

result of how the two groups of base classifiers have been trained or whether it is 

due to the techniques used. It is reassuring, though, that the combination of 

measures outperforms the single measures regardless of which single measure that 

worked best. 
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7 Conclusions and Future Work 

7.1 Conclusions 

First, the conclusions regarding the four research questions will be presented, 

followed by a presentation of the conclusion regarding the problem statement. 

7.1.1 Conclusions regarding the research questions 

How do different means of achieving implicit diversity among base 

classifiers affect the performance of, and diversity in, the ensemble? 

In the first diversity study (section 6.1), three different methods to produce 

implicit diversity were evaluated: dividing training data by either features or 

instances and varying ANN architecture. The results showed that several setups 

outperformed the baseline setup, i.e., where all base classifiers were trained using 

identical setups without any attempt to achieve any implicit diversity. Using 

heterogeneous ensembles, with or without resampling of features was clearly 

beneficial. However, bootstrapping increased diversity but also lowered base 

classifier accuracy, leading to an overall decrease in ensemble accuracy. Whether 

these results are specific to ANN ensembles or whether they are a consequence of 

the experimental setup is hard to tell without further experimentation.  

Can ensemble predictive performance on novel data be estimated from 

results on available data? 

The studies in section 6.2 evaluate whether any measures are highly correlated 

with ensemble accuracy on the test set. The study in section 6.3 evaluated the role 

of diversity in GEMS ensembles and part of the evaluation addressed similar 

questions as in the preceding section. The study in section 6.4, finally, evaluated 

whether ranking of ensembles based on the performance on available data for any 

of five different measures could be used to estimate which ensembles would 

perform best at the test data.  

The studies in sections 6.2 to 6.4 showed that no results on available data were 

strongly correlated with ensemble performance on novel data. In fact, many 

measures were in general almost non-correlated or negatively correlated with 

ensemble accuracy on the test set. Having said that, some measures had, in 

comparison, constantly higher correlation than all other measures. The constantly 

most correlated measures were ensemble accuracy, difficulty, double fault and to 

some extent base classifier accuracy. However, double fault and base classifier 
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accuracy were negatively affected when the minimum size of the ensemble was 

not restricted. 

In the last of the studies evaluating how to estimate ensemble predictive 

performance on novel data (section 6.4), it was shown that it is very difficult to 

estimate predictive performance based on available data.  

Is there an optimization criterion based on an existing measure on available 

data that is best for the purpose of developing ensembles that maximize 

predictive performance? 

Only two measures have proven to constantly perform rather well as 

optimization criteria: ensemble accuracy and the diversity measure difficulty. 

Other measures, like base classifier accuracy and double fault, did under some 

circumstances perform comparably well. The problem with both these latter 

measures was their tendency to prefer the smallest ensembles when all possible 

ensembles were considered.  

The fact that a diversity measure, difficulty in the last study, was significantly 

better as optimization criterion than ensemble accuracy is remarkable. Even 

though it was only significantly better when the base models were decision trees, 

and was significantly worse when the base models were ANNs, it still suggests 

that using diversity measures as (part of) an optimization criterion is possible and 

perhaps also feasible. The problem is, of course, how to know in advance when 

to use one measure over another.  

Are combinations of single measures a good solution for the purpose of 

developing ensembles that maximize predictive performance? 

The second study (section 6.2), introduced the concept of combined measures, 

which turned out to be a promising option. This concept was further investigated 

and the main focus of the two final studies. The conclusion regarding combined 

measures from all but the last study was that even if combined measures could 

not be shown to be clearly better than using an atomic measure as selection 

criterion, it resulted more often than not in better performance. Exactly how to 

combine measures was still an open question.  

In the final study (section 6.6), a method for optimizing a combined measure 

was proposed. It was shown to be significantly better than using ensemble 

accuracy as optimization criterion, when using decision trees, and significantly 

better than using difficulty as optimization criterion, when using ANNs. Since, as 

already stated, difficulty and ensemble accuracy, respectively, also were 

significantly better than the other single measures depending on which set of base 

classifiers that was used, the proposed method could be seen as the answer to the 
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question when to use one measure over another. The proposed method is at least 

as good as the best single optimization criterion regardless of which base models 

that are used.  

7.1.2 Conclusions regarding the problem statement 

The problem statement for this thesis is: 

How should base classifier and ensemble diversity and predictive 

performance on available data be used when selecting base classifiers in 

order to maximize ensemble predictive performance? 

Based on the empirical results presented, the conclusion is that the best way to 

use information about base classifier and ensemble performance seems to be to 

somehow combine information about both accuracy and diversity. All 

experiments involving combined measures showed that even straightforward 

linear combinations were generally better as optimization criteria than using even 

the best single measure. The problem when using straightforward linear 

combinations is knowing which measures to include. This problem was addressed 

in the last study, where a method for optimization of a combined optimization 

criterion was proposed. The results indicate that a strong argument for using such 

optimized combinations is their robustness.  

7.2 Discussion and Future Work 

The standard procedure when trying to select base classifiers for an ensemble has 

been to optimize some performance measure, usually accuracy. The results 

achieved here do, however, show that other measures might be better as 

optimization criteria in some cases. For instance, difficulty was superior to 

ensemble accuracy when selecting from a pool of decision trees. An interesting 

question is whether it is possible to find rules that can work as guidelines for 

when to use which optimization criterion. This is analogous to the question 

addressed in (Löfström & Odqvist 2004; Löfström & Johansson 2005), where 

meta learning was used in an attempt to find rules for when rule extraction could 

be used with success, and when it would be preferable to apply the rule inducer 

directly on the data set. 

The fact that difficulty is significantly better than ensemble accuracy in the 

final study raises some doubts regarding the generality of the results when applied 

to ensembles built using other base classifiers than ANNs. Future work should try 

to evaluate in what way the results using ANNs are also applicable to ensembles 

using other kinds of base classifiers. 
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It was also shown that combined measures were often better than using even 

the best single measure. There is of course an analogy to ensembles of classifiers 

here, since combined measures, in one sense, could be viewed as ensembles of 

measures. One method for optimizing a combined optimization criterion, or an 

ensemble of measures, was proposed. However, just as with ensembles of 

classifiers, it is reasonable to assume that measures can be combined and 

optimized in many different ways. Therefore, further research about combining 

multiple measures is suggested.  

One important question that must be addressed in future work is where the 

limit is reached when the extra effort of finding a suitable combination of 

measures is no longer worthwhile. The proposed method of optimizing an 

optimization criterion is rather complex and a goal for the future must be to find 

less complex solutions. Along the same line of argument, an interesting question 

is when an ensemble member selection algorithm can be justified compared to the 

straightforward approach of simply combining all base classifiers present. 
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